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[bookmark: _Toc210341602][bookmark: _Toc216195455]Introduction
DNA sequence comparison is a central task in bioinformatics. It is needed to study viral evolution, genetic variation, and to build phylogenetic trees. The standard tool for this task is BLAST (Basic Local Alignment Search Tool). The NCBI Handbook explains that “Basic Local Alignment Search Tool (BLAST) … is the tool most frequently used for calculating sequence similarity” (Madden, 2013, p. 1). “The original BLAST paper formalized local alignment and its scoring framework” (Altschul et al., 1990).
BLAST is known for its accuracy, but it does not scale well when the datasets are very large or the sequences are long. Zieleziński et al. (2019) point out that “MSA-based methods do not scale with the very large data sets that are available today” (p. 2).

Because of these limits, my project looks at a lightweight alignment-free method. In this approach, nucleotides are written as two-bit codes (A = 00, C = 01, G = 10, T = 11). For equal-length sequences I will use Hamming distance. For sequences of different lengths, I will create k-mer frequency vectors and compare them mainly with cosine similarity, with Euclidean distance and the Jaccard index as secondary checks. Alignment-free methods are popular because they are “generally computationally efficient” and “computationally fast and use less memory compared to alignment-based methods” (Ren et al., 2018, pp. 94–95).

The purpose of this project is not to replace BLAST. The idea is to make a small tool that is easy to reproduce and works on normal laptops with small datasets. A good example of the lightweight approach is given by Ondov et al. (2016), who write that “Mash reduces large sequences and sequence sets to small, representative sketches, from which global mutation distances can be rapidly estimated” (p. 132). My project uses the same principle of avoiding heavy alignment, but in a simpler way that is easier for students to follow.
[bookmark: _Toc210341603][bookmark: _Toc216195456]Aims / Objectives

The goal of this project is to build a simple and lightweight tool for DNA sequence comparison using binary encoding (A=00, C=01, G=10, T=11). The idea is not to replace BLAST, but to explore a method that stays simple, runs in seconds on small datasets, and keeps its core data structures small in memory, while still grouping DNA sequences reasonably well.
[bookmark: _Toc210341604][bookmark: _Toc216195457]Explicit Promises 
· Two-bit encoding → defined in §2.3, realized in §3.2.1, used throughout Chapter 4, discussed in Chapter 5.
· Hamming distance (equal length) → defined in §2.5.1, realized in §3.3.1, reported in §4.3.2.
· k-mer frequency vectors + cosine similarity → background in §2.2, defined in §2.5.2, realized in §3.3.2–§3.3.3, reported in §4.3.3.
· Euclidean distance and Jaccard index (secondary checks) → defined in §2.5.3–§2.5.4, realized in §3.3.4–§3.3.5, reported in §4.3.4.
· Runtime vs BLAST → background in §2.6.2, measured in §3.5.1, reported in §4.2.
· Memory vs BLAST → background in §2.6.2, measured in §3.5.1, reported in §4.2.
· Clustering accuracy vs NCBI taxonomy → background in §2.6.1, measured in §3.5.2, reported in §4.3.1–§4.3.3.
· Reproducibility package (code + Excel) → promised here, implemented in §3.4.3, delivered in Chapter 7 (Appendix).
[bookmark: _Toc210341605][bookmark: _Toc216195458]Research questions and expected outcomes
Research questions
· RQ1 (runtime & memory): How does the end-to-end runtime and peak RAM of my alignment-free pipeline compare to BLAST on small datasets (10–50 sequences)?
· RQ2 (accuracy): How well do the clusters match NCBI Taxonomy when I use Hamming (equal lengths) and k-mer vectors with cosine (mixed lengths), with Euclidean and Jaccard as checks?
· RQ3 (sensitivity): How do results change with k-mer length (k = 3–5) and with sequence length (viral vs. mitochondrial)?
· RQ4 (method behavior): When do the similarity measures disagree, and what causes it?
Expected outcomes (not pass/fail targets)
· Efficiency: Prior work shows alignment-free methods are often fast and memory-light (Ren et al., 2020; Ondov et al., 2016), so I initially expected shorter runtimes and/or lower memory use than BLAST on these small datasets, at least at the level of the core algorithm. Chapter 4 shows that this expectation is only partly met: the Python process is usually slower and heavier than BLAST and Mash, but the algorithm-only memory is much smaller.
· Usable accuracy: I expect clusters to align reasonably with taxonomy, with variation by k, sequence length, and dataset diversity (Zieleziński et al., 2019).
· Scaling pattern: I expect runtime and memory to grow roughly with the square of the number of sequences because of all-pairs distances (see §3.5.3).
How I will measure these is set in §3.5; results are reported in §4.2–§4.4.


[bookmark: _Toc210341606][bookmark: _Toc216195459]What “Simple, Fast, Lightweight” Means
In this thesis “simple, fast, lightweight” has a very concrete and modest meaning.
· Simple (clarity). The method focuses on a small set of steps: two-bit encoding, Hamming distance for equal-length sequences, and k-mer vectors with cosine distance for mixed lengths. The code is kept short and modular on purpose, so that students can read it in one sitting and follow the whole pipeline without needing advanced background.
· Fast (runtime). The goal is not to beat BLAST or Mash in pure speed. The target is that the full pipeline (load → encode → build k-mers → compute distances → cluster) should finish in seconds, not minutes, on small datasets (around 10–50 sequences) on a normal laptop. In practice the prototype is usually slower than BLAST and Mash, but still in the same rough time range, which is acceptable for classroom use.
· Lightweight (memory). When we look at the Python process as a whole, the peak memory is higher than BLAST and Mash, mainly because of the interpreter and libraries. However, the actual data structures of the algorithm (the encoded sequences, k-mer tables, and distance matrix) are very small. The “My algo peak” column in the benchmark tables shows that the core algorithm uses only about 0.2–1.3 MB, which is roughly 98–99% less than the peak memory used by BLAST for the same datasets. This is what “lightweight” means here: the algorithm itself is compact and fits well into the RAM of a standard laptop, even if the full Python process is heavier.

[bookmark: _Toc210341607][bookmark: _Toc216195460]Tasks
· Collect small DNA datasets from NCBI (viral genomes, mitochondrial DNA, synthetic)— see §3.1 and §4.1.2; dataset list/labels in §7.4.
· Encode each sequence into binary form — see §3.2 (especially §3.2.1–§3.2.3).
· Compare equal-length sequences with Hamming; mixed-length with k-mer frequency vectors + cosine (main), with Euclidean and Jaccard as checks — see §3.3.1–§3.3.5; results in §4.3.2–§4.3.4.
· Measure runtime and peak memory and compare with BLAST on the same datasets — plan §3.5.1; results §4.2; reproducibility §4.2.3.
· Validate clustering against NCBI taxonomy labels — plan §3.5.2; results §4.3.1 (Table 4.3).
· Package code + README + Excel walkthrough — see §3.4.3 and Appendix §7.1–§7.3.
[bookmark: _Toc210341608][bookmark: _Toc216195461]Targeted Groups
This thesis is written for students and small labs, meaning groups who work on standard desktops/laptops (≈8–32 GB RAM, no HPC cluster) and need methods that run end-to-end on modest hardware. The aim is a pipeline they can understand, reproduce, and use for quick, local DNA comparisons or pre-checks before heavier tools.
Evidence in the literature (quoted):
· Alignment-free is fast and memory-light (review):
“Alignment-free approaches based on the counts of word patterns in NGS data do not depend on the complete genome and are generally computationally efficient … ‘computationally fast and use less memory’ compared to alignment-based methods.” (Ren, Song & Deng, 2020) DOI: https://doi.org/10.1146/annurev-biodatasci-012220-100927
· Laptop-friendly sketching (tool paper):
“Mash reduces large sequences and sequence sets to small, representative sketches, from which global mutation distances can be rapidly estimated.” — (Ondov et al., 2016., Genome Biology) DOI: https://doi.org/10.1186/s13059-016-0997-x
· Undergraduate courses run analyses on students’ own machines (education):
“In Week 1, all introductory Unix exercises are performed on the student’s computer without the need for cloud computing or a Linux cluster.” (Madlung, 2018, PLOS Computational Biology) URL:  https://doi.org/10.1371/journal.pcbi.1005872

These quotes support the core assumption of this project: on small datasets, alignment-free comparisons can be run quickly and with low memory on ordinary laptops, which matches the needs of students and small labs.
How this section connects to the rest of the thesis: dataset sizes and machine specs are set in §3.1 and §3.5; results that demonstrate laptop-scale runtime and memory appear in §4.2; the teaching focus is discussed in §5.5.

[bookmark: _Toc210341609][bookmark: _Toc216195462]Utilities (Added Value)
Laptop-friendly runs. The pipeline is designed to run end-to-end on standard desktops/laptops (≈8–32 GB RAM). I will measure runtime and peak RAM as planned in §3.5.1 and report them in §4.2.1 (Table 4.1) and §4.2.2 (Table 4.2). Prior work shows alignment-free methods are typically faster and lighter than full alignments (Ren et al., 2020; Ondov et al., 2016).
Clear, minimal method. Binary encoding (§3.2); Hamming for equal-length data (§3.3.1); k-mer vectors with cosine as the main comparison for mixed lengths (§§3.3.2–3.3.3); Euclidean and Jaccard as checks (§§3.3.4–3.3.5).
Readable outputs. Heatmaps (§4.5.1) and dendrograms (§4.5.2) to make patterns and clusters easy to see.
Reproducible package. Code and run scripts (§3.4.3), with a small Excel walkthrough so the main calculations can be followed step-by-step (§§7.1–7.3).
Teaching value. The method is intentionally simple and traceable, so students can see each step and use it for quick checks or to prepare a BLAST run (§5.5).
Here: we need to estimate the USD-oriented costs and incomes for each targeted group (micro business model). Why should a particular targeted group pay for your solution at all? What kind of information added value will be realized pro targeted groups and which ratio is the basis of the payment towards you?
[bookmark: _Toc210341610][bookmark: _Toc216195463]Motivation

Tools like BLAST are very accurate, but they can be too slow and resource-heavy for small-scale work. The motivation here is to create something simple and efficient that works on a standard laptop, is easy to follow, and still gives meaningful results. The quantum-inspired part is just the way we use a 2-bit encoding idea, but everything is classical and practical.
[bookmark: _Toc210341611][bookmark: _Toc216195464]Structure of the Thesis
· Chapter 2: Literature Review — BLAST vs alignment-free; binary and “quantum-inspired”; Hamming, cosine, Euclidean, Jaccard; evaluation metrics.
· Chapter 3: Methodology — datasets; binary encoder; similarity measures; BLAST baseline; measurement protocols; implementation notes.
· Chapter 4: Results & Comparison — runtime/memory vs BLAST; accuracy; sensitivity; figures and tables.
· Chapter 5: Discussion — interpretation, limits, applications, scalability.
· Chapter 6: Conclusion and Future Work.
· Chapter 7: Appendix — code, Excel examples, README.
· Chapter 8: References.
· Chapter 9: Figures.
[bookmark: _Toc210341612][bookmark: _Toc216195465]Scope and Delimitations
· Protein sequence analysis — out of scope; listed as future work (§6.1.3). DNA only in this thesis.
· Very large datasets / HPC or GPU pipelines — out of scope; experiments limited to 10–50 sequences on a single laptop (§3.1, §3.5).
· Internals of BLAST/MSA algorithms — not re-implemented; BLAST used only as a runtime/memory baseline (§2.1, §4.2).
· Sketching theory (MinHash/LSH) — cited (e.g., Mash/Dashing) but not implemented, to keep the method simple (§2.2).
· Phylogenetic tree inference (ML/Bayesian) — not performed; I show dendrograms for clustering only (§4.5).
· Quantum hardware/algorithms — not used; “quantum-inspired” is just an analogy to two-bit states (§3.2.4, §5.4).
· Read-level topics (quality scores, error correction, read mapping) — out of scope; datasets are assembled sequences/genomes (§3.1).
· Formal statistical testing/bootstraps — not included I report % correctly clustered (ARI optional) (§3.5.2).
· Exhaustive k-mer tuning — not attempted; I evaluate a small grid (k = 3–5) (§4.3.3).
[bookmark: _Toc210341613][bookmark: _Toc216195466]Document Conventions and Formatting
· Multilevel numbering (1 → 1.1 → 1.1.1) across the whole thesis.
· Cross-references inserted with Word (Insert → Cross-reference) so section/table/figure numbers auto-update.
· Tables and figures numbered by chapter (e.g., Table 4.1, Figure 4.2) with consistent captions (table titles above; figure captions below).
· Equations entered with Word’s Equation editor (Cambria Math), numbered only when referenced later.
· Monospace (Consolas) for short code/commands in Appendix §7.1–§7.3.
· Two-line title kept as one Title style using Shift+Enter.
Never use extra ^p or ^l (at all) or double spaces or tabulators for formatting! 

[bookmark: _Toc208574765][bookmark: _Toc210341614][bookmark: _Toc216195467]Literature Review / Background
Chapter 2 builds the background I need for the method in Chapter 3. §2.1 reviews BLAST so I can explain why I do not run alignments here. §2.2 covers alignment-free tools (e.g., Mash/Dashing) that motivate a lightweight approach. §2.3 defines the two-bit DNA encoding I actually use, and §2.4 is just a short terminology note so “quantum-inspired” is not misread. §2.5 states the distance measures I rely on, §2.6 explains how I evaluate them (taxonomy agreement, runtime, memory), and §2.7 sums up the gap this thesis tries to fill and how it leads into §3.1–§3.5.
[bookmark: _Toc210341615][bookmark: _Toc216195468]Alignment-Based Tools (like BLAST)
BLAST (Basic Local Alignment Search Tool) is one of the most commonly used programs in bioinformatics for comparing DNA and protein sequences. The NCBI Handbook explains that “BLAST, the Basic Local Alignment Search Tool, is the tool most frequently used for calculating sequence similarity” (Madden, 2013, p. 1). It provides accurate alignments and detailed statistics such as E-values and bit scores, which are widely trusted in biological research.
However, the efficiency of BLAST decreases as datasets become larger. With the rapid growth of genome databases, itstheir? computational requirements in both time and memory can become a limitation. Cheng et al. (2022) note that “the typical millions of database and query sequences make BLAST computationally challenging but also well suited for parallelization on high-performance computing clusters” (p. 1). This highlights the problem: while BLAST remains accurate and standard, it is not always practical for small labs or student projects using ordinary laptops.
[bookmark: _Hlk210242991]Explanations from point of view of this thesis: BLAST is reliable and precise, but its performance problems appear when researchers work with many sequences or very long genomes. For students or small groups without access to high-performance computing, this makes repeated BLAST searches difficult.
[bookmark: _Toc210341616][bookmark: _Toc216195469]Alignment-Free Methods (like Mash)
Alignment-free methods were developed to handle cases where alignment becomes too slow. Zieleziński et al. (2019) explain that “MSA-based methods do not scale with the very large data sets that are available today” (p. 2).
One well-known tool is Mash. Ondov et al. (2016) describe it as “a fast sequence distance estimation method that uses the MinHash technique to reduce large sequences to small, representative sketches” (p. 132). This shows how alignment-free methods can compare genomes quickly without using full alignments. “Recent tools such as Dashing 2 use sketching with locality-sensitive hashing to accelerate whole-genome comparison” (Baker & Langmead, 2023).
Ren et al. (2018) add a wider view of the field. They write that “alignment-free approaches based on the counts of word patterns in NGS data do not depend on the complete genome and are generally computationally efficient” (p. 94). They also stress that these methods are “computationally fast and use less memory compared to alignment-based methods” (p. 95).
Explanations from point of view of this thesis: These studies show why alignment-free tools are attractive. They can handle very large datasets faster and with less memory. At the same time, they often use mathematical ideas that can be harder for beginners, which is why my project focuses on a simpler version.

[bookmark: _Toc210341617][bookmark: _Toc216195470]Binary Encoding
Historical note. Two-bit DNA encoding has been used routinely in bioinformatics since the late 1990s/early 2000s because it packs four bases into one byte, cutting storage ~4× and speeding up comparisons (Kent, 2002; UCSC Genome Browser Help — twoBit format).<--each author-year-part should have a citation/quotation with “italic texts” before!!! See directly here, as ideal solution
Concept and use in this thesis.
Mavrodiev (2025) explains: “Binary representations of conventional DNA alignments allow for the analysis of molecular data from a purely comparative or static perspective.” (p. 9, MDPI) In this project I use a simple two-bit code for nucleotides:
A = 00, C = 01, G = 10, T = 11.
Compared with ASCII characters (8 bits per base), this cuts storage by ~4× and lets me run fast vectorized operations in NumPy. It also fits the measures I use later: Hamming distance (for equal-length sequences) works directly on the bit arrays, and k-mer frequency vectors (for different lengths) are easy to build from the same representation.
Practical notes.
· I store sequences as contiguous integer arrays for speed (no Python loops).
· Non-ACGT symbols (e.g., N) are skipped when building k-mer tables (see §3.3).
· The formal map   and storage details appear in §3.2.<--each sign in the specific formulas should be part of the annex-abbreviations!!! (incl. definition for each sign/letter + measurement unit!)
[bookmark: _Toc210341618][bookmark: _Toc216195471]Quantum-Inspired Encoding
Prior studies apply quantum/quantum-inspired optimization to genome analysis—for example, “a method for solving genome assembly tasks with the use of quantum and quantum-inspired optimization techniques” (Boev et al., 2021)—and formulations of DNA assembly for quantum annealers (Nałęcz-Charkiewicz & Nowak, 2022). These are cited for context only; the method in this thesis is purely classical (binary encoding + k-mer statistics).
Explanations from point of view of this thesis: This project does not use actual quantum hardware. Instead, calling the method “quantum-inspired” is a metaphor: the two-bit states of DNA (00, 01, 10, 11) are similar in form to qubit basis states. The idea is to evoke modern context, not to claim quantum advantage.

[bookmark: _Toc210341619][bookmark: _Toc216195472]Distance and Similarity Measures
This subsection defines the four measures used later; for each one I include a short, quoted definition and then a brief note on how I use it in this thesis.
[bookmark: _Toc210341620][bookmark: _Toc216195473]Hamming Distance
Hamming distance measures how many positions are different between two equal-length sequences. It is simple and efficient but only applies when the sequences are of the same length. In bioinformatics, it has been used to measure small variations or errors. “The Hamming distance between two strings of equal length is the number of positions at which the corresponding symbols are different" (Wikipedia contributors, 2023)

Explanations from point of view of this thesis: In my project, Hamming distance will be used as the main method for equal-length DNA sequences. It is easy to compute with binary encoding and gives a clear view of differences.
[bookmark: _Toc210341621][bookmark: _Toc216195474]Cosine Similarity
Cosine similarity measures the angle between two vectors. In DNA comparison, it can be applied to k-mer frequency vectors to check whether sequences have similar composition. “Cosine similarity measures the cosine of the angle between two non-zero vectors in an inner product space.” (Wikipedia, Cosine similarity, 2025)

Explanations from point of view of this thesis: Cosine similarity is the main comparison measure in my project for sequences of different lengths. It is robust and works well with k-mer vectors.
[bookmark: _Toc210341622][bookmark: _Toc216195475]Euclidean Distance
Euclidean distance calculates the straight-line distance between two vectors. It is often used as a baseline measure in many data analysis tasks. “The Euclidean distance between points is the length of the straight-line segment connecting them.” (Wikipedia, Euclidean distance, 2025)

Explanations from point of view of this thesis: In this project, Euclidean distance is a secondary check on k-mer vectors, to compare with cosine similarity.
[bookmark: _Toc210341623][bookmark: _Toc216195476]Jaccard Index
The Jaccard index measures similarity based on set overlap. It is used when we care about presence or absence of features, not their frequency. “The Jaccard index is defined as the size of the intersection divided by the size of the union of the sample sets.” (Wikipedia, Jaccard index, 2025)

Explanations from point of view of this thesis: In my project, the Jaccard index is used as another secondary check. It will be applied to k-mer presence/absence.
[bookmark: _Toc210341624][bookmark: _Toc216195477]Evaluation Metrics and Performance
This thesis evaluates two things: (1) biological correctness of the groupings and (2) computational cost. Biological correctness is checked by clustering the sequences and comparing the clusters to trusted labels. Computational cost is measured as wall-clock runtime and peak memory on the same machine and datasets used for the BLAST baseline.
[bookmark: _Toc210341625][bookmark: _Toc216195478]Clustering Accuracy vs Taxonomy
One way to evaluate DNA comparisons is to cluster the sequences and compare the clusters to known taxonomy labels. This is a standard way to test whether a method groups organisms correctly. “The NCBI Taxonomy will be used as the ground-truth label set” (Schoch et al., 2020)

Explanations from point of view of this thesis: My project will check clustering results against NCBI taxonomy labels.
[bookmark: _Toc210341626][bookmark: _Toc216195479]Runtime and Memory Profiling
When comparing methods, it is important to measure runtime and peak memory use. BLAST is known to be demanding, while alignment-free methods are usually faster and lighter. “The typical millions of database and query sequences make BLAST computationally challenging …” (Cheng et al., 2022)
Alignment-free methods are “computationally fast and use less memory compared to alignment-based methods.” (Ren et al., 2018)

Explanations from point of view of this thesis: My project will track runtime and memory for all experiments and compare them directly with BLAST. 

[bookmark: _Toc210341627][bookmark: _Toc216195480]The Gap
From the cited works, we can summarize the situation clearly:
· BLAST is accurate but limited by computation. As Cheng et al. (2022) explain: “the typical millions of database and query sequences make BLAST computationally challenging but also well suited for parallelization on high-performance computing clusters” (p. 1). This shows how BLAST is precise but quickly becomes too demanding without strong hardware.
· Alignment-free methods are designed to address this. Ren et al. (2018) emphasize that “alignment-free approaches based on the counts of word patterns in NGS data do not depend on the complete genome and are generally computationally efficient” (p. 94). They also note these methods are “computationally fast and use less memory compared to alignment-based methods” (p. 95).
· Binary encoding provides a very simple way to make sequences ready for computation. Mavrodiev (2025) writes: “Binary representations of conventional DNA alignments allow for the analysis of molecular data from a purely comparative or static perspective” (p. 9). This supports the idea that binary schemes make comparisons easier.
· Quantum-inspired ideas are emerging in genome research. Boev et al. (2021) state: “Here we demonstrate a method for solving genome assembly tasks with the use of quantum and quantum-inspired optimization techniques” (abstract). This shows how binary-style methods can connect conceptually to new computing directions.
· Distance and similarity measures (Hamming, cosine, Euclidean, Jaccard) are widely used in computational biology, but they are rarely explained in a simple, step-by-step teaching context.
· Evaluation metrics (taxonomy clustering, runtime, memory) are essential in research but often hidden in technical reports rather than taught clearly.
Explanations from point of view of this thesis: The challenge is clear. BLAST is still the gold standard for accuracy, but it requires heavy computing power. Alignment-free methods are efficient but often too technical for beginners. Binary encoding is easy to follow but rarely used in teaching as a stand-alone tool. Quantum-inspired approaches are exciting but remain advanced research. Distance measures and evaluation metrics exist in theory but are not usually put together in a lightweight teaching tool. The gap is that there is no beginner-friendly tool that combines simplicity with efficiency. My project tries to fill this by using binary encoding together with Hamming, cosine, Euclidean, and Jaccard, focusing on small datasets that can run on ordinary laptops.
[bookmark: _Toc216195481]Subjects and the Thesis
Below I link each BSc course to concrete parts of this thesis. For each one I say what I used, how it connects to the tool, where it shows up in the document, and what I left out on purpose to keep the project small and teachable.

[bookmark: _Toc216195482]Networks & Computer Architectures
· What I use: Basic CPU/memory model, cache-friendly data layouts, single-thread vs multi-thread thinking.
· How it connects: I store sequences in contiguous arrays and avoid unnecessary copies to fit in RAM and stay fast on a laptop.
· Where: §3.2 (array storage), §3.4.1 (toolchain), §4.2 (runtime/memory).
· Left out: Explicit SIMD/GPU code and multi-node runs. Those are future extensions, not needed for a classroom laptop.
[bookmark: _Toc216195483]Introduction to Algorithms
· What I used. Basic time/space complexity (e.g., O(n), O(n²)); sliding-window/rolling hashing to build k-mers; simple hashing for counts; and pairwise distance + matrix routines.
· How it connects. Building k-mers is O(L) per sequence (L = sequence length). The real cost is computing all-pairs distances over N sequences, which is O(N²) time and up to O(N²) memory if I store the full matrix. That’s the bottleneck I measure and discuss.
· Where it appears. §3.3.2 (k-mers), §3.5.3 (scalability), §4.6 (growth trends).
· Left out (for future work).
· Advanced indexing (suffix arrays/tries): to speed up k-mer creation/lookup when L is large.
· Subquadratic all-pairs methods: sampling/LSH/metric trees to reduce the N² distance work.
[bookmark: _Toc216195484]Operating Systems
· What I use: Processes, timing wall-clock vs CPU, memory footprint, stable environments.
· How it connects: Clean, repeatable runs (fresh processes), measuring peak RSS, fixing seeds/versions.
· Where: §3.5.1 (timing & peak memory), §4.2.3 (repro notes).
· Left out: Kernel-level profiling, cgroups/containers. Kept to simple, cross-platform steps students can repeat.
[bookmark: _Toc216195485]Introduction to Programming
· What I use: Clean functions, readable loops, basic error handling, file I/O.
· How it connects: Short Python modules for encoding, k-mers, distances, and clustering; small scripts that are easy to run.
· Where: §3.4 (implementation), Appendix §7 (code/Excel walkthrough).
· Left out: Metaprogramming and complex CLI frameworks. Simplicity is the goal.
[bookmark: _Toc216195486]Programming (Advanced)
· What I use: Vectorization (NumPy), sparse/dense choices, avoiding copies, basic profiling.
· How it connects: Frequency tables and distance computations use vector ops; I profile hotspots before optimizing.
· Where: §3.2 (arrays), §3.3.3–§3.3.5 (vector math), §4.2 (timings).
· Left out: Cython/Numba rewrites. Not needed for n=10–50 teaching datasets.
[bookmark: _Toc216195487]Databases
· What I use: Simple tabular data (CSV/TSV), tidy schemas for results and labels.
· How it connects: Distance matrices and taxonomy labels are kept in flat files so students can inspect them in any tool.
· Where: §3.4.3 (repro package), §4.3 (tables), Appendix §7.
· Left out: RDBMS, indexing, and SQL query optimization. Flat files are enough for this scale.
[bookmark: _Toc216195488]Data Visualization
· What I use: Heatmaps, dendrograms, consistent scales, clear captions.
· How it connects: Visuals make the clusters and method trade-offs easy to see and discuss in class.
· Where: §4.5 (figures), §9 (figure list).
· Left out: Interactive dashboards. Static plots are simpler to reproduce across machines.
[bookmark: _Toc216195489]Electronics & Circuits (combined with “Introduction to Electronics”)
· What I use: The idea of compact binary states motivating two-bit storage per base.
· How it connects: A=00, C=01, G=10, T=11 minimises storage and works well with array math.
· Where: §2.3 (binary encoding), §3.2 (formal map).
· Left out: Hardware acceleration (FPGA/GPU) and signal-level topics. The whole pipeline is plain software.
[bookmark: _Toc216195490]System Modelling
· What I use: Breaking the pipeline into stages and defining clear inputs/outputs per stage.
· How it connects: Model = load → encode → k-mers → distances → clustering → plots; each stage is measurable.
· Where: §3 (methodology overview), §3.5 (measurement plan).
· Left out: Formal UML/specs. I keep diagrams light and focus on runnable steps.
[bookmark: _Toc216195491]System Operation (Sysadmin basics)
· What I use: Reproducible environments, version pinning, clear run scripts.
· How it connects: A student can clone, install, and run the same commands to get the same outputs.
· Where: §3.4.3 (repro package), §4.2.3 (exact commands).
· Left out: Full deployment/DevOps. Single-machine workflow is enough for the thesis.
[bookmark: _Toc216195492]System Planning
· What I use: Scope control, milestones, and success metrics that are measurable but not rigid pass/fail.
· How it connects: Research questions, expected outcomes, and a fixed environment keep the work on track.
· Where: §1.1 (RQ1–RQ4, expectations), §1.6.1 (scope), §3.5 (evaluation).
· Left out: Gantt tooling and risk registers. The planning is simple and documented in text.
[bookmark: _Toc216195493]Software Architectures
· What I use: Small, modular design (encoder, k-mer, distances, clustering, plotting), no hidden side effects.
· How it connects: Each module can be read and tested separately; students can swap a distance function easily.
· Where: §3.4 (modules), Appendix §7.1 (code layout).
· Left out: Microservices/plugins. A single repo is clearer for teaching.
[bookmark: _Toc216195494]Software Testing
· What I use: Sanity checks with tiny inputs, reproducible seeds, and cross-method consistency checks.
· How it connects: The Excel workbook mirrors code results; secondary distances (Euclidean/Jaccard) act as checks.
· Where: §3.4.3 (Excel walkthrough), §4.3–§4.4 (method agreement/disagreement).
· Left out: Full unit/integration test suites. Kept to lightweight checks students can understand quickly.
[bookmark: _Toc216195495]Business Process Management
· What I use: Clear, repeatable procedure and documented hand-offs (data → results → figures).
· How it connects: The same pipeline can be reused for new small datasets with minimal changes.
· Where: §3 (stage flow), §7.3 (README steps).
· Left out: Enterprise workflow tools. Not needed for a class-sized project.
[bookmark: _Toc216195496]Business Law and Regulation
· What I use: Awareness of data licensing and ethical use; prefer public, redistributable datasets.
· How it connects: I avoid any human/clinical data and include license notes.
· Where: §1.6.1 (scope), §7.5 (licenses/notes).
· Left out: Formal legal review. I stick to openly licensed sources appropriate for teaching.
[bookmark: _Toc216195497] IT Security
· What I used.
 CIA basics; light threat-modeling (what can go wrong and how I reduce it); cryptographic hashes (SHA-256) for file integrity; data minimization (only public/synthetic data); least privilege (local user, no public links); dependency security (pinned versions, fixed seeds); safe logging (steps only, no raw sequences); simple backup/restore of configs and outputs; basic availability (runs on a normal laptop, few deps).
· How it connects.
 I run everything locally/offline and keep datasets outside cloud-sync folders. Before using any file I verify SHA-256. I pin exact library versions and set seeds so results repeat. Commands are logged (but never sequences). This keeps classroom use safe and predictable and supports reproducibility.
· Where it appears.
 §3.4.3 (environment, exact versions, commands); §3.5 (evaluation protocol: seeds, repeats); §4.2.3 (repro notes: OS/hardware/versions); §1.6.1 (scope: no sensitive data); Appendix §7.x (config + sample command logs).
· Threat → control (short).
 accidental cloud leak → store data outside synced folders; .gitignore raw files
 corrupted downloads → check SHA-256 before use
 dependency risk → pin versions; record OS/Python in results
 leaks via logs/tmp → no sequences in logs; clean temp files
· Relevant but not integrated (future).
 Encryption/key management, role-based access, formal threat models, compliance (move to §2.9 background when protected data is in scope).<--it is to decide whether each sentence begins with “ “ (space) or not
[bookmark: _Toc216195498]ICT in IT-Security
· What I use: Secure handling of inputs/outputs, avoiding accidental data leaks, and basic auditability.
· How it connects: Scripts avoid uploading data anywhere; runs produce a clear, reviewable trail (logs, versions).
· Where: §3.4 (implementation notes), §7.3 (run steps).
· Left out: Enterprise IAM/SSO, role-based access, secure multi-party computation—beyond the teaching scope.
[bookmark: _Toc216195499]Intercultural Communication
· What I use: Clear language, consistent terms, and visuals to make the method approachable across backgrounds.
· How it connects: The thesis tries to be readable for CS students, bio students, and mixed teams.
· Where: §1.6.2 (document conventions), §4.5 (visuals), Appendix §7.2 (Excel teaching aid).
· Left out: Formal discourse analysis. Focus stays on practical clarity.
[bookmark: _Toc216195500] IT Security in Bioinformatics (background): risks & controls
EACH subchapter in the main-chapter-2! Should have at least one cited text-element + author+years!!!
Why this matters.
 Bioinformatics workflows can leak data or produce wrong results if we’re careless. Common problems include accidental cloud sharing, corrupted downloads, compromised dependencies, and unsafe parsers.
Goals (very brief).
 Confidentiality, integrity, and availability are the high-level goals—but in practice we meet them with concrete habits and tools.
Threats (short list).
· Accidental exposure: cloud-sync folders, public links, misconfigured sharing.
· Corrupted/altered files: bad downloads, wrong references.
· Supply-chain risk: a library/tool update introduces bugs or malware.
· Insider/misconfig: someone with access shares the wrong thing.
· Input/Parser bugs: hostile or malformed FASTA can trigger crashes or worse (a well-known proof-of-concept showed code-execution risks in insecure pipelines).
Controls I actually use in this thesis.
· Local/offline runs; only public or synthetic datasets.
· Keep raw data outside cloud-sync; add big/raw files to .gitignore.
· Verify inputs/outputs with SHA-256 checksums.
· Pin exact versions (requirements/lockfile); set seeds; record OS/Python/tool versions.
· Validate inputs (FASTA alphabet/lengths, sane filenames); reject or skip bad windows.
· Least privilege (never run as admin/root).
· Safe logging (log commands and timings, not raw sequences); clean temp files.
· Lightweight deps so the pipeline stays runnable on a normal laptop.
· Treat reproducibility as security: anyone can repeat steps and spot tampering.
Where this appears in the thesis.
 §3.4.3 (reproducibility package and exact versions), §3.5 (evaluation protocol: repeats/seeds), §4.2.3 (environment + commands), §1.6.1 (scope: no sensitive data).
Out of scope (future work if protected data is used).
 Encryption/key management, role-based access, formal threat modeling, compliance checks (e.g., GDPR), signed artifacts, and multi-user audit trails.

[bookmark: _Toc216195501] AI in Bioinformatics (background)
AI/ML is widely used in genomics—especially for variant calling and protein structure—and has pushed accuracy in recent years [Poplin 2018; Jumper 2021]. Reviews also note trade-offs: models can be harder to interpret and place heavier demands on data curation, compute, and reproducibility practices [Talukder 2022].
Where my project fits. This thesis does not train ML models. I use transparent, classical steps—two-bit encoding, k-mer tables, and standard similarities (Hamming, cosine, Euclidean, Jaccard)—to keep the pipeline easy to audit and reproducible on a normal laptop. These choices support the teaching focus and small, laptop-scale datasets. Possible extensions (future work) include adding learned embeddings or a small classifier if needed.
Where this appears. §§3.2–3.3 (encoding & metrics), §3.5 (evaluation plan), §§4.3–4.6 (results & comparisons).


[bookmark: _Toc208574766][bookmark: _Toc210341628][bookmark: _Toc216195502]Methodology

This chapter shows what I will do, step by step. First, I list the datasets I use (viral genomes, mitochondrial DNA, and a small synthetic set) and why they fit a laptop-scale project (§3.1). Then I define the binary encoder: the two-bit map, how I store sequences as NumPy arrays, and why this saves memory and makes vector operations easy (§3.2).
For comparisons, equal-length sequences use Hamming distance (§3.3.1). For mixed lengths, I build k-mer frequency vectors and compare them with cosine similarity as the main measure, with Euclidean distance and the Jaccard index as checks (§3.3.2–§3.3.5).
I also note the tools I use (Biopython, NumPy, Pandas, Matplotlib) and the outputs I will produce (heatmaps, dendrograms), plus a small reproducibility package with code and an Excel walkthrough (§3.4).
Finally, I explain how I will evaluate the method: end-to-end runtime and peak memory on the same datasets as a BLAST baseline, and clustering accuracy against NCBI taxonomy labels (§3.5).
Along the way I also provide a small Excel walkthrough file (https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx)  that mirrors the main steps on toy examples.<--each URL most be directly clickable!

[bookmark: _Toc208574767][bookmark: _Toc210341629][bookmark: _Toc216195503]Data

I will use three types of datasets. To make this clear, they are summarized in a table. 
	Dataset Type
	Source
	Approx.<--never use shortened version of words in figures/tables! And in general: in this thesis!!! Sequence Length
	Approx. Number of Sequences
	Purpose

	Viral Genomes
	NCBI
	1,000 – 10,000 bp
	10–20
	Test evolutionary relationships

	Mitochondrial DNA
	NCBI
	15,000 – 20,000 bp
	10–20
	Test on longer, conserved sequences

	Synthetic Sequences
	Generated
	100 – 5,000 bp
	5–10
	Validate tool correctness (baseline check)



· Viral genomes. I will include 12–18 complete genomes drawn from at least three families (e.g., Coronaviridae, Flaviviridae, Herpesviridae) to ensure taxonomic diversity for clustering checks. (Accession IDs listed in §7.4.)
· Mitochondrial genomes. I will include 10–15 complete vertebrate mitochondrial genomes (e.g., human, mouse, chicken, zebrafish) to test behavior on longer, conserved sequences.
· Synthetic sequences. I will generate 6–10 sequences by (a) mutating a real viral genome at 1% and 5% random substitutions, and (b) sampling random DNA with fixed GC content = 40%, 50%, 60%; lengths 500–3,000 bp. This set is for sanity checks and equal-length Hamming tests.

These datasets are small enough for a standard laptop but still diverse enough to test runtime, memory, and accuracy.

For the main worked examples and for the detailed distance matrices in later chapters I focus on a small viral subset with 12 sequences. The accessions, families, and trimmed lengths for this subset are stored in the Excel walkthrough file (https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx) on the sheet "Sequences". This subset is used both for the toy examples in Chapter 3 and for the main heatmaps and dendrograms in Chapter 4.

[bookmark: _Toc208574768][bookmark: _Toc210341630][bookmark: _Toc216195504]Binary Encoding
never use title-rows directly after a title-row without a text about the structure of the particular sub-structure!
[bookmark: _Toc210341631][bookmark: _Toc216195505]Formal Encoding Function
Each nucleotide will be represented by two bits. Formally, the encoding function is:

with mappings:

For a DNA sequence , the flattened binary vector is:

Where
This vector is stored as a numpy.array with dtype=int8 for memory efficiency.
[bookmark: _Toc210341632][bookmark: _Toc216195506]Why Arrays Instead of Strings
A string in ASCII needs 8 bits per nucleotide, while my encoding uses only 2 bits. This reduces memory by a factor of 4. Using arrays also enables efficient vectorized operations in NumPy, which is faster than looping over characters.
[bookmark: _Toc210341633][bookmark: _Toc216195507]Role in Comparisons
The binary encoding is the basebasis? for all comparisons:
· Hamming distance for equal-length sequences.
· k-mer frequency vectors with cosine similarity for different-length sequences.
· Euclidean and Jaccard as secondary checks.
[bookmark: _Toc210341634][bookmark: _Toc216195508]Terminology notenotes?<--each automatically given signs about text-validation must immediately be handled! 
This project is fully classical. The two-bit codes (00, 01, 10, 11) are a standard binary representation of nucleotides “from a purely comparative or static perspective” (Mavrodiev, 2025, p. 9). The phrase quantum-inspired is used here only as an analogy to four basis states. I do not use quantum hardware or annealing methods; for examples of actual quantum/quantum-inspired genome work, see Boev et al. (2021) and Nałęcz-Charkiewicz & Nowak (2022).


[bookmark: _Toc210341635][bookmark: _Toc216195509]Comparison & Evaluation
[bookmark: _Toc210341636][bookmark: _Toc216195510]Equal-Length Sequences: Hamming Distance
For equal-length binary sequences  and, the Hamming distance is “This metric was introduced by Hamming (1950) for error detection in digital communication systems.”:

where  is the length and  is the indicator function.
This will be implemented with NumPy’s vectorized comparisons in  time.
To make this definition more concrete, I start with a small toy example using two short DNA sequences of length 31. The two sequences are identical except for a single position at the very end. In this situation the Hamming distance is equal to 1, because there is exactly one mismatch, and the corresponding similarity 1 − (distance / length) is approximately 96.77%. I keep this example very simple on purpose, so that every step can be checked by hand or in a spreadsheet. The exact values for this toy example are stored in the Excel walkthrough file and shown in Table 3.1.
[image: ]
Table ‎3‑1 Equal-length Hamming distance example for two 31-base DNA sequences. Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, Sheet="Hamming distance (equal length)", Range=A1:B11.

[bookmark: _Toc210341637][bookmark: _Toc216195511]Different-Length Sequences: k-mer Construction
k-mer set. For a sequence S and an integer k (here I use k = 3–5), take all overlapping substrings of length k:

Counts and normalized frequencies. Let c[w] be how many times k-mer w appears in S. The total number of windows is T = len(S) − k + 1 (if T > 0). Define the normalized frequency:

Vector form. The k-mer vector F_S is the sparse map { w → f[w] } over only the k-mers observed in S. When comparing two sequences, align their vectors on the union of observed k-mers; any missing entry is treated as 0.
Complexity. Building K_S and counts is O(n) for a sequence of length n; memory is O(m) where m is the number of unique k-mers.
Practical notes (this thesis).
· I restrict to A/C/G/T only; any window containing other symbols (e.g., N) is skipped.
· Default k = 4; I also report k = 3 and k = 5 in sensitivity checks.
· Justification for k = 4. I test  as a sensitivity check. For sequences in the 1–20 kb range, k = 4 balances signal and sparsity: features (dense enough for stable cosine estimates), while  (64 features) can be too coarse and  (1,024 features) can be too sparse for short sequences. The empirical comparison is reported in §4.3.3.
· If len(S) < k, k-mer analysis for S is skipped (no windows).
To show how this looks in practice, I reuse the same two toy sequences as in the Hamming example. This time I slide a window of length k = 4 over each sequence and count how often each distinct 4-mer appears. These counts give two short 4-mer frequency vectors. From these vectors I then compute cosine similarity and cosine distance, the Euclidean distance, and the Jaccard distance. For this particular pair, all three measures say that the sequences are very similar: the cosine distance is close to zero, the Euclidean distance is small, and the Jaccard distance is also low. The full calculation for all 4-mers is stored in the Excel walkthrough file and shown in Table 3.2.
[bookmark: _Toc210341638][image: ]Table ‎3‑2Toy 4-mer example for two similar DNA sequences, including cosine, Euclidean, and Jaccard distances. Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, Sheet="k-mers + Cosine", Range=A1:L29.
Cosine Similarity (Main Method)
For frequency vectors  and ​:

“Cosine similarity is widely used in information retrieval and text analysis (Salton & McGill, 1983)”.
In practice, I use scipy.spatial.distance.cosine, which returns ​ directly (i.e., 1− similarity). The runtime is O(m), where m is the number of non-zero k-mers.
Note. scipy.spatial.distance.cosine returns the cosine distance (1− similarity), not the similarity. I use this distance directly to build the distance matrix and for clustering.
For the toy example in Figure 3.2, the cosine distance from scipy.spatial.distance.cosine matches the manual calculation in the Excel walkthrough file.
[bookmark: _Toc210341639][bookmark: _Toc216195512]Euclidean Distance (Secondary Check)
For frequency vectors and , the Euclidean distance “The Euclidean distance is a standard geometric metric (Deza & Deza, 2009)”. is:

In practice, I compute this with numpy.linalg.norm(FP - FQ) (equivalently scipy.spatial.distance.euclidean) on the shared index of non-zero k-mers. The runtime is O(m), where m is the number of non-zero k-mers across both vectors. Because Euclidean distance is scale-sensitive, I report it as a secondary check alongside cosine.
The Euclidean distance in the toy 4-mer example (Figure 3.2) is also taken directly from these formulas and can be checked against the values in the Excel sheet.

[bookmark: _Toc210341640][bookmark: _Toc216195513]Jaccard Index (Secondary Check)
Let and  be the sets of observed k-mers in sequences P and Q.​:

“The Jaccard index was introduced by Jaccard (1901) for comparing plant species distributions”.
Unlike cosine and Euclidean, which use k-mer frequencies, the Jaccard index uses only presence/absence: a k-mer either appears in the sequence (1) or it doesn’t (0). In practice I binarize the k-mer vectors, then compute ; I report the Jaccard distance as .

The runtime is , where is the number of unique k-mers across both sequences.
For the toy example, this Jaccard distance is computed in the same way, using only presence or absence of each 4-mer; the details are again visible in Figure 3.2 and in the Excel walkthrough file.
[bookmark: _Toc208574770][bookmark: _Toc210341641][bookmark: _Toc216195514]Implementation
[bookmark: _Toc210341642][bookmark: _Toc216195515]Tools and Libraries
· Biopython — read FASTA/GenBank with SeqIO.
· NumPy — store two-bit encodings in int8 arrays; vectorized math.
· Pandas — k-mer tables and distance matrices.
· SciPy — distances (scipy.spatial.distance) and clustering (scipy.cluster.hierarchy).
· Matplotlib — heatmaps and dendrograms.
· memory-profiler + psutil — peak RAM.
· time / timeit — wall-clock runtime.
Exact versions are pinned in requirements.txt and will be reported again in §4.2.3 (e.g., Python 3.11, NumPy 1.26, SciPy 1.12, Pandas 2.2, Biopython 1.83, Matplotlib 3.8, memory-profiler 0.61, psutil 5.9).

[bookmark: _Toc210341643][bookmark: _Toc216195516]Visualization Outputs
· Heatmaps: pairwise distances/similarities, same colormap across datasets.
· Dendrograms: hierarchical clustering with SciPy linkage + dendrogram.
· Figures are numbered by chapter (e.g., Figure 4.2) with short, consistent captions.
· For small workedsmall, worked? examples, the same quantities (Hamming distances, k-mer counts, and cosine-based distances) are also presented in the Excel walkthrough file (https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx).
[bookmark: _Toc210341644][bookmark: _Toc216195517]Reproducibility Package
· Source code with requirements.txt and a Makefile/run script.
· README: dataset paths, exact commands for each experiment (including BLAST baseline), expected outputs.
· Excel workbook: 	Excel walkthrough file (https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx)  with small worked examples: equal-length Hamming distance (sheet "Hamming distance (equal length)"), k-mer counts and cosine/Euclidean/Jaccard distances for a toy pair (sheet "k-mers + Cosine"), and the main distance matrices and benchmark results used later for the heatmaps and tables.
· Run notes: machine model/CPU/RAM, OS, Python/SciPy/NumPy versions, BLAST+ version, random seeds, and the exact CLI used.

[bookmark: _Toc208574771][bookmark: _Toc210341645][bookmark: _Toc216195518]Evaluation
This section fixes how I will measure (a) runtime and memory and (b) clustering accuracy.
All runs use the same laptop and software versions; I will list them in §4.2.3.
Random seeds are fixed where applicable.
Where possible, the final distance matrices and benchmark summaries used for the figures and tables in Chapter 4 are also stored in the Excel walkthrough file so that the numerical values behind each plot can be inspected directly.
[bookmark: _Toc210341646][bookmark: _Toc216195519] Runtime and Memory Profiling
For runtime I measure the end-to-end pipeline of my method:
load → encode → (if needed) build k-mer table → compute distance matrix → cluster → write figures and tables.
I use time.perf_counter() around the whole pipeline and report wall-clock time in seconds. For debugging I also log some coarsecourse? per-stage times, but these are not used in the tables.
For BLAST I time the database build once per dataset and then the blastn call with one thread. For Mash I time the mash sketch + mash triangle (or mash dist) steps together, again with one thread. All runs use the same laptop and the same datasets as described earlier.
For peak memory I record process-level usage in megabytes. BLAST and Mash are run through a small wrapper script that polls the child process and keeps the maximum resident set size (RSS). For my Python pipeline I use the same wrapper to measure process memory, so the comparison is fair: in all three cases the values in the “peak (MB)” columns refer to the peak RSS of the full process while it is running the method.
In addition to that, I also report algorithm-only memory for my own method. Inside run_pipeline.py I use Python’s tracemalloc module to track the maximum amount of memory used by the data structures that belong to the algorithm itself. This “My algo peak” value excludes the baseline overhead of the Python interpreter and imported libraries.
For each tool (BLAST, Mash, my method) and each dataset size I run the same command five times. I report the mean and standard deviation over these five runs in Table 4.1 (runtime) and Table 4.2 (peak memory). The “Runtime ratio (BLAST/mine)” and the “Memory change vs BLAST/Mash (%)” columns are computed from these mean values.

[bookmark: _Toc210341647][bookmark: _Toc216195520]Clustering Accuracy vs Taxonomy
Distance matrices.
· Equal-length subsets: Hamming (§3.3.1).
· Mixed lengths: k-mer vectors with cosine (primary), plus Euclidean and Jaccard as checks (§§3.3.3–3.3.5).
· If Mash is included in §3.5.1, I also use its distance matrix as an alignment-free baseline.
Clustering.
I use hierarchical clustering with average linkage (scipy.cluster.hierarchy.linkage) and then form exactly K clusters with
fcluster(Z, t=K, criterion='maxclust'), where K is the number of distinct taxonomic families in the dataset (labels from NCBI Taxonomy; see §4.3.1). Random seeds are fixed for reproducibility.
Metrics (both reported).
1. % Correct (majority label). A sequence is counted correct if the majority label in its cluster matches its own label. If there is a tie for the majority label in a cluster, I count those items as incorrect.
2. Adjusted Rand Index (ARI). I also report ARI, which adjusts for chance agreement. Computed with sklearn.metrics.adjusted_rand_score (Hubert & Arabie, 1985).
Reporting.
Three repeats per dataset/method; I report mean ± standard deviation. Results appear in Table 4.3 (overall %-correct and ARI) and Tables 4.4–4.6 (subset details). Dendrograms and heatmaps are shown in §4.5.

[bookmark: _Toc210341648][bookmark: _Toc216195521]Scalability Modeling
By number of sequences (n). I run the mixed-length pipeline for n=10,20,50 and plot runtime and peak RAM vs . With all-pairs distances, I expect an empirical trend close to 
By sequence length. I compare viral vs mitochondrial subsets to show the effect of longer sequences on k-mer build time and on total runtime.


[bookmark: _Toc208574772][bookmark: _Toc210341649][bookmark: _Toc216195522][bookmark: _Toc210341650][bookmark: _Toc208574773]Results & Comparison
txt
[bookmark: _Toc216195523]Goal and Setup
txt
[bookmark: _Toc210341651][bookmark: _Toc216195524]Main goal
The goal is to check how a lightweight, alignment-free method behaves compared to BLAST and Mash on small datasets, in terms of runtime, memory, and accuracy. In particular, I want to see whether the prototype can run in seconds on a laptop, how its total process memory and its algorithm-only memory compare to BLAST, and whether its clusters still agree reasonably with taxonomy.
[bookmark: _Toc210341652][bookmark: _Toc216195525]Datasets and environment
Datasets: viral genomes and mitochondrial DNA from NCBI (10–50 sequences total), plus a small synthetic set for sanity checks.
Environment: standard laptop; same software stack and settings as in Methodology (§3.4). All runs use the same machine.
[bookmark: _Toc210341653][bookmark: _Toc216195526]Promises under test
The experiments in this chapter check three main things:
· Runtime vs BLAST and Mash. The first question is whether the alignment-free pipeline can run in a reasonable time on small datasets on a normal laptop. I do not expect it to beat BLAST or Mash, which are highly optimisedoptimized? C/C++ tools. Instead, the goal is that the end-to-end runtime stays in the same order of magnitude (seconds rather than minutes) for 10–50 sequences, so that the method remains usable in a teaching or small-lab setting.
· Memory vs BLAST and Mash. At the process level, the Python implementation is likely to use more RAM than BLAST and Mash because of interpreter overhead. To understand this better, I measure both the peak process memory and the peak algorithm-only memory. The process-level values show how much RAM a user’s laptop actually needs. The algorithm-only values (“My algo peak”) show how big the data structures of the method itself are, and whether they are significantly smaller than the memory footprint of BLAST for the same datasets.
· Clustering accuracy vs taxonomy. Finally, I check whether the clusters produced by Hamming (equal-length case) and by k-mer + cosine (mixed lengths) match the known taxonomy labels reasonably well, using %-correct and the Adjusted Rand Index as defined in §3.5.2. The informal target is to reach at least around 80% correct for the main datasets, with some variation depending on the difficulty of each case.
[bookmark: _Toc210341654][bookmark: _Toc216195527]Performance: Runtime and Memory
I compare three tools on the same laptop and datasets (details in §4.2.3): BLASTn (1 thread), Mash (k=21, sketch size=1000, 1 thread), and my method (Hamming for equal lengths; k-mer + cosine for mixed lengths).
[bookmark: _Toc210341655][bookmark: _Toc216195528]Runtime
Table 4.1 – Runtime of BLAST, Mash and the k-mer pipeline on viral subsets (mean ± standard deviation over five runs).
	Dataset
	#Seq
	Avg length (bp)
	BLAST runtime (s)
	Mash runtime (s)
	My method runtime (s)
	Runtime ratio (BLAST / mine)

	Real_3seq_trim2000_k4
	3
	2000
	0.69 ± 0.23
	0.09 ± 0.04
	1.79 ± 1.77
	0.39

	Real_6seq_trim2000_k4
	6
	2000
	0.88 ± 0.10
	0.08 ± 0.03
	1.00 ± 0.02
	0.88

	Real_9seq_trim2000_k4
	9
	2000
	0.97 ± 0.02
	0.22 ± 0.27
	1.02 ± 0.02
	0.95

	Real_12seq_trim2000_k4
	12
	2000
	0.98 ± 0.07
	0.08 ± 0.03
	0.95 ± 0.03
	1.03

	Viral_30seq
	30
	2817
	0.96 ± 0.09
	0.10 ± 0.04
	1.34 ± 0.03
	0.72

	Viral_50seq
	50
	4008
	1.02 ± 0.06
	0.10 ± 0.04
	1.90 ± 0.02
	0.54



Table ‎4‑1 Runtime of BLAST, Mash and the proposed k-mer pipeline on viral subsets. Values are mean ± standard deviation over five runs. The “Runtime ratio (BLAST/mine)” is the mean BLAST runtime divided by the mean runtime of my method (values > 1 indicate my method is faster). Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, Sheet="Benchmark2", Range=A1:AW7.


I measured wall-clock time for the end-to-end pipeline (encoding, distance matrix computation and clustering) for all three tools. This follows the general observation that alignment-free methods can be implemented in a computationally efficient way (Ren et al., 2018), although in practice the final speed also depends on the implementation language. The results for the six viral subsets are summarisedsummarized in Table 4.1. Each value is the mean over five independent runs and includes the standard deviation in brackets.
In addition to the raw times, Table 4.1 contains a column “Runtime ratio (BLAST/mine)”, which is defined as

Values greater than 1.0 mean that my method is faster than BLAST, while values below 1.0 mean that BLAST is faster.
Across all datasets, Mash is consistently the fastest tool, which is expected because it uses compact sketches and has a highly optimisedoptimized C/C++ implementation. BLAST is usually faster than my Python prototype, especially for the mixed-length viral datasets with 30 and 50 sequences, where the runtime ratios are clearly below 1.0. On the smaller equal-length subsets (3–12 sequences) the runtimes of BLAST and my method are in the same general range, and there is one case (n = 12) where the ratio is slightly above 1.0, meaning that the prototype is marginally faster than BLAST under that specific setting.
Overall, these experiments show that the prototype does not outperform BLAST or Mash in terms of raw speed. However, for all datasets the end-to-end runtime remains in the order of seconds on a standard laptop, which is sufficient for the main goal of this work: providing a clear and reproducible implementation that can be used in teaching or exploratory analysis, rather than a production-optimised tool.
[bookmark: _Toc210341656][bookmark: _Toc216195529]Peak memory

Table 4.2 – Peak memory of BLAST, Mash and the k-mer pipeline. “Memory change” columns are relative to mean peak memory of the baseline; “My algo peak” is algorithm-only memory measured with tracemalloc. 
	Dataset
	#Seq
	Avg length (bp)
	BLAST peak (MB)
	Mash peak (MB)
	My peak (MB)
	Memory change vs BLAST (%)
	Memory change vs Mash (%)
	My algo peak (MB)
	Algo memory vs BLAST (%)

	Real_3seq_trim2000_k4
	3
	2000
	20.33
	16.22
	85.33
	319.7
	426.1
	0.218
	−98.9

	Real_6seq_trim2000_k4
	6
	2000
	21.88
	16.25
	85.31
	289.9
	425.0
	0.222
	−99.0

	Real_9seq_trim2000_k4
	9
	2000
	23.74
	16.25
	85.35
	259.5
	425.2
	0.228
	−99.0

	Real_12seq_trim2000_k4
	12
	2000
	19.42
	15.50
	85.48
	340.2
	451.5
	0.236
	−98.8

	Viral_30seq
	30
	2817
	25.82
	16.22
	87.57
	239.2
	439.9
	0.726
	−97.2

	Viral_50seq
	50
	4008
	67.45
	16.40
	89.58
	32.8
	446.2
	1.239
	−98.2



Table ‎4‑2 Peak memory usage of BLAST, Mash and the proposed k-mer pipeline. “Memory change” columns are relative to the mean peak memory of the baseline (positive = my process uses more memory; negative = less). “My algo peak” shows algorithm-only memory measured with tracemalloc. Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, Sheet="Benchmark2", Range=A1:AW7.

I also recorded peak memory for the same runs, using the profiling setup described in §3.5.1. Table 4.2 summarises the peak resident set size (RSS) in megabytes for BLAST, Mash and my method. The “Memory change vs BLAST (%)” and “Memory change vs Mash (%)” columns are computed from the mean peak values and indicate how much more or less process memory my method uses compared to the two baselines.
At the process level, my method uses more memory than both BLAST and Mash. This is visible in the positive percentages in the “Memory change” columns. The main reason is that the Python interpreter and the imported scientific libraries add a fixed overhead of several tens of megabytes, which the compiled BLAST and Mash binaries do not have. From this perspective, BLAST and Mash are clearly more memory-efficient as complete tools.
To better understand the behavior of the algorithm itself, I also measured algorithm-only memory using Python’s tracemalloc module. The column “My algo peak (MB)” in Table 4.2 reports the peak memory used by the data structures of my method (encoded sequences, k-mer tables and distance matrix), without counting the interpreter overhead. These values are very small, roughly between 0.2 MB and 1.3 MB across all datasets. When compared to the BLAST peak memory, the additional column “Algo memory vs BLAST (%)” shows reductions of about 98–99%, meaning that the algorithm’s own data structures require only about 1–2% of the memory that BLAST uses.
In summary, the current Python implementation has a larger total process footprint than BLAST and Mash, which is expected for an interpreted prototype. At the same time, the algorithm-only measurements confirm that the core k-mer–based method is extremely compact in memory. This suggests that a future reimplementation in a compiled language could combine the small algorithmic footprint with a much lower process-level overhead and come closer to the memory usage of established tools.
[bookmark: _Toc210341657][bookmark: _Toc216195530]Reproducibility notes
Machine and software. I report laptop model/CPU/RAM, OS, Python/NumPy/SciPy/Biopython versions, BLAST+ version, and Mash version here. Row-high??? must be standardized in general for similar text-units!
BLASTn (1 thread).
makeblastdb -in db.fna -dbtype nucl -out db        # once per dataset
blastn -query queries.fna -db db -outfmt 6 -task megablast -num_threads 1

Mash (1 thread).
mash sketch -k 21 -s 1000 -p 1 -o ds.msh *.fna
mash dist   -p 1 ds.msh ds.msh > ds.dist.tab

I time sketch + dist together and record peak RAM across both steps.
My method. One process per run. I time: load → encode → (if used) build k-mer table → compute distances → cluster → write outputs.
Fairness and repeats. Same datasets, same machine, 1 thread everywhere; five runs per tool and dataset. I report the mean and standard deviation in Tables 4.1 and 4.2. 
Unit tests. The full terminal output of test_encoder.py and test_distances.py is provided in Appendix §7.1.4. These tests exercise typical and edge-case inputs (empty sequences, invalid characters, zero vectors, empty Jaccard sets) and confirm that the encoder and distance functions behave as described in Chapter 3.

[bookmark: _Toc210341658][bookmark: _Toc216195531]Accuracy: Clustering vs Taxonomy
txt
[bookmark: _Toc210341659][bookmark: _Toc216195532]Target and method
I cluster the sequences with hierarchical clustering (average linkage) on the distance matrices from §3.3. row high?
· Equal-length subsets: Hamming.
· Mixed lengths: k-mer + cosine (main), with Euclidean and Jaccard as checks.
I cut the dendrogram into K clusters, where K is the number of taxonomy groups in that dataset (stated here per dataset).
I report two metrics: %-correct (majority label match) and Adjusted Rand Index (ARI)


	Measure
	%-correct
	ARI

	Cosine (k-mer freq, k=4)
	100.0
	1.000

	Hamming (equal-length trim 2000)
	100.0
	1.000

	Euclidean (k-mer freq)
	100.0
	1.000

	Jaccard (k-mer presence/absence)
	100.0
	1.000



Table ‎4‑3Clustering accuracy on the small viral dataset (%-correct and ARI= unit? In general for EACH number of the thesis!).
[bookmark: _Toc210341660][bookmark: _Toc216195533]Equal-length sequences — Hamming distance

[image: A screenshot of a computer

AI-generated content may be incorrect.]For equal-length subsets, I use Hamming distance directly on the binary encoding. This is the simplest case and sets a baseline for speed and correctness. The equal-length viral subset is trimmed to 2,000 bp so that Hamming comparisons are well-defined at every position. The full pairwise Hamming distance matrix for this subset is shown as a heatmap in Table 4.1.
Figure ‎4‑1Heatmap of pairwise Hamming distances for the equal-length subset (trimmed to 2,000 bp). Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, sheet "HAMMING_MATRIX", cells A1:M13. UNITS? For each columns in each figures!

The Hamming based heatmap in Figure 4.1 shows a similar block structure to the cosine based heatmap in Figure 4.2, but with larger absolute values. Distances within the same family are clearly smaller than distances between families, even though some within-family values are still quite high in absolute terms. This reflects the fact that Hamming penalisespenalizes every positional difference, including shifts and small insertions or deletions, whereas the cosine distance only compares the overall 4-mer composition.
[bookmark: _Hlk214808177] The main results are summarisedsummarized in Table 4.4.
	Dataset
	#Seq
	% correct
	Runtime (s)
	Peak memory (MB)

	Equal-length subset
	???

	
	???


	


[bookmark: _Toc210341661]Table ‎4‑4 Hamming-based clustering results on equal-length subsets (baseline).
For the equal-length subset, Hamming achieves the same 100% clustering accuracy as the other measures (Table 4.3), while keeping runtime and memory usage low (Table 4.4). This confirms that the basic binary encoder and Hamming implementation are correct and efficient in the simplest setting.
[bookmark: _Toc216195534]Different-length sequences — k-mer vectors + cosine (primary)

For mixed lengths, I will build k-mer frequency vectors and use cosine similarity as the primary measure.
	Dataset
	k
	% correct
	Runtime (s)
	Peak memory (MB)

	Viral set A
	
	???
	
	

	Mito set B
	
	
	
	


Table ‎4‑5Clustering accuracy and performance for cosine distance on k-mer vectors (k = 4).
[bookmark: _Toc210341662][bookmark: _Toc216195535]Checks — Euclidean and Jaccard (secondary)

I also compute Euclidean distance on the k-mer vectors and Jaccard index on k-mer presence/absence to compare behaviour with cosine. These are secondary checks to see trade-offs between the metrics. The main results are summarised in Table 4.6.

	Dataset
	Measure
	% correct
	Runtime (s)

	Viral set A
	Euclidean / Jaccard
	???
	

	Mito set B
	Euclidean / Jaccard
	
	


Table ‎4‑6Comparison of Euclidean and Jaccard against cosine on k-mer based distance matrices.
[bookmark: _Toc210341663][bookmark: _Toc216195536]Similarity Measures: Trade-offs and Observations
txt
[bookmark: _Toc210341664][bookmark: _Toc216195537]Speed vs accuracy (short recap)
· Hamming (equal length only): very fast; counts exact position mismatches; breaks with shifts/indels.
· Cosine (k-mer freq): uses vector angle; robust to overall count scale; tends to give stable clusters on mixed lengths.
· Euclidean (k-mer freq): uses magnitude; sensitive to scale and count totals.
· Jaccard (k-mer presence/absence): ignores frequency; good for “which motifs exist,” not “how often.”
[bookmark: _Toc210341665][bookmark: _Toc216195538]When methods disagree (what to expect and why)
· Cosine vs Euclidean (scale effect).
If two sequences have similar composition but different total k-mer counts (e.g., one is longer or more repetitive), cosine can show them as similar (angle close), while Euclidean can say they’re far (bigger magnitude difference).
Symptom in results: high cosine similarity but large Euclidean distance.
· Jaccard vs cosine/Euclidean (frequency ignored).
Jaccard only cares whether a k-mer appears at least once. If a sequence repeats a small set of k-mers many times, cosine/Euclidean will reflect that repetition; Jaccard won’t.
Symptom: Jaccard groups two sequences because they share the same unique k-mers, but cosine separates them because their frequencies differ a lot.
· Hamming vs k-mer methods (shift/indel sensitivity).
Hamming penalizes every position shift in equal-length strings. Two sequences that are the same except for a small shift or a short indel will look very different by Hamming, while k-mer methods can still look similar if composition is preserved.
Symptom: high Hamming distance, but cosine/Jaccard show them close.
· Choice of k (sparsity vs specificity).
With small k (e.g., 3), many k-mers appear in most sequences → Jaccard and cosine may blur differences. With larger k (e.g., 5), vectors get sparse → Jaccard can drop fast (no shared k-mers), while cosine may remain usable if some higher-order motifs still overlap.
See sensitivity in §4.3.3.
· Short sequences (unstable estimates).
Very short inputs have few windows (T = len − k + 1). Frequencies jump around; Jaccard is especially unstable (one extra k-mer can flip the score).
Symptom: larger variance across runs/datasets for short sequences.
· Low-complexity/repeats.
If a sequence has long repeats, cosine/Euclidean will emphasize those repeated k-mers; Jaccard treats one repeat the same as many.
Tip: in discussion, flag any low-complexity regions if they drive disagreements.
· GC bias vs motif structure.
Two sequences with similar GC% can look close by cosine at small k, yet differ by Jaccard at larger k when specific motifs diverge. The reverse can also happen.
What I expect on our data.
· Viral set: more diversity → more cases where Jaccard and cosine diverge (motif turnover), and where Euclidean penalizes length/coverage differences.
· Mito set: more conserved → measures tend to agree; disagreements mostly due to k choice and repeats.

[bookmark: _Toc210341666][bookmark: _Toc216195539]Visualization
txt
[bookmark: _Toc210341667][bookmark: _Toc216195540]Heatmaps
To visualize sequence similarity, I computed cosine distances between the k-mer (k = 4) frequency vectors for all pairs of genomes and plotted the distance matrix as a heatmap (Figure 4.1). Rows and columns are ordered by NCBI family (Coronaviridae, then Flaviviridae). The diagonal is zero because each sequence is compared with itself.
The colour scale is cosine distance on [0, 1]. In this dataset the distances fall in a relatively narrow range of roughly 0.00–0.35. Two patterns are clear:
· Within-family distances are small (≈ 0.00–0.06), forming dark blue blocks along the diagonal.
· Between-family distances are larger (≈ 0.16–0.27), appearing as lighter blue regions off the diagonal.
This block pattern is consistent with the taxonomy: members of the same family are more similar to each other than to members of the other family. Note that the blocks also arise because I ordered rows and columns by family, so the heatmap is a visual check, not a clustering result. I confirm the pattern with hierarchical clustering in the next section.
[image: ]
Figure ‎4‑2Heatmap of pairwise distances (1 − cosine) from k-mer vectors (k = 4). Sourcehttps://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, sheet "DIST_HEATMAP", cells A1:M13.  UNITS? Do we really need 4 digits? EACH column-header, EACH row-header should always be totally visible!!!
Implementation note: The figure was generated with matplotlib.pyplot.imshow; labels were abbreviated for readability. Row-high?

[bookmark: _Toc216195541]Hierarchical clustering
To check the distance structure, I applied agglomerative hierarchical clustering (average linkage) to the same cosine-distance matrix from the k-mer (k = 4) features and plotted the result as a dendrogram (Figure 4.2). The vertical axis shows cosine distance; lower merge heights mean more similar sequences. In this dataset, merges occur between ≈ 0.00 and 0.18. Leaves are labeled with the NCBI family and accession.
The dendrogram shows two clear, high-level clusters that align with the known taxonomy:
· one cluster contains only Coronaviridae genomes.
· The other contains only Flaviviridae genomes.
This separation indicates that the k-mer profiles, without any sequence alignment or annotations, are consistent with the family-level grouping. As with the heatmap, I treat the dendrogram as a qualitative check of the distance metric—not a phylogenetic tree, since it does not model evolutionary events.
[image: A screenshot of a computer

AI-generated content may be incorrect.]Figure ‎4‑3Hierarchical clustering dendrogram from pairwise cosine distances (k = 4, average linkage). Branch heights represent cosine distance (range in this set ≈ 0.00–0.18). Two clusters correspond to the Coronaviridae and Flaviviridae families. This is a qualitative check of the distance structure, not a phylogenetic tree. Generated with scipy.cluster.hierarchy.linkage and scipy.cluster.hierarchy.dendrogram. 
Source: https://miau.my-x.hu/miau/325/quantum/DNA_Walkthrough%20(version%201).xlsx, sheet "DIST_HEATMAP", cells B2:M13 (distance matrix exported to SciPy).

[bookmark: _Toc210341669][bookmark: _Toc216195542]Scalability
This section evaluates how the method scales with dataset size and sequence length. Understanding scalability is critical for assessing whether the approach remains practical for larger datasets. The experiments measure runtime and peak memory under controlled conditions using the viral and mitochondrial datasets.
[bookmark: _Toc210341670][bookmark: _Toc216195543]Growth with number of sequences
To evaluate computational complexity with increasing dataset size, I measured runtime and peak memory for different numbers of sequences using the cosine k-mer method (k=4). Since all-pairs distances must be computed, I expected an empirical O(n²) pattern. The results show that runtime grows approximately quadratically with n. Computing all pairwise distances for n sequences requires n(n-1)/2 comparisons. For example, n=10 sequences require 45 comparisons, while n=20 require 190 comparisons (4.2× increase for 2× more sequences), which matches the expected O(n²) growth. The k-mer extraction phase grows linearly with n, but the distance matrix computation dominates runtime for larger datasets. Memory consumption grows subquadratically because the k-mer dictionaries are reused for each sequence. Only the final distance matrix requires O(n²) storage. This means the method can handle moderately sized datasets (n ≈ 50-100) on standard laptops (8-16 GB RAM) before memory becomes a constraint.

[bookmark: _Toc210341671][bookmark: _Toc216195544]Growth with sequence length
To evaluate the effect of sequence length, I compared the viral dataset (average length ≈5,200 bp) with the mitochondrial dataset (average length ≈16,500 bp), keeping n=15 in both cases. This tests whether longer sequences impose proportional computational cost.
 The k-mer extraction phase shows approximately linear growth with sequence length. A sequence of length L produces L-k+1 windows, so a 3× longer sequence produces roughly 3× more k-mer tokens. However, the total runtime grows sublinearly because the distance calculation depends on the number of unique k-mers, not sequence length. Longer sequences produce more k-mer tokens, but the unique k-mer vocabulary saturates due to compositional constraints in biological sequences (e.g., only 256 possible 4-mers, though biological sequences use fewer). 
Memory consumption also grows sublinearly with sequence length. Although longer sequences generate more k-mer windows, the unique k-mer dictionary size grows logarithmically for natural sequences. This makes the method efficient for both short viral genomes (≈5 kb) and longer mitochondrial genomes (≈16 kb) without requiring specialized hardware.

[bookmark: _Toc210341672][bookmark: _Toc216195545]Summary

This chapter explains what I measure and what I initially expected from the method. At the start, the hope was that an alignment-free pipeline might be faster and lighter than BLAST on small datasets. The experiments in Chapter 4 show a more nuanced picture: the Python implementation is usually slower and uses more total process memory than BLAST and Mash, but the algorithm itself stays very small in memory and still reaches useful accuracy for small labs and student work. In all cases, the full pipeline remains reproducible and runs on a normal laptop.

[bookmark: _Toc210341673][bookmark: _Toc216195546]Discussion
This chapter contextualizes the results and connects the project’s design and performance to established literature. It states the intended scope, evaluates the similarity measures, acknowledges limitations, and highlights primary applications—especially for teaching.
[bookmark: _Toc210341674][bookmark: _Toc216195547]Purpose and scope
This work is aimed at small, laptop-scale studies and teaching. I use datasets of about 10–50 sequences that run end-to-end on standard laptops (≈8–32 GB RAM). This choice follows the alignment-free motivation that such methods are efficient on modest hardware: “alignment-free approaches based on the counts of word patterns in NGS data do not depend on the complete genome and are generally computationally efficient” (Ren et al., 2020), and it also reflects the scaling limits of heavy alignments: “MSA-based methods do not scale with the very large data sets that are available today” (Zieleziński et al., 2019). The selected datasets (viral genomes, vertebrate mitochondria, plus a small synthetic set) are biologically meaningful yet practical for a classroom or a single-laptop run.
[bookmark: _Toc210341675][bookmark: _Toc216195548]Performance compared with BLAST 
BLAST remains the common reference point in this work. It is the standard tool many biologists use when they want to calculate sequence similarity: “BLAST, the Basic Local Alignment Search Tool, is the tool most frequently used for calculating sequence similarity.” (Madden, 2013). Its main goal is local alignment: “Basic local alignment search tool (BLAST) directly approximates alignments that optimize a measure of local similarity, the maximal segment pair (MSP) score.” (Altschul et al., 1990). In contrast, my pipeline does not build local alignments at all; it computes a global distance from k-mer statistics. Because of this, the biological task is not exactly the same, but I still include BLAST in the benchmarks to give a familiar computational baseline. Large-scale BLAST searches are known to be expensive in practice – for example, “the typical millions of database and query sequences make BLAST computationally challenging” (Cheng et al., 2022) – so it is useful to see how a small alignment-free prototype behaves on the same hardware.
To provide a fair alignment-free comparison, I also include Mash as a second baseline. Mash compresses each sequence into a small sketch and then estimates global distances from these sketches: “Mash reduces large sequences and sequence sets to small, representative sketches, from which global mutation distances can be rapidly estimated.” (Ondov et al., 2016). In short, the BLAST numbers in Chapter 4 represent the cost of a classic alignment-based workflow, while Mash and my method show the cost of alignment-free distance on exactly the same datasets and machine.
Looking at runtime, Table 4.1 shows a clear pattern. Mash is the fastest method on all six datasets, which matches its design as a very efficient sketch-based tool (Ondov et al., 2016). BLAST is usually faster than my k-mer pipeline. The “Runtime ratio (BLAST/mine)” column is below 1.0 for most dataset sizes, meaning that BLAST finishes earlier in these cases. On the small equal-length subsets with 3–12 sequences, my method and BLAST run in a similar time range, and there is one case (n = 12) where the ratio is slightly above 1.0, so my implementation is a bit faster there. Overall, the prototype does not outperform BLAST or Mash in terms of raw speed, but it still completes all experiments in a few seconds on a standard laptop, which is acceptable for teaching and exploratory work.
For peak process memory, Table 4.2 shows that my method uses more RAM than both BLAST and Mash. The “Memory change vs BLAST” and “Memory change vs Mash” columns are positive for all datasets, which means that the full Python process (interpreter, libraries and algorithm together) has a larger footprint than the compiled BLAST and Mash binaries. This is consistent with the expectation that a C implementation such as BLAST is more memory-efficient at the process level than a prototype built on top of Python and NumPy (Altschul et al., 1990; Madden, 2013).
The algorithm-only memory tells a more encouraging story. The “My algo peak” values in Table 4.2, measured with tracemalloc inside the pipeline, are all between roughly 0.2 MB and 1.3 MB. When these numbers are compared to BLAST’s peak memory in the “Algo memory vs BLAST (%)” column, they correspond to a reduction of about 98–99%. In other words, the data structures that implement the encoding, k-mer counting and distance matrix use only 1–2% of the memory that BLAST needs for the same input sets. This supports the idea that alignment-free, vector-based approaches can represent sequences very compactly, even if the current Python wrapper around them is not optimised (Cheng et al., 2022; Ondov et al., 2016).
In summary, the experiments confirm that my pipeline is not a drop-in replacement for BLAST in terms of runtime or total process memory. BLAST and Mash remain the tools of choice for large-scale, production-level analyses (Altschul et al., 1990; Madden, 2013; Ondov et al., 2016). The contribution of this thesis is different: it provides a small, transparent implementation of an alignment-free method that can be understood and modified by students, while still running in a reasonable time on a normal laptop. The very small algorithm-only memory footprint suggests that, if the same ideas were reimplemented in a compiled language, it might be possible to get closer to BLAST’s performance while keeping the conceptual simplicity demonstrated here.
[bookmark: _Toc210341676][bookmark: _Toc216195549]Similarity measures 
For equal-length data I use Hamming; for mixed lengths I use k-mer frequency vectors + cosine as the main measure, with Euclidean and Jaccard as checks. The alignment-free literature supports composition-based comparisons for efficiency and practicality: “alignment-free approaches based on the counts of word patterns … are generally computationally efficient” (Ren et al., 2020), while large multiple alignments do not scale (Zieleziński et al., 2019).

Expected behavior: cosine focuses on vector angle (less sensitive to total counts), Euclidean tracks magnitude differences (more sensitive to length/coverage), and Jaccard keeps presence/absence only. In practice this means cosine often gives stable clusters on mixed-length data; Euclidean may diverge when sequences differ a lot in length or repetitiveness; Jaccard can group sequences that share motifs even if their frequencies differ.
On the viral dataset, all evaluated distance measures produced perfect clustering (100% correctness and ARI = 1.0). This is convenient for a small teaching example but it should not be over-interpreted. The benchmark set contains only 12 genomes from two clearly separated viral families (Coronaviridae and Flaviviridae), with clean labels and no sequencing noise. In such a small, low-noise setting, the clustering task is comparatively easy and several reasonable distance measures can separate the two families almost perfectly. These results therefore do not imply that the proposed method, or the baselines, would achieve perfect accuracy on larger and more heterogeneous data sets, on closely related strains within one family, or on real metagenomic samples with sequencing errors, recombination and contamination. A more realistic evaluation would require substantially larger, noisier collections, which is left as future work beyond the scope of this BSc-level, laptop-scale study.
[bookmark: _Toc210341677][bookmark: _Toc216195550]Limits 
This is laptop-scale work. The pipeline is designed for small n and short-to-moderate sequence lengths, not for HPC/GPU pipelines or massive metagenomes. Results can depend on k, on low-complexity regions, and on label quality when we compare clusters to taxonomy. These choices are consistent with the educational goal and the efficiency focus from the alignment-free literature (Ren et al., 2020; Zieleziński et al., 2019). Row-high?
Terminology note (“quantum-inspired”). I do not use quantum algorithms or hardware. The phrase is only a naming analogy to a two-bit (four-state) encoding. To point clearly at actual quantum/quantum-inspired studies: “Here we demonstrate a method for solving genome assembly tasks with the use of quantum and quantum-inspired optimization techniques.” (Boev et al., 2021); “Algorithm for DNA sequence assembly by quantum annealing.” (Nałęcz-Charkiewicz & Nowak, 2022). Everything in this work is classical (binary encoding, k-mer statistics, standard distances). If preferred, I can refer to it simply as binary encoding to avoid confusion.
[bookmark: _Toc210341678][bookmark: _Toc216195551]Applications 
The main application is teaching. Because the pipeline is short and reproducible, students can encode sequences, build k-mer tables, compute distances, and read heatmaps/dendrograms on a normal laptop in a 1–2-week lab. The alignment-free angle fits classroom constraints (fast, low RAM): “computationally fast and use less memory compared to alignment-based methods.” (Ren et al., 2020). A second use is quick local screening before heavier tools. Detailed teaching assets and reproducibility steps are planned with the final code package.
[bookmark: _Toc210341679][bookmark: _Toc216195552]Scalability 
The pairwise stage is the bottleneck. With n sequences, all-pairs distance is n(n−1)/2 comparisons, i.e., O(n²). In my setting, building k-mer tables is roughly linear in total bases; once vectors are ready, pairwise distances and clustering dominate.
Memory is driven by the n×n distance matrix plus clustering workspace. A dense float64 matrix is about 8·n² bytes (e.g., n = 1 000 → 8 000 000 bytes ≈ 7.63 MiB; n = 5 000 → 200 000 000 bytes ≈ 190.7 MiB), and overheads add up. On 8–16 GB RAM, a few hundred sequences (k≈4; lengths ~1–20 kb) is comfortable; beyond that, runtime usually dominates unless vectors are very sparse. If n grows, simple, readable extensions help: (1) parallel k-mer construction and block-wise distance (upper-triangle tiling, memory-mapping); (2) sparse vectors and float32 distances; (3) pruning extremely rare/common k-mers; (4) switching from all-pairs to query-vs-reference. Mash remains a helpful pre-stage because “small, representative sketches” reduce constant factors for large n (Ondov et al., 2016).
[bookmark: _Toc210341680][bookmark: _Toc216195553]Take-home message
On small datasets and standard laptops, a binary-encoded, alignment-free pipeline can be fast, memory-light, and easy to reproduce—well-suited to teaching and quick exploratory work. The role of BLAST here is a computational reference (local alignment), while Mash and my method reflect the alignment-free angle. The literature quotes above motivate these choices and set realistic limits for what a BSc-level, laptop-friendly tool should do.

[bookmark: _Toc208574774][bookmark: _Toc210341681][bookmark: _Toc216195554]Conclusion and Future Work
This chapter concludes the thesis by summarizing the key findings and contributions of the work, reflecting on the research questions posed in Chapter 1, and outlining promising directions for future research.
What this chapter covers. I first answer the research questions from §1.1.2. Then I state the main contributions of the work, give a short limitations recap, and finally list concrete next steps.
[bookmark: _Toc210341682][bookmark: _Toc216195555]Answers to the research questions
RQ1 — Runtime and memory. On the small datasets studied, the alignment-free pipeline runs in seconds on a standard laptop, but it is usually slower than BLAST and always slower than Mash. At the process level it also uses more peak memory than both baselines, mainly because of the Python interpreter and scientific libraries. However, the algorithm-only memory measured with tracemalloc is very small (about 0.2–1.3 MB) and corresponds to a reduction of roughly 98–99% compared to BLAST’s peak memory. The exact numbers are reported in §4.2 (Tables 4.1–4.2) for the same laptop and inputs.
RQ2 — Clustering accuracy. Using k-mer vectors with cosine similarity (mixed lengths) and Hamming distance (equal lengths), the method produced clusters that agree with taxonomy labels to a useful degree for teaching and quick checks. See §4.3 (Table 4.3 and subset tables) for %-correct and ARI.
RQ3 — Sensitivity to k and length. Results were stable around k = 4 on sequences in the 1–20 kb range, with expected trade-offs at k = 3 (coarser) and k = 5 (sparser). Longer sequences increased build time for k-mers as expected. Details are in §4.3.3 and §4.6.
RQ4 — When measures disagree and why. Cosine and Euclidean can diverge due to scale effects; Jaccard can diverge because it ignores frequency; Hamming is sensitive to shifts/indels. These patterns and examples are summarized in §4.4.
Reproducibility note. All steps are repeatable on a standard laptop with the provided code, environment notes, and Excel walkthrough (see §3.4.3 and Appendix §7).
[bookmark: _Toc210341683][bookmark: _Toc216195556]Contributions
1. Educational framework. A transparent, step-by-step implementation of alignment-free DNA comparison that fits undergraduate coursework, with worked examples and clear figures.
2. Reproducibility standard at laptop scale. Version-pinned code, exact commands, and environment reporting so results in Chapter 4 can be independently reproduced.
3. Practical benchmark setup. A fair, end-to-end comparison on the same datasets and machine with consistent metrics (runtime, peak memory, and clustering accuracy), including an alignment-free baseline alongside the alignment baseline.
[bookmark: _Toc210341684][bookmark: _Toc216195557]Limitations (brief recap)
This work is scoped to small datasets (about 10–50 sequences) on consumer hardware. Results depend on label quality; low-complexity or repetitive regions can affect k-mer-based clustering; and choices like k introduce trade-offs. These limits are discussed in §5.4.
[bookmark: _Toc210341685][bookmark: _Toc216195558] Future work
This work opens several promising avenues for both teaching and research:
[bookmark: _Toc210341686][bookmark: _Toc216195559] Larger datasets
Scale to bigger collections to map the practical limits and confirm growth trends from §4.6 on different hardware.
[bookmark: _Toc210341687][bookmark: _Toc216195560]Performance optimization
Target simple wins first: avoid unnecessary copies, prefer float32 where safe, use sparse representations for k-mer vectors when k grows, and parallelize k-mer construction and distance computation.
[bookmark: _Toc210341688][bookmark: _Toc216195561]Protein sequences
Adapt the encoding to 20 amino acids and test small k for proteins (e.g., k = 2–3). Compare behavior of cosine/Euclidean/Jaccard on protein k-mers.
[bookmark: _Toc210341689][bookmark: _Toc216195562]Graphical user interface (GUI)
Build a lightweight, cross-platform interface (e.g., Streamlit or Plotly Dash) so users can load FASTA files, run comparisons, and view heatmaps/dendrograms without code.
[bookmark: _Toc210341690][bookmark: _Toc216195563]Distributed and collaborative use
Use multi-core and cluster-friendly tools (e.g., Dask) for parallel distance matrices. Consider a simple cloud deployment for classroom labs so students can share datasets and reproduce figures.
[bookmark: _Toc210341691][bookmark: _Toc216195564]Closing remark
Overall, this work shows that a well-documented implementation of established alignment-free methods can be genuinely useful for teaching and small-scale analysis. It runs on ordinary laptops, is easy to repeat, and gives clear results that help students understand how sequence comparison works in practice.
Summary as main chapter
Here: it is relevant to deliver a ca. 1% quasi-cited/edited text about the most relevant sentences of the entire thesis!
[bookmark: _Toc208574775][bookmark: _Toc210341692][bookmark: _Toc216195565]Appendix
This chapter outlines the supplementary materials planned for the final thesis 
submission. Each subsection below describes the content that will be provided 
to ensure full reproducibility of the work presented in Chapters 3-4. The code, 
Excel walkthrough, README documentation, and data labels will be completed and 
included with the final thesis.
[bookmark: _Toc210341693][bookmark: _Toc216195566]Python Code



Listing — requirements.txt
python==3.11.*
numpy==1.26.4
scipy==1.12.0
pandas==2.2.2
biopython==1.83
matplotlib==3.8.4
scikit-learn==1.4.2
memory-profiler==0.61.0
psutil==5.9.8

Listing — env_report.py
import platform, sys
print("OS:", platform.platform())
print("Python:", sys.version.split()[0])
for m in ["numpy","scipy","pandas","biopython","matplotlib","sklearn","memory_profiler","psutil"]:
    try:
[bookmark: _Hlk210926911]        mod = __import__ (m if m!="sklearn" else "sklearn")
        print(f"{m}: {getattr(mod, '__version__', 'unknown')}")
    except Exception as e:
        print(f"{m}: not found ({e})")

Listing — checksums.py
import hashlib, pathlib, sys
root = pathlib.Path(sys.argv[1] if len(sys.argv)>1 else "data")
out = pathlib.Path("checksums.txt")
with out.open("w", encoding="utf-8") as f:
    for p in sorted(root.rglob("*.fa*")):
        h = hashlib.sha256()
        with p.open("rb") as fp:
            for chunk in iter(lambda: fp.read(1<<20), b""):
                h.update(chunk)
        f.write(f"{h.hexdigest()}  {p.as_posix()}\n")
print("Wrote checksums.txt")











Listing — run.cmd (Windows 1-click)

@echo off
REM 1) record environment versions
python env_report.py > env_report.txt

REM 2) record checksums for all FASTA/FA files in data\
python checksums.py data

REM 3) run YOUR method (edit the path/pattern if needed)
python src\run_pipeline.py --input "data\viral\*.fna" --mode mixed --k 4 --metric cosine --seed 42 --out out\viral_my

REM 4) BLAST baseline (optional; needs BLAST+ in PATH)
REM makeblastdb -in data\viral\db.fna -dbtype nucl -out out\viral_db
REM blastn -query data\viral\queries.fna -db out\viral_db -outfmt 6 -task megablast -num_threads 1 > out\viral_blast.tsv

REM 5) Mash baseline (optional; needs Mash in PATH)
REM mash sketch -k 21 -s 1000 -p 1 -o out\viral.msh data\viral\*.fna
REM mash dist   -p 1 out\viral.msh out\viral.msh > out\viral_mash.tsv

echo Done. See the out\ folder.
pause


[bookmark: _Toc210341694][bookmark: _Toc216195567]Modules
Encoder (two-bit), k-mer builder, distance functions (Hamming, cosine, Euclidean, Jaccard), clustering.
[bookmark: _Toc210341695][bookmark: _Toc216195568]Scripts
Equal-length (Hamming) pipeline; mixed-length (k-mer + cosine) pipeline; checks (Euclidean/Jaccard); BLAST benchmark.
[bookmark: _Toc210341696][bookmark: _Toc216195569]Utilities
· Plotting (heatmaps, dendrograms)
· Profiling (runtime, memory)
· I/O helper for atomic CSV saves on Windows (src/io_utils.py), used by run_pipeline.py to write out\...\*.csv safely.
[bookmark: _Toc216195570][bookmark: _Toc210341697]Excel File 
An Excel workbook named DNA_Walkthrough (version 1).xlsx accompanies this thesis as a supplementary file. It contains small, hand-worked examples that mirror the main calculations in Chapters 3 and 4 using only transparent formulas (no macros). All numbers in the figures and tables that come from Excel can be traced back to this file.
In each Excel-based figure or table caption, I give a short source line with the file name, online URL, sheet name, and cell range. The online copy will be available at: EXCEL_URL. 
[bookmark: _Toc210341698][bookmark: _Toc216195571]README sheet
Instructions for using the workbook and expected numerical results.
[bookmark: _Toc210341699][bookmark: _Toc216195572]Hamming sheet
Two 31-base sequences with a position-by-position comparison, a length check, and the resulting Hamming distance and similarity. This sheet is used for Figure 3.1 in §3.3.1.
[bookmark: _Toc210341700][bookmark: _Toc216195573]k-mers + Cosine sheet
A toy example for k-mer extraction and three distance measures (cosine, Euclidean, Jaccard). The value of k is controlled from a single cell. This sheet is used for Figure 3.2 in §3.3.2–§3.3.5.
[bookmark: _Toc216195574][bookmark: _Toc210341701]Sequences sheet
Overview of the 12 main DNA sequences used in the experiments (accession, family, and length). This sheet is used for Table 3.1 in §3.1.
[bookmark: _Toc216195575]DIST_HEATMAP and HAMMING_MATRIX sheets
Pairwise distance matrices used to generate the main heatmaps and dendrograms in Chapter 4 (Figure 4.1 and Figure 4.2).
[bookmark: _Toc216195576]Benchmark sheet
Runtime and peak memory measurements for BLAST, Mash, and my method. This sheet is the source for Tables 4.1 and 4.2, and for any runtime/memory plots in §4.2.
[bookmark: _Toc210341703][bookmark: _Toc216195577]README
Environment setup (Windows)
1. Install Python 3.11 from python.org (tick Add to PATH during install).
2. In the project folder, open PowerShell and run:
python -m pip install -r requirements.txt
How to reproduce
1. Put your FASTA files in data\... (for example data\viral\*.fna).
2. Double-click run.cmd.
3. Results appear in the out\ folder.
4. env_report.txt shows versions; checksums.txt shows file hashes.
If something breaks
· “python not found” → reinstall Python and tick Add to PATH.
· BLAST/Mash not found → skip those lines (already commented with REM).
· No outputs → check your input pattern in run.cmd (does data\viral\*.fna exist?).

[bookmark: _Toc210341704][bookmark: _Toc216195578]Environment setup
Python version, required packages.
[bookmark: _Toc210341705][bookmark: _Toc216195579]Repro steps
Data paths, run order, expected outputs.
[bookmark: _Toc210341706][bookmark: _Toc216195580]Troubleshooting
Common issues and quick fixes.
[bookmark: _Toc210341707][bookmark: _Toc216195581]Data & Labels (planned for final submission)
Dataset list (example)
· Viral genomes — NCBI — downloaded: 2025-09-10 — list of accession IDs in §7.4.1
· Mitochondrial DNA — NCBI — downloaded: 2025-09-12 — IDs in §7.4.1
· Synthetic — generated locally — parameters in §3.1
Label file format (CSV)
id,taxonomy_family
NC_012345,Flaviviridae
NC_067890,Coronaviridae
...

[bookmark: _Toc210341708][bookmark: _Toc216195582]Dataset list
Names, source (NCBI), date/version.
[bookmark: _Toc210341709][bookmark: _Toc216195583]Label format
ID → taxonomy mapping (CSV layout).
[bookmark: _Toc210341710][bookmark: _Toc216195584]Licenses / Notes (planned for final submission)
· Data/software licenses: use public datasets; tools are open-source (see project README for links).
· Ethics/usage: no human/clinical data; runs are local/offline; for teaching/demo use.
[bookmark: _Toc210341711][bookmark: _Toc216195585]Data/software licenses
Short notices and links.
[bookmark: _Toc210341712][bookmark: _Toc216195586]Ethics / usage notes
Any constraints on redistribution.
[bookmark: _Toc216195587]Responsible Use of AI
Purpose. I used a text AI assistant as a support tool—for writing clarity, Windows/Python setup tips, and minor debugging ideas—while keeping all scientific and implementation work under my authorship.
What I did myself.
· Designed the lightweight method (two-bit DNA encoding; Hamming for equal lengths; k-mer vectors with cosine as the main metric; Euclidean/Jaccard as checks).
· Wrote and ran the code on my laptop; produced distance matrices, heatmaps, dendrograms; measured runtime and memory; compared to baselines.
· Selected datasets, prepared labels, and interpreted results.
· Verified references (titles, DOIs) and wrote the thesis content.
What AI helped with.
· Editing: clearer, shorter sentences in background and methods.
· Setup tips: exact order for venv activation/pip on Windows/PowerShell; reminders like “close the CSV in Excel before writing.”
· Debug nudges: common causes of “Permission denied,” path quoting on Windows, and typical Matplotlib messages.
What AI did not do.
· No model training or automated result generation.
· No automatic code generation of whole modules.
· No citations/references inserted without my manual check.
· No sensitive data uploaded.
How I verified.
· Sanity checks (toy sequences; known Hamming counts).
· Consistency checks (symmetry/diagonal of distance matrices; ranges for cosine/Euclidean/Jaccard).
· Repro checks (version pins, environment report, saved commands).
· Manual reading of sources before adding to the bibliography.
Why this is appropriate for a BSc. The learning outcomes—algorithm understanding, implementation, evaluation, and communication—are mine. AI support was limited to the kind of help a writing center or TA might give clearer wording and setup reminders.
[bookmark: _Toc216195588]Case Study: Robust CSV saving on Windows
[bookmark: _Toc216195589]Context and problem
While saving results (distance and timing tables) to out\...\*.csv on Windows, I sometimes got:

PermissionError: [WinError 32] The process cannot access the file because it is being used by another process: 'out\\viral_my\\matrix.csv'

This happens if the CSV is open in Excel or a background scanner briefly locks it. I wanted a reproducible, safe way to save write to a temp file in the same folder and then replace the target, with a short retry for transient locks.
[bookmark: _Toc216195590]Exact prompt I sent (verbatim)
I’m on Windows 11 using Python (pandas) to write results as CSV. Sometimes to_csv fails with WinError 32 when Excel has the file open or when antivirus is scanning.
Please give me a small function that safely writes a DataFrame by: (1) writing to a temp file in the same directory, (2) atomically replacing the target with os.replace, and (3) retrying a few times on PermissionError with a short delay. Keep it self-contained, no third-party packages. Also show one example call.
[bookmark: _Toc216195591]Full reply I received (verbatim)
You can write to a same-directory temporary file then atomically replace the destination with os.replace and retry on sharing violations.





import os, time, tempfile
from pathlib import Path

def atomic_write_csv(df, path, retries=5, delay=0.5, **to_csv_kwargs):
    path = Path(path)
    path.parent.mkdir(parents=True, exist_ok=True)
    with tempfile.NamedTemporaryFile(mode="w", dir=path.parent, delete=False, suffix=".tmp") as tf:
        tmp = tf.name
        df.to_csv(tf, index=False, **to_csv_kwargs)
    for _ in range(retries):
        try:
            os.replace(tmp, path)
            return
        except PermissionError:
            time.sleep(delay)
    raise PermissionError(f"Could not replace {path}. Close it if open and retry.")

# usage
atomic_write_csv(distance_df, "out/viral_my/matrix.csv")

Notes: using the same directory keeps the rename atomic on the same volume; os.replace overwrites the target if it exists.

[bookmark: _Toc216195592]What I kept, what I changed, and how I verified it
Kept: same-directory temp file → os.replace pattern; simple retry loop; single helper for all tables.
Changes I made for my thesis repo:
· Added encoding="utf-8" and newline="" to avoid CSV quirks on Windows.
· Improved the final error to include a clear hint (close the file in Excel).
· Centralized this helper in src/io_utils.py and called it from run_pipeline.py so every output uses the same safe path.
Verification I did:
1. Reproduced the error by keeping the CSV open in Excel; first save raised the friendly hint; closing the file and re-running succeeded.
2. Killed the process during a write: no truncated target file; only a .tmp remained and was overwritten cleanly on the next run.
3. Reloaded the saved CSV with pandas and checked equality with the in-memory DataFrame (pd.testing.assert_frame_equal) — match.
4. Normal runs showed no noticeable overhead (retry only triggers on actual locks).


[bookmark: _Toc216195593]Final code used in this thesis
Listing — src/io_utils.py
import os, time, tempfile
from pathlib import Path

def atomic_write_csv(df, path, retries=5, delay=0.5, **to_csv_kwargs):
    """
    Atomically write a CSV by first writing to a temporary file in the same
    directory and then replacing the target. Retries on transient Windows locks.
    """
    path = Path(path)
    path.parent.mkdir(parents=True, exist_ok=True)

    with tempfile.NamedTemporaryFile(
        mode="w", encoding="utf-8", newline="", dir=path.parent, delete=False, suffix=".tmp"
    ) as tf:
        tmp_name = tf.name
        df.to_csv(tf, index=False, **to_csv_kwargs)

    for attempt in range(1, retries + 1):
        try:
            os.replace(tmp_name, path)
            return
        except PermissionError as e:
            if attempt == retries:
                raise PermissionError(
                    f"{e}\nHint: Close '{path.name}' in Excel or any viewer, then run again."
                )
            time.sleep(delay)










Excerpt — src/run_pipeline.py (write results)

from pathlib import Path
from io_utils import atomic_write_csv

# ... after computing DataFrames: distance_df, runtime_df, memory_df
out_dir = Path(args.out)  # this fits §3.4/§7 run script convention
atomic_write_csv(distance_df, out_dir / "matrix.csv")
atomic_write_csv(runtime_df,  out_dir / "runtime.csv")
atomic_write_csv(memory_df,   out_dir / "memory.csv")

[bookmark: _Toc216195594]Where this connects to the thesis
· Reproducibility & environment notes: §3.4.3, §4.2.3
· Security mindset (integrity/availability; no partial files): §2.9
· Outputs saved for figures/tables: §4.2–§4.5 and Appendix §7.1–§7.3
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Sequence 1

ATGCGTACGTAGCTAGCTAGCTAGCTAGCTA

Sequence 2

ATGCGTACGTAGCTAGCTAGCTAGCTAGCTG

Derived

Length check (both equal?)

TRUE
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Results
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1
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k (3–5) 4Seq1 k-mers Seq2 k-mers Union of k-mers Freq1Freq2Cosine similarity (–) Cosine distance (1 − cosine, –) Euclidean distance (–) Jaccard distance (–)
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ATGCGTACGTAGCTAGCTAGCTAGCTAGCTA ATGC ATGC ATGC 0.04 0.04 0.99 0.99 0.05 0.08
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Windows

CGTA CGTA CGTA 0.07 0.07
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GTAG GTAG TAGC 0.18 0.18

TAGC TAGC AGCT 0.18 0.18

AGCT AGCT GCTA 0.18 0.14

GCTA GCTA CTAG 0.14 0.14

CTAG CTAG GCTG 0.00 0.04

TAGC TAGC

AGCT AGCT

GCTA GCTA

CTAG CTAG

TAGC TAGC

AGCT AGCT

GCTA GCTA

CTAG CTAG

TAGC TAGC

AGCT AGCT

GCTA GCTA

CTAG CTAG

TAGC TAGC

AGCT AGCT

GCTA GCTG


image3.png
©® N seN

10
1
12

NC_054003.1
NC_054004.1
NC_054015.1
NC_055953.1
NC_076684.1
NC_076685.1
NC_040589.1
NC_040645.1
NC_040815.1
NC_076032.1
NC_077024.1

A e

o
1508
1201
1280
1281
1225
1260
1528
1282
1525
1508

® [} 3 F [ H ' ) K L M
1/Cosine similarity (k-mer vectorsNC_054003.1NC_054004.1NC_054015.1NC_055953.1NC_076684.1NC_076685.1NC_040589.1NC_040645.1NC_040815.1NC_076032.1NC_077024.1NC_077026.1
1502 Tas1 1284 1221 1a2s 1262 1528 1eez 1525 1508 1505

o 1412 1424 1483 1515 1532 1507 1502 1207 126¢ 1281

1412 o 1440 1471 1481 1202 1203 1256 1503 1526 1509

1a2e 1220 o 1511 1472 1472 1513 1553 1256 1285 1200

1289 1471 1511 o 1401 1508 1256 120¢ 1521 1512 1512

1515 1281 1472 1401 0 1262 1522 1262 1203 1521 1250

1532 1258 1472 1508 1462 o 1502 1269 1250 1479 1511

1507 1253 1513 1456 1542 1502 0 1507 1529 1531 1522

1502 1236 1553 1494 1462 1269 1507 o 1285 1282 1531

1297 1505 1496 1521 1493 1290 1528 1285 o 1281 1471

126¢ 1526 1495 1512 1521 1479 1531 1282 1201 o 126¢

1481 1509 1494 1512 1490 1511 1522 1531 1471 1464 o

13

NC_077026.1

1505




image4.emf
Cosine similarity (k-mer vectors)

NC_054003.1NC_054004.1NC_054015.1NC_055953.1NC_076684.1NC_076685.1NC_040589.1NC_040645.1NC_040815.1NC_076032.1NC_077024.1NC_077026.1

NC_054003.1

0 0.0638 0.0618 0.0758 0.0783 0.0727 0.2098 0.2761 0.2351 0.2587 0.2846 0.2332

NC_054004.1

0.0638 0 0.0811 0.0839 0.0942 0.0737 0.2176 0.2892 0.2688 0.267 0.2899 0.245

NC_054015.1

0.0618 0.0811 0 0.0902 0.1295 0.0936 0.2708 0.3456 0.309 0.3376 0.3377 0.2957

NC_055953.1

0.0758 0.0839 0.0902 0 0.0902 0.076 0.2216 0.2617 0.2066 0.29 0.3269 0.285

NC_076684.1

0.0783 0.0942 0.1295 0.0902 0 0.0851 0.1926 0.2295 0.2127 0.2547 0.3001 0.2578

NC_076685.1

0.0727 0.0737 0.0936 0.076 0.0851 0 0.2422 0.2802 0.2454 0.296 0.3305 0.2762

NC_040589.1

0.2098 0.2176 0.2708 0.2216 0.1926 0.2422 0 0.1402 0.2197 0.1777 0.2079 0.1865
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0.2761 0.2892 0.3456 0.2617 0.2295 0.2802 0.1402 0 0.2637 0.195 0.2287 0.2271

NC_040815.1

0.2351 0.2688 0.309 0.2066 0.2127 0.2454 0.2197 0.2637 0 0.2153 0.2943 0.2857

NC_076032.1

0.2587 0.267 0.3376 0.29 0.2547 0.296 0.1777 0.195 0.2153 0 0.0831 0.1082

NC_077024.1
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