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[bookmark: _Toc225170285]Abstract
The exponential growth of user-generated content on review platforms has made manual sentiment analysis impractical at scale, driving demand for automated, lightweight, and interpretable classification tools. While deep learning approaches such as BERT achieve state-of-the-art performance on sentiment benchmarks, their computational requirements make them inaccessible for organizations operating on standard CPU hardware without specialized infrastructure. Classical machine learning algorithms remain the practical baseline for such deployments, yet no systematic multi-criteria comparison of the five most widely used classifiers — Logistic Regression, Multinomial Naive Bayes, Linear Support Vector Machine, Random Forest, and Decision Tree — exists for the IMDb binary sentiment classification benchmark under identical experimental conditions.
This thesis addresses that gap through a fully reproducible comparative study. Twenty-five thousand IMDb movie reviews are preprocessed through a six-step text normalization pipeline and converted to 5,000-feature unigram TF-IDF vectors. All five classifiers are trained on an 80/20 stratified split and evaluated across predictive performance (accuracy, precision, recall, F1-score), computational efficiency (training and inference time), robustness across five random seeds, and qualitative error patterns. A multi-criteria ranking is produced using the Object-Attribute Matrix and COCO Y0 anti-discriminative evaluation framework, which generates composite rankings without requiring subjectively chosen weights.
Logistic Regression achieves the highest accuracy at 88.30% with the fastest inference time, making it the top-ranked algorithm under combined quality and efficiency criteria. Naive Bayes ranks second in the multi-criteria evaluation due to near-instantaneous training (0.005 seconds), despite ranking third by accuracy alone — a result invisible to single-metric benchmarking. Decision Tree performs substantially below all alternatives (70.42%), confirming the severe overfitting that unregularized tree growth produces on high-dimensional sparse text data. Error analysis identifies Slang/Vocabulary mismatch (35%), Sarcasm (20%), and Mixed Sentiment (20%) as the dominant failure categories, defining the improvement ceiling for unigram-based classical approaches at approximately 88–89% on this benchmark.
The study concludes with an operational Streamlit application implementing the full pipeline with three modes — single review analysis, batch processing, and labeled quality assurance testing — supported by SQLite audit logging and a publicly accessible demonstrator. Future directions include bigram feature extensions, transformer-based comparisons using the same OAM/COCO framework, and multilingual generalization.
Keywords: sentiment analysis; text classification; TF-IDF; classical machine learning; IMDb; OAM/COCO Y0; multi-criteria evaluation; reproducibility.
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[bookmark: _Toc225170287]Chapter 1 Introduction
This chapter establishes the motivation, scope, and structure of the thesis. It introduces the problem context and research gap (§1.1–§1.2), formulates the aims and hypotheses (§1.1–§1.1.3), states the research questions (§1.1.2), defines the utility, target audience, and contribution of the thesis (§1.4–§1.5.2), outlines scope boundaries and limitations (§1.6.1-§1.6.2), and concludes with an overview of the document structure and bounded extensions (§1.6).
[bookmark: _Toc225170288]1.1 Aims/Objectives
Sentiment classification remains one of the most practical tasks in applied natural language processing (§2.1) because organizations routinely need fast, methodologically transparent decisions from large volumes of review text. In this setting, the central methodological question is not whether sentiment can be classified at all, but which classical machine learning algorithm offers the most defensible balance between predictive quality (§3.8.1), computational efficiency (§3.8.2), robustness (§3.8.3), and overall practical suitability on a standard benchmark (§2.2; §5.2).
Sentiment analysis, also known as opinion mining, is a subfield of Natural Language Processing (NLP) discussed in detail in §2.1. Its general objective is to classify text according to expressed polarity, whereas the present thesis narrows that broader formulation to binary sentiment classification on movie reviews, as specified in the scope statement in §1.6.1 and operationalized on the IMDb dataset in §3.2.
Machine learning has emerged as the dominant approach for sentiment analysis because it can learn patterns from labeled data and generalize to unseen text (§2.1). In this thesis, that general methodological choice is narrowed to classical supervised algorithms reviewed in §2.3 and implemented in §3.6, whose comparative trade-offs are later evaluated through performance, runtime, robustness, and multi-criteria ranking in §§3.8.1–3.8.4 and synthesized in the conclusions in §§5.1–5.3.
For practitioners and researchers working on sentiment analysis tasks, selecting the most appropriate machine learning algorithm is a critical decision that can significantly impact both the quality of results and the operational efficiency of the system. Traditional machine learning algorithms such as Logistic Regression, Naive Bayes, Support Vector Machines, Random Forests, and Decision Trees have been widely applied to text classification tasks, each with distinct theoretical foundations and practical characteristics (§2.3, §3.6). Understanding the comparative performance of these algorithms in real-world scenarios is essential for making informed decisions about which approach to deploy in production systems (§3.8, §5.2).
[bookmark: _Toc225170289]1.1.1 Explicit Promises
The following promises define the concrete deliverables of this thesis. Each is cross-referenced to the literature section where it is grounded, the Chapter 3 section where it is implemented, and the Chapter 4–5 section where it is reported and discussed.
P1 — Systematic five-algorithm comparison: LR, NB, LinearSVC, RF, and DT evaluated under identical conditions on the IMDb benchmark. Grounded: §2.3, §2.6; implemented: §§3.2–3.6; reported: §3.8.1; discussed: §4.1; concluded: §5.2.
P2 — Multi-criteria OAM/COCO Y0 ranking without subjectively assigned weights. Grounded: §2.4; implemented: §3.7; reported: §3.8.4; discussed: §4.2; concluded: §5.3.
P3 — Computational efficiency analysis: wall-clock training and inference times for all five classifiers. Grounded: §2.4.1; implemented and reported: §3.8.2; discussed: §4.2; concluded: §5.3.
P4 — Five-seed robustness evaluation: mean accuracy, standard deviation, and 95 % confidence intervals across seeds 0–4. Grounded: §2.5; implemented: §3.5.1; reported: §3.8.3; discussed: §4.5; concluded: §5.5.
P5 — Structured error analysis: qualitative categorization of misclassifications into linguistically motivated failure types. Grounded: §2.1; implemented: §3.8.5; discussed: §4.3; concluded: §5.4.
P6 — Operational Streamlit application with three modes and SQLite audit logging delivered as a reproducible artefact. Grounded: §1.5.2; implemented: §3.9; discussed: §4.5; concluded: §5.5.
[bookmark: _Toc225170290]1.1.2 Research Questions
This research seeks to answer the following questions, which guide the comparative evaluation of classical machine learning algorithms for binary sentiment classification on the IMDb movie reviews dataset. These questions address key dimensions of performance, efficiency, robustness, and practical applicability, ensuring the study provides both theoretical insights and actionable recommendations for NLP practitioners.
· Which machine learning algorithm achieves the highest accuracy for binary sentiment classification on movie review data? (Answered: §§3.8.1, 5.1)
· How do the five algorithms compare across multiple performance metrics including precision, recall, and F1-score? (Answered: §§3.8.1, 3.8.4, 5.1)
· What are the computational efficiency trade-offs between algorithms in terms of training time and prediction speed? (Answered: §§3.8.2, 5.1)
· How robust are the algorithms to different random initializations, and which algorithms demonstrate the most consistent performance? (Answered: §3.8.3, §5.1)
· What are the characteristic error patterns of each algorithm, and what types of sentiment expressions are most challenging to classify correctly? (Answered: §3.8.5, §5.1)
[bookmark: _Toc225170291]1.1.3 Hypotheses
The thesis states two testable hypotheses prior to empirical evaluation, both answered explicitly in §5.2, §5.3
H1 (linear classifier superiority): Linear classifiers (LR and LinearSVC) will achieve substantially higher accuracy than tree-based methods (RF and DT) on 5,000-feature unigram TF–IDF representations of the IMDb benchmark, because the linear decision surface is better matched to sparse high-dimensional text features than recursive partitioning. Evaluated: §3.8.1; interpreted: §4.1; answered: §5.2.
H2 (multi-criteria rank shift): The OAM/COCO Y0 composite ranking will differ from the accuracy-only ranking, with at least one algorithm changing position when computational efficiency attributes are included alongside predictive performance, demonstrating that single-metric evaluation conceals practically important trade-offs. Evaluated: §3.8.4; interpreted: §4.2; answered: §5.3.
[bookmark: _Toc225170292]1.1.4 Methodological Overview
Methodologically, the thesis is a controlled comparative experiment built around a single benchmark dataset described in §2.2 and operationalized in §3.2, a fixed preprocessing pipeline (§3.3), a unigram TF-IDF representation (§2.3.1; §§3.4.1–3.4.2), and a common evaluation protocol (§3.5). Five classical supervised classifiers reviewed in §2.3 and implemented in §3.6 are evaluated through predictive performance (§3.8.1), computational efficiency (§3.8.2), robustness across random seeds (§3.8.3), and qualitative error patterns (§3.8.5). The resulting attribute profile is then synthesized through the OAM/COCO Y0 framework introduced in §2.4 and applied in §§3.7 and 3.8.4, before being translated into an operational Streamlit application in §3.9 and discussed from an AI and IT-security perspective in §3.10.
[bookmark: _Toc221720494][bookmark: _Toc225170293]1.2 Tasks
While numerous machine-learning algorithms have been proposed for sentiment analysis, there remains a clear need for comparative studies that evaluate multiple algorithms on the same dataset under a consistent experimental protocol; in this thesis, that protocol is specified through dataset selection and sampling (§3.2), preprocessing (§3.3), TF-IDF feature extraction (§3.4), and common evaluation controls (§3.5). Existing literature surveyed in §§2.5–2.6 frequently optimizes a single model or compares only a small subset of alternatives, which leaves the broader algorithm-selection space insufficiently clarified.
Furthermore, algorithm selection involves multiple competing objectives beyond simple accuracy maximization. In the present study, those objectives are operationalized as predictive performance (§3.8.1), computational efficiency (§3.8.2), robustness across repeated runs (§3.8.3), and composite multi-criteria suitability through OAM/COCO Y0 (§§3.7, 3.8.4). This thesis therefore addresses the identified gap by integrating these dimensions into a single comparative framework and translating the resulting evidence into algorithm-selection guidance in §5.2.
This thesis addresses this gap by conducting a systematic comparative analysis of five widely used machine learning algorithms—Logistic Regression, Naive Bayes, Support Vector Machine (SVM), Random Forest, and Decision Tree—implemented in §3.6 for binary sentiment classification on the IMDb benchmark described in §2.2 and operationalized in §3.2. By evaluating these algorithms on the same dataset under common experimental controls (§3.5), comparing their predictive metrics (§3.8.1) and computational characteristics (§3.8.2), and synthesizing the evidence through multi-criteria ranking (§3.8.4), the study provides empirically grounded guidance for algorithm selection in sentiment analysis applications (§5.2).
[bookmark: _Toc221720498][bookmark: _Toc225170294]1.3 Target Audience
This thesis is intended for several distinct target groups, each of whom can use the results for a different practical, methodological, or educational purpose. The value of the study lies not only in the comparative evaluation of five classical machine learning algorithms, but also in the reproducible workflow, multi-criteria decision logic, and operational artefact developed around that evaluation
· Students and instructors in applied machine learning and text mining, who require a clear, reproducible benchmark and an explanation of the full pipeline from preprocessing to evaluation.
· Practitioners and analysts who need a lightweight sentiment classification approach that can be implemented quickly without specialized hardware.
· Software engineers and developers who require interpretable baseline models and performance trade-offs (predictive quality vs. runtime) to support deployment decisions.
· Industry professionals in entertainment and media, who can use sentiment classification to analyze audience feedback on films and platforms, supporting content curation, recommendation strategies, and marketing decisions.
[bookmark: _Toc221720496][bookmark: _Toc225170295]1.4 Utilities
This section estimates the informational added value generated by the thesis results for each of the five targeted groups identified in §1.3. Following the KJU evaluation framework, the estimate is structured in two layers for each group: (1) the benchmark situation — the costs and impacts present without the thesis results — and (2) the project-supported situation — the costs and impacts achievable by applying the results of this thesis. The informational added value is defined as the difference between the impacts-minus-costs of the project-supported situation and the impacts-minus-costs of the benchmark situation. A positive value confirms that the thesis results generate genuine practical benefit; a negative value would indicate that the costs of applying the results outweigh the gains.
The monetary estimates in this section are illustrative scenarios derived from publicly available reference data.
[bookmark: _Toc225170296]1.4.1 Targeted Group 1: Practitioners and Data Analysts in Media and Entertainment
Benchmark situation (without this thesis)
An organization processing large volumes of audience reviews — for example, a streaming platform or a cinema chain — that has not yet implemented automated sentiment classification must rely on manual review triage. A data analyst manually reading and labelling reviews typically processes approximately 80–120 reviews per hour, depending on review length and complexity. At the Eurostat (2023) median hourly rate for ICT professionals in the EU27 of approximately €18–22 per hour for junior analysts, and assuming a mid-scale operation receiving 200,000 audience review submissions per year that require polarity assessment, the annual labour cost of manual triage is:
· Labour cost: 200,000 reviews ÷ 100 reviews/hr × €20/hr = €40,000/year
· Throughput ceiling: Manual review cannot meaningfully scale beyond ~300,000 reviews/year per FTE without quality degradation
· Benchmark impact: Partial coverage of the review corpus; no systematic error rate control; no reproducibility record
Project-supported situation (with this thesis)
Applying the Logistic Regression pipeline documented in §§3.3–3.6 with the Streamlit automation application (§3.9) reduces the manual review workload to a quality-assurance sampling role. Based on the 88.30% accuracy documented in §3.8.1 and the prediction throughput measured in §3.8.2 (approximately 8,300 reviews/second on CPU hardware), a single CPU instance processes 200,000 reviews in under 30 seconds. Human review is then limited to low-confidence predictions and sampled quality checks, estimated at 15% of total volume:
· Automation cost: €600/year (cloud CPU instance, equivalent to AWS t3.medium at ~€0.05/hr; Amazon Web Services, 2024) + €700 implementation labour (20 hrs × €35/hr senior rate for initial setup) = €1,300 first-year cost, ~€600/year thereafter
· Reduced labour cost: 200,000 × 15% = 30,000 manual reviews/year ÷ 100 × €20/hr = €6,000/year
· Total annual cost with project: €6,000 + €600 = €6,600/year


Informational added value:
[bookmark: _Toc224661951]Table1.1 Parameter assumptions for the conservative ROI scenario (Practitioner group, 200,000 reviews/year)
Source: Own work. Wage reference: Eurostat (2023); infrastructure reference: Amazon Web Services (2024)
	Line
	Value

	Benchmark annual cost
	€40,000

	Project-supported annual cost
	€6,600

	Annual saving (informational added value)
	€33,400

	First-year implementation cost (one-off)
	€700

	Net first-year value
	€32,700


The estimate is deliberately conservative: it uses 200,000 reviews/year (not 500,000), a 15% rather than 0% residual manual rate, and makes no assumption about revenue upside from faster sentiment feedback loops. Organizations with higher volumes or lower manual sampling targets will observe proportionally higher savings.
[bookmark: _Toc225170297]1.4.2 Targeted Group 2: Software Engineers and NLP Pipeline Developers
Benchmark situation (without this thesis)
A software engineer tasked with implementing a binary sentiment classifier for a new product without access to a documented, reproducible baseline must typically conduct their own algorithm selection experiments. Based on industry estimates of exploration time for ML pipeline development (see Brauwers & Frasincar, 2023, for a review of implementation cost drivers), initial algorithm selection and benchmarking — reading literature, setting up experiments, tuning parameters, and validating results — typically requires 40–80 hours of senior engineering time before a defensible baseline can be established.
· Benchmark cost: 60 hrs × €50/hr (senior engineer rate, Eurostat 2023 EU27 ICT median) = €3,000 per new project
· Benchmark risk: Selection of a suboptimal model (e.g., Decision Tree) due to insufficient benchmarking, leading to downstream performance loss
· Benchmark impact: No systematic multi-criteria justification available; no timing benchmarks under standardized conditions
Project-supported situation (with this thesis)
The fully documented pipeline in §§3.3–3.9 — including preprocessing choices, TF-IDF parameter settings, model configurations (Table 3.3), reproducibility steps (§8.5.4), and a ranked multi-criteria comparison (§3.8.4) — reduces the exploration phase to reading the thesis and adapting the provided code. Estimated time to working baseline from this thesis: 8–12 hours.
· Project-supported exploration cost: 10 hrs × €50/hr = €500
· Informational added value per project using this thesis: €3,000 − €500 = €2,500
For a department that launches two or three NLP classification projects per year, the annual informational added value is €5,000–€7,500, not counting the reduction in deployment risk from using a validated rather than exploratory baseline.
[bookmark: _Toc225170298]1.4.3 Targeted Group 3: Students and Instructors in Applied Machine Learning 
Benchmark situation (without this thesis)
A student or instructor designing a comparative ML experiment for a course project or thesis typically assembles their own pipeline from tutorial fragments, Kaggle notebooks of variable quality, and textbook descriptions. The absence of a single, coherent, reproducible reference implementation with multi-criteria evaluation means that student experiments tend to be incomplete (single-metric reporting only), poorly reproducible (random seeds not fixed, preprocessing not fully specified), and lacking in error analysis. Instructor preparation time for a comparable benchmark exercise is estimated at 15–25 hours.
· Benchmark cost (instructor): 20 hrs × €30/hr (average academic hourly rate) = €600 per course cycle for exercise preparation
· Benchmark impact (student): Projects converge on accuracy-only comparisons; no multi-criteria reasoning; no reproducibility standard
Project-supported situation (with this thesis)
This thesis functions directly as a teaching artefact. The preprocessing pipeline (§3.3), TF-IDF setup (§3.4), algorithm configurations (Table 3.3), OAM/COCO evaluation template (§§3.7, 8.5.3), and reproducibility guide (§8.5.4) can be directly reused or extended. The Streamlit application (§3.9) provides an interactive demonstration of the full pipeline.
· Instructor preparation cost with this thesis: 4–5 hrs adaptation × €30/hr = €135 per course cycle
· Informational added value (instructor): €600 − €135 = €465 per course cycle
· Student value: Exposure to multi-criteria reasoning and reproducibility standards not typically covered in a single course project; qualitative benefit to thesis quality and methodological literacy
1. [bookmark: _Toc225170299]1.4.4 Targeted Group 4: MCDA Researchers
Benchmark situation (without this thesis)
Researchers applying MCDA methods to algorithm comparison tasks in NLP typically lack a concrete, publicly reproducible demonstration of how OAM/COCO Y0 — or comparable anti-discriminative MCDA methods — can be applied to ML evaluation. The existing literature surveyed in §2.4 and §2.5 shows that while multi-criteria approaches are theoretically discussed (Greco, 2016), their application to direct ML classifier ranking with documented sensitivity analysis remains sparse.
· Benchmark cost: Constructing a comparable baseline (dataset sourcing, pipeline implementation, OAM design, COCO Y0 application, documentation) independently requires an estimated 80–120 research hours
· Benchmark impact: No publicly available reproducible OAM/COCO Y0 reference implementation for ML comparison exists in the open literature prior to this thesis
Project-supported situation (with this thesis)
The thesis provides a complete, publicly archived OAM/COCO Y0 application with: - Attribute dictionary (§8.5.3) - Normalisation and direction-of-preference design (§3.7.2) - Sensitivity analysis via reduced-attribute runs (§3.7.3, artefact A-05) - Full Excel workbook at the MY-X archive (§8.5.1)
A researcher extending this work to a different domain (product reviews, social media, multilingual corpora) can reuse the OAM structure directly, reducing the setup cost to domain-adaptation only: estimated 20–30 hours.
· Informational added value per follow-on research project: 80 hrs saved × €30/hr (research rate) = €2,400 per project
[bookmark: _Toc225170300]1.4.5 Targeted Group 5: Quality Assurance and Compliance Functions
Benchmark situation (without this thesis)
An organisation deploying a sentiment classifier for content moderation or feedback triage without an audit log has no systematic mechanism for post-hoc verification of individual decisions, no traceable record of model version and configuration, and no standardised quality-assurance procedure. Responding to a compliance query or internal audit concerning an automated classification decision requires manual reconstruction of the decision context — estimated at 4–8 hours per incident.
· Benchmark cost per compliance incident: 6 hrs × €50/hr = €300 per incident
· Annual benchmark cost (assuming 10 incidents/year for a mid-size deployment): €3,000/year
Project-supported situation (with this thesis)
The Streamlit application documented in §3.9 includes SQLite-based run logging (§3.9.6) that persists run identifiers, model metadata, evaluation metrics, confusion matrix components, and per-prediction records. Each execution is fully traceable. Responding to a compliance query requires only a database query against stored run logs.
· Audit response cost with this system: 0.5 hrs × €50/hr = €25 per incident
· Annual saving: (€300 − €25) × 10 incidents = €2,750/year
Additionally, the security design documented in §3.10.2 (parameterised SQL queries, artifact integrity checks, GDPR data minimisation guidance) reduces the risk of a security incident during deployment — a risk whose expected cost in a GDPR context includes administrative fines of up to 4% of annual global turnover (European Parliament, 2016) for personal data mishandling.
[bookmark: _Toc225170301]1.4.6 Consolidated Informational Added Value Summary
The following table presents a conservative, per-group summary of the estimated annual informational added value generated by the thesis results. All figures represent illustrative scenarios based on publicly available reference data; organizations should substitute their own parameters.
[bookmark: _Toc224661952]Table1.2Calculated benefit, cost, net value, and ROI under the conservative scenario defined in table 1.1
Source: Own work.
	Targeted Group
	Benchmark Annual Cost / Loss
	Project-Supported Annual Cost
	Informational Added Value

	Practitioners / analysts (200k reviews/yr)
	€40,000
	€6,600
	€33,400/yr

	Software engineers (2 projects/yr)
	€6,000
	€1,000
	€5,000/yr

	Instructors / students (per course cycle)
	€600
	€135
	€465/cycle

	MCDA researchers (per follow-on project)
	€2,400 equivalent
	€720 equivalent
	€1,680/project

	QA / compliance (10 incidents/yr)
	€3,000
	€250
	€2,750/yr


Source: Own estimates. Reference data: Eurostat (2023) median ICT hourly rates EU27; Amazon Web Services (2024) on-demand t3.medium pricing; European Parliament (2016) GDPR Article 83.
[bookmark: _Toc221720497][bookmark: _Toc225170302]1.5 Motivation
This thesis is primarily written for readers interested in practical sentiment classification using classical machine learning. The results and comparisons are intended to be understandable to both technical and semi-technical audiences, while remaining reproducible and methodologically transparent.
[bookmark: _Toc221720499][bookmark: _Toc225170303]1.5.1 Contribution of the Thesis
[bookmark: _Toc221720500]The contribution of this work is a structured and objective comparison of multiple classical machine learning algorithms for binary sentiment classification on the IMDb movie review dataset. The thesis documents the complete experimental workflow—including data preprocessing (§3.3), TF–IDF feature extraction (§3.4), model training (§3.6), evaluation using standard classification metrics (§3.5, §3.8.1), runtime analysis (§3.8.2), and error analysis (§3.8.5)—so that the results can be reproduced (§3.5.1) and extended (§7). The study further delivers an operational automation artefact (§3.9) supported by testing and security considerations (§3.9.5, §3.10), and a multi-criteria ranking via OAM/COCO Y0 (§3.7, §3.8.4). 
[bookmark: _Toc225170304]1.6 Structure of the Thesis
[bookmark: _Toc221720501]This thesis is structured to guide the reader from motivation and research intent to a reproducible experimental study and, finally, to defensible conclusions. Chapter 1 establishes the problem context, research questions, objectives, and the scope and limitations, thereby defining what the study claims and—equally importantly—what it does not claim. Chapter 2 positions the work within prior research by summarizing established approaches to sentiment classification and by motivating the choice of classical machine learning methods as a transparent and resource-efficient baseline for comparative evaluation. Chapter 3 describes the research design in sufficient detail to enable replication: it specifies the dataset, preprocessing and feature extraction pipeline, model configurations, and evaluation protocol, and it reports results across accuracy- and class-balance-sensitive measures, computational efficiency, robustness across random seeds, and error patterns. Chapter 4 synthesizes the empirical findings into an interpretive discussion, highlighting trade-offs and explaining why the observed ranking is plausible given the methodological choices. Chapter 5 concludes the thesis by answering the research questions explicitly, summarizing contributions and practical implications, and outlining realistic avenues for future work. This ordering is deliberate: claims are introduced only after the methodological “jumping points” are defined, and conclusions are stated only after evidence has been presented and interpreted.
Several topics are relevant but intentionally treated as bounded extensions due to volume constraints and the focus on classical methods. These include richer feature representations (§6.1), transformer-based models (§6.2), aspect-level sentiment analysis beyond document-level polarity (§6.3), systematic hyperparameter optimization (§7.4), multilingual and cross-domain extension (§6.5), and probability calibration (§6.6). Rather than expanding the thesis beyond its evaluative aims, these directions are explicitly deferred to Chapter 6.
Formatting and notation are used consistently to improve readability and to signal meaning unambiguously. Italics are used for the first introduction of key terms and for emphasis when defining scope-critical concepts; boldface is reserved for section headings and for highlighting essential results or terms in tables where rapid scanning is beneficial. Monospaced font is used exclusively for code, commands, configuration values, and tool outputs to distinguish implementation artefacts from narrative explanation. Abbreviations are defined at first use, and algorithm names are capitalized consistently to avoid ambiguity. Where cross-references appear (e.g., “see §3.8.2”), they indicate the exact location where a stated promise, method, or claim is operationalized or evidenced, ensuring that Chapter 1 contains no unsupported assertions.
[bookmark: _Toc225170305]1.6.1 Thesis Scope
This research focuses specifically on:
1. Binary sentiment classification (positive vs. negative), excluding neutral sentiment and fine-grained sentiment analysis, as operationalized in the dataset formulation and evaluation design (§3.2; §3.5).
1. The IMDb movie reviews dataset, a widely used benchmark dataset in sentiment analysis research, discussed in §2.2 and operationalized in §3.2.
1. Traditional machine learning algorithms, specifically Logistic Regression, Naive Bayes, Support Vector Machine, Random Forest, and Decision Tree, reviewed in §2.3 and implemented in §3.6.
1. TF-IDF (Term Frequency-Inverse Document Frequency) feature extraction as the text representation method, theoretically grounded in §2.3.1 and implemented in §3.4.
1. English-language text exclusively, without multilingual considerations; multilingual and cross-domain extension is deferred to §6.5.
1. Standard train-test split methodology with an 80–20 ratio (20,000 training samples and 5,000 test samples), defined through the sampling strategy and evaluation protocol in §§3.2–3.5.
[bookmark: _Toc221720502][bookmark: _Toc225170306]1.6.2 Declared Limitations
The following limitations should be considered when interpreting the results of this study:
1. Dataset specificity: Results are based solely on the IMDb movie reviews dataset (§3.2). Performance may differ on other domains (e.g., product reviews or social media posts) due to domain-specific language and sentiment expression patterns; this generalization issue is therefore deferred to §6.5.
1. Binary classification only: The study does not address neutral sentiment, multi-class sentiment categories, or fine-grained emotion classification.
1. Traditional machine learning focus: Deep learning approaches such as LSTM networks, Transformers, and pre-trained language models are excluded from this comparative study. Their relevance is reviewed in §2.5.1, and their direct inclusion is proposed as future work in §6.2.
1. Limited hyperparameter tuning: Algorithms are evaluated using default or minimally tuned parameters summarized in §3.6. Extensive hyperparameter optimization could improve individual algorithm performance and is therefore reserved for §6.4.
1. Feature extraction method: Only TF-IDF vectorization is used, with the representation justified in §2.3.1 and implemented in §3.4. Alternative representations such as word embeddings or contextualized embeddings are therefore treated as future extensions in §6.1.
1. Bag-of-words limitation: TF-IDF does not capture word order, context, or semantic relationships between words, a limitation discussed theoretically in §2.3.1 and made visible empirically through the observed error patterns in §3.8.5 and the discussion in §4.3.
1. Computational environment: Training and prediction times are measured on a specific hardware and software configuration described in §3.5.1 and analyzed comparatively in §3.8.2; results may therefore vary across different computational environments.
[bookmark: _Toc225170307]Chapter 2 Literature Review
This chapter surveys the body of knowledge underpinning the comparative sentiment classification experiment conducted in this thesis. It is organized into six thematic areas: an overview of sentiment analysis as a research field (§2.1); the IMDb movie review benchmark and its role in the literature (§2.2); classical machine learning methods applied to text classification, covering all five algorithms evaluated in this study (§2.3); the multi-criteria Object-Attribute Matrix and COCO Y0 evaluation framework used to go beyond single-metric ranking (§2.4); recent comparative studies published between 2022 and 2025 that contextualize the thesis findings (§2.5); the identified research gaps and this thesis's contribution to closing them (§2.6); and the Kodolányi BPROF subject curriculum that provided the theoretical and practical foundations for the study (§2.7).
[bookmark: _Toc225170308]2.1 Sentiment Analysis: Origins, Approaches, and Challenges
Sentiment analysis — also referred to as opinion mining — is the computational study of people's opinions, sentiments, evaluations, and emotions as expressed in written text. As a discipline it sits at the intersection of Natural Language Processing (NLP) “Natural Language Processing is an interdisciplinary field applying computational methods to analyze and understand human language across tasks including text classification, translation, and information extraction.” (Bredava, 2022), computational linguistics, and machine learning. Early foundational work by (Pang & Lee, 2008) demonstrated that supervised machine learning outperformed hand-crafted linguistic rules for document-level sentiment classification on movie reviews, establishing two principles that remain central: (i) that labeled corpora enable data-driven learning of sentiment indicators, and (ii) that movie reviews constitute a particularly well-suited domain because reviewer intent is largely unambiguous — the numerical star rating accompanying each review provides a reliable ground-truth label for binary classification.
As a research area, sentiment analysis addresses "the computational identification and categorization of opinions expressed in written text" (Pang & Lee, 2008).
(Pang & Lee, 2008)The field evolved rapidly through the mid-2000s. “Opinion mining tasks can be structured at three distinct granularity levels — document, sentence, and aspect — each requiring a different analytical approach and level of annotation granularity.” provided a comprehensive overview distinguishing three granularity levels of analysis: document level (classifying the overall polarity of a document), sentence level (determining the sentiment of individual sentences), and aspect level (identifying which aspect of a subject is being evaluated and what sentiment is expressed about it). The present thesis adopts the document-level formulation, a scope choice carried operationally through the binary IMDb setup in §3.2 and the experimental design in §§3.5–3.8.
Three broad methodological streams have emerged over the decades. Lexicon-based approaches assign sentiment scores to words using manually constructed or automatically derived sentiment lexicons (e.g., SentiWordNet and VADER) and aggregate token-level scores to the document level without requiring labeled training data. While fast and interpretable, these methods struggle with domain-specific vocabulary, context dependency, and negation. Classical machine learning approaches — the specific focus of this thesis — represent text through bag-of-words or TF-IDF features (§2.3.1; §3.4) and train supervised classifiers on labeled examples implemented in §3.6. They offer strong empirical baselines on standard benchmarks with modest computational requirements and high transparency, which is why they form the comparative core evaluated in §§3.8.1–3.8.4. Deep learning approaches — including convolutional neural networks, recurrent architectures, and transformer-based models such as BERT and its derivatives — learn contextualized representations of text and have achieved state-of-the-art performance on many NLP benchmarks at the cost of substantially higher computational requirements, reduced interpretability, and dependence on large pre-training corpora (§2.5.1).
“Sarcasm and irony detection, cross-domain generalization, and multilingual sentiment handling remain the most persistent open challenges for contemporary sentiment analysis systems.” (Wankhade et al., 2022) surveyed over 150 recent publications on sentiment analysis methods and applications, identifying key persistent challenges: sarcasm and irony detection, cross-domain generalization, multilingual sentiment, aspect-level granularity, and the handling of implicit sentiment. Their survey confirms that classical ML methods remain competitive baselines on standard binary classification benchmarks and that the choice of algorithm depends critically on available computational resources, latency constraints, and interpretability requirements — precisely the multi-criteria trade-off framework that this thesis addresses through the OAM/COCO evaluation method (§ 2.4).
Within the Hungarian academic context, “Agglutinative morphology significantly complicates sentiment analysis in Hungarian, as a single sentiment-bearing root can appear in dozens of inflected surface forms that must each be handled by the feature engineering pipeline.” (Siklósi, 2016) provided a comprehensive survey of Hungarian-language opinion mining methods, highlighting the particular challenges posed by agglutinative morphology and the limited availability of labeled Hungarian-language training corpora. Although the present thesis operates on English-language data, this perspective is relevant because it illustrates the broader applicability of classical feature engineering approaches (bag-of-words, morphological normalization) to morphologically rich languages — a consideration that informs the deliberate choice not to apply stemming or lemmatization in the preprocessing pipeline (§3.3).
[bookmark: _Toc225170309]2.2 The IMDb Movie Review Dataset
This thesis uses the IMDb Large Movie Review Dataset originally introduced by “Large, balanced, and freely available benchmark datasets are essential for reproducible evaluation and fair comparison of sentiment classification algorithms across independent research groups.” (Maas et al., 2011), a widely used benchmark for binary sentiment classification. The canonical benchmark contains 50,000 English-language reviews balanced across positive and negative sentiment, and it is commonly distributed with two fixed partitions (25,000 train and 25,000 test) to support direct comparability across studies that evaluate on the official held-out test set. 
For the experiments in this thesis, the data were obtained from a Kaggle distribution that provides a single labeled CSV file containing 25,000 reviews (balanced 50/50). Because this distribution does not include the official 25,000-review test partition, the thesis constructs an internal stratified hold-out split from the 25,000-review file for evaluation; that procedure is defined in §3.2 and controlled for reproducibility in §3.5.1. As a result, performance values reported in Chapter 3 should be interpreted as results on a derived split rather than on the canonical Maas et al. test set.
“A bag-of-words Naive Bayes classifier achieves 88.89% accuracy on the IMDb large movie review benchmark, establishing the classical machine learning performance ceiling for this dataset.” (Maas et al., 2011) paper reported a baseline accuracy of 88.89% with a bag-of-words Naive Bayes model and demonstrated that word vector representations learned via matrix factorization could achieve 88.23%, establishing the approximate ceiling for classical methods at approximately 88–89% on this benchmark. (Wang & Manning, 2012) subsequently showed that a Naive Bayes variant with bigram features (NBSVM) could achieve 91.22%, and that a simple combination of unigram and bigram TF-IDF with a linear SVM approached 89.45%. These foundational results set the expected performance range for the algorithms evaluated in this thesis (§3.8.1), against which the results — Logistic Regression at 88.30%, LinearSVC at 87.30% — can be directly situated.
The IMDb benchmark has also been used to evaluate transformer-based models. “Pre-training deep bidirectional representations from unlabeled text and fine-tuning on downstream tasks achieves state-of-the-art results across eleven natural language processing benchmarks.” (Devlin et al., 2019) reported that fine-tuned BERT achieves 95.49% accuracy on the IMDb test set, substantially above the classical ML ceiling. (Sun et al., 2019) further optimized BERT fine-tuning strategies for sentiment classification, reaching 95.52%. These results establish the performance gap that separates classical from deep learning approaches: approximately 7–8 percentage points on this benchmark. This gap frames the contribution of the present thesis: rather than adding another deep learning study, this work provides a systematic, multi-criteria comparison of the five most practical classical algorithms to guide practitioners who require lightweight, interpretable, and hardware-agnostic solutions — for which classical ML remains the most appropriate choice.
[bookmark: _Toc225170310]2.3 Classical Machine Learning Methods for Text Classification
This section reviews the theoretical foundations and empirical behavior of the five algorithms evaluated in this thesis, situating each in the NLP literature and identifying the expected performance characteristics on high-dimensional sparse TF-IDF representations.
As (Manning et al., 2008 p. 255) note, "text classification is the task of assigning predefined categories to free text documents."
[bookmark: _Toc225170311]2.3.1 Feature Representation: Bag-of-Words and TF-IDF
Transforming raw text into a numerical representation suitable for machine learning is the foundational challenge of text classification. The bag-of-words model, formalized in early information retrieval research, represents a document as a vector of token counts, discarding word order and syntactic structure in exchange for simplicity and computational tractability. “Text classification assigns predefined categories to free-text documents and forms the foundation of many practical information retrieval and natural language processing applications.” (Manning et al., 2008) provide a comprehensive treatment of information retrieval foundations, including the theoretical motivation for TF-IDF weighting as an improvement over raw term count.
Term Frequency-Inverse Document Frequency (TF-IDF), whose theoretical origins trace to “A term's discriminating power increases inversely with the frequency of documents in which it appears, providing the foundational theoretical basis for inverse document frequency weighting.” (Jones, 1972), addresses the limitation of raw term counts by down-weighting terms that appear frequently across the entire corpus — such common words carry little discriminative power — while up-weighting rare but highly informative terms. The logarithmic IDF formulation:

(Manning et al., 2008)
Where  is the total number of documents and  is the document frequency of term .
prevents zero-division and compresses the weight of extremely rare terms. When applied to IMDb reviews, TF-IDF assigns high weights to sentiment-bearing vocabulary ('masterpiece', 'dreadful', 'riveting', 'boring') and low weights to generic film-domain terms ('movie', 'actor', 'scene') that appear in both positive and negative reviews. In (PedregosaFabian et al., 2011), the TfidfVectorizer applies L2 normalization by default, ensuring that document length does not influence classifier decisions — important for IMDb reviews, which range from a single sentence to several paragraphs.
The choice of vocabulary size involves an explicit trade-off between discriminative coverage and dimensionality. This thesis fixes the vocabulary at 5,000 unigrams, consistent with the observation by “Marginal accuracy gains from expanding vocabulary size beyond 5,000 features or adding bigram features are small relative to the increased computational cost on the IMDb benchmark.” (Wang & Manning, 2012) that marginal accuracy gains from larger vocabularies or bigrams are small relative to the computational cost increase on this benchmark. The Natural Language Toolkit (NLTK), documented by (Bird et al., 2009), provides the English stopword list (179 tokens) used in the preprocessing pipeline to exclude high-frequency, low-information words from the vocabulary.
[bookmark: _Toc225170312]2.3.2 Logistic Regression
Logistic Regression models the posterior probability of the positive class using the logistic (sigmoid) function applied to a linear combination of feature weights: . It minimizes the log-loss (binary cross-entropy) with L2 regularization to prevent overfitting in high-dimensional spaces. As a linear classifier, it is particularly well-suited to sparse TF-IDF representations, where the decision surface separating positive and negative sentiment reviews is approximately linear in the feature space. Its coefficient vector w provides direct interpretability: the most positive-weight tokens identify strongly positive sentiment indicators and vice versa.

Source: Manning et al. (2008, p. 255) — Introduction to Information Retrieval
Pang, Lee, and Vaithyanathan (2002, p. 80) demonstrated that "logistic regression and support vector machines consistently outperform Naive Bayes on movie-review sentiment classification tasks."
“Maximum entropy classifiers and support vector machines consistently outperform Naive Bayes on sentiment classification of movie reviews across multiple evaluation configurations and feature sets.” (Pang et al., 2002) originally compared Naive Bayes, SVM, and Maximum Entropy (equivalent to Logistic Regression) on movie reviews, finding that all three outperformed human-selected feature baselines, with SVM and MaxEnt generally superior to Naive Bayes. The empirical finding in (§3.8.1) of this thesis — Logistic Regression marginally outperforming LinearSVC (88.30% vs 87.30%) — is consistent with this historical context, suggesting that on the 5,000-feature IMDb task, both linear methods reach near-equivalent performance.
[bookmark: _Toc225170313]2.3.3 Multinomial Naive Bayes
Multinomial Naive Bayes applies Bayes' theorem with the conditional independence assumption: it assumes that each word's presence in a document is statistically independent of all other words given the class label. Despite the obvious unreality of this assumption in natural language — words co-occur in predictable, non-independent patterns — Naive Bayes classifiers deliver remarkably competitive performance on text classification tasks because sentiment signals are largely additive: the presence of 'brilliant' and 'disappointing' in the same review can be independently weighted without needing to model their co-occurrence.

Source: Manning et al. (2008, p. 234) — Introduction to Information Retrieval
Rennie et al. (2003) showed that "Multinomial Naive Bayes achieves accuracy competitive with SVMs on text classification tasks when feature weighting is carefully applied."
“Naive Bayes text classification performance can be substantially improved through complementary priors and discriminative feature weighting schemes that partially compensate for the independence assumption.” (Rennie et al., 2003) showed that Multinomial Naive Bayes with Laplace smoothing and careful feature weighting (MNBW) achieved accuracy competitive with SVMs on newsgroup classification tasks. On TF-IDF representations, Naive Bayes performs somewhat below discriminative classifiers because TF-IDF weights are not strictly count-based as Multinomial NB assumes — the TF-IDF weighting partially violates the model's generative assumptions. However, its exceptional speed advantage (training in 0.005 seconds in this study versus 0.120 seconds for Logistic Regression) makes it the preferred baseline whenever inference latency or frequent retraining is the operational constraint.
[bookmark: _Toc225170314]2.3.4 Linear Support Vector Machine
The Support Vector Machine (SVM), introduced by “The support vector machine finds the maximum-margin hyperplane separating two classes in feature space, achieving strong generalization performance on high-dimensional classification problems.” (Cortes & Vapnik, 1995), seeks the maximum-margin hyperplane separating two classes in the feature space. The LinearSVC variant, which implements a linear kernel SVM using a coordinate descent optimization algorithm, has been shown to be particularly effective on high-dimensional sparse text data because the maximum-margin objective identifies the most discriminative boundary-near examples while ignoring the bulk of lower-weight features. This property makes LinearSVC robust to the many weakly relevant tokens that populate a 5,000-dimensional TF-IDF space.
Joachims (1998, p. 137) established that "support vector machines achieve state-of-the-art performance on text categorization tasks across multiple standard benchmarks."
“Support vector machines scale effectively to high-dimensional sparse text representations and achieve state-of-the-art categorization performance across multiple standard benchmark corpora.” (Joachims, 1998) demonstrated that SVM classifiers achieve state-of-the-art results on text categorization tasks across multiple benchmark datasets, establishing SVMs as the de facto strong baseline for bag-of-words classification that persisted until the advent of deep learning methods. (Wang & Manning, 2012) subsequently showed that the performance gap between Naive Bayes and SVM is largest when training data is limited; on larger corpora such as the full IMDb training set (20,000 reviews), the gap narrows. This is consistent with the 2.32 percentage point gap observed in §3.8.1 of this thesis.

Source: Cortes & Vapnik (1995) — Support-Vector Networks, Machine Learning 20(3)
[bookmark: _Toc225170315]2.3.5 Random Forest
Random Forest, introduced by “Combining randomly grown decision trees through bootstrap aggregation and random feature subspace selection reduces both variance and generalization error compared to individual unpruned decision trees.” (Breiman, 2001), constructs an ensemble of decision trees on bootstrapped samples of the training data, using a random subset of features at each split and aggregating predictions by majority vote. The randomization reduces variance compared to individual trees, but the fundamental limitation of tree-based methods on sparse high-dimensional text data remains: each individual tree can access only a small random subset of the 5,000 TF-IDF features at each split, making it difficult to exploit the many weak complementary sentiment signals distributed across the vocabulary. Consequently, Random Forests are typically outperformed by linear classifiers on bag-of-words representations despite being competitive or superior on denser, lower-dimensional feature spaces.

Source: Breiman (2001) — Random Forests, Machine Learning 45(1)
Breiman (2001, p. 6) introduced Random Forests as "an ensemble of decision trees using bagging and random feature selection to reduce variance without increasing bias."
The empirical result in §3.8.1 — Random Forest at 84.16% accuracy, 4.14 percentage points below Logistic Regression and 2.73 seconds training time — confirms this expected pattern. The Random Forest's inclusion in this study is therefore methodologically motivated: it quantifies the performance penalty of ensemble tree methods on sparse text data and provides a concrete data point for the practitioner question of when to prefer tree-based versus linear approaches.
[bookmark: _Toc225170316]2.3.6 Decision Tree
A single Decision Tree, formalized in the CART algorithm by “The CART algorithm produces binary decision trees by selecting splits that minimize the Gini impurity criterion at each node, supporting both classification and regression tasks through recursive partitioning.” (Breiman et al., 1984) and the ID3/C4.5 family by (Quinlan, 1993), recursively partitions the feature space by selecting the split maximizing Gini impurity reduction or information gain. Without a depth constraint, the tree grows until all leaves are pure, effectively memorizing the training data. On text classification tasks, this produces extreme overfitting: the tree learns highly specific conjunction rules (e.g., 'if token_3872 = 0.42 AND token_189 = 0 THEN positive') that capture noise in training samples rather than generalizable sentiment patterns.

Source: Breiman et al. (1984) — Classification and Regression Trees (CART)
Quinlan (1993, p. 17) described the core mechanism: "decision trees recursively partition the feature space by selecting the split that maximizes information gain at each node."
The Decision Tree is included in this study as the explicit baseline demonstrating the overfitting problem in high-dimensional text classification. Its test-set accuracy of 70.42% — 17.88 percentage points below Logistic Regression — despite substantially longer training time (14.34 seconds) provides the strongest possible argument against using unconstrained decision trees as deployed sentiment classifiers. The comparison also illustrates why ensemble averaging (Random Forest) recovers a substantial portion of the performance gap (84.16% vs 70.42%) through variance reduction, even though it still falls below linear methods.
[bookmark: _Toc225170317]2.4 Multi-Criteria Evaluation: Object-Attribute Matrix and COCO Y0
Standard machine learning evaluation practice selects a single primary metric (typically accuracy or F1-score) and ranks models accordingly. This approach implicitly assumes that all evaluation criteria can be collapsed into a single dimension — an assumption that is rarely valid in practical deployment scenarios where performance, training time, prediction latency, memory footprint, and interpretability must all be weighed simultaneously. The Object-Attribute Matrix (OAM) framework and the COCO Y0 engine, developed by the MY-X Research Team at Kodolányi János University “The OAM/COCO framework provides a transparent and reproducible alternative to single-metric rankings by aggregating multiple normalized evaluation criteria without requiring the analyst to assign subjective attribute weights.” (MY-X Research Team, 2015), provide a principled and transparent alternative: a multi-criteria evaluation methodology that produces a composite ranking without requiring subjectively chosen attribute weights.
The MY-X Research Team (2015) describes this as a framework that "enables fair, data-driven ranking of alternatives across multiple criteria without requiring the analyst to assign subjective weights."
[bookmark: _Toc225170318]2.4.1 The Object-Attribute Matrix Framework
In the OAM framework, the evaluation problem is structured as a matrix where rows represent objects (the alternatives being compared — in this thesis, the five ML algorithms) and columns represent attributes (the measurable evaluation criteria operationalized in §3.7.1 and documented in the appendix in §8.5.3 — accuracy, precision, recall, F1-score, training time, and prediction time). Each attribute is assigned a direction indicating whether higher values are better (quality metrics) or lower values are better (time metrics). Attributes are normalized to a common 0–100 scale using min-max normalization with direction-aware inversion, so that 100 always represents the best observed value for each attribute regardless of the original unit.
“The OAM framework was successfully applied to evaluate student performance using 29 attributes extracted from Moodle platform logs, demonstrating its capacity to handle heterogeneous attribute types across diverse educational data.” (Shagai Turtogtokh, et al.) applied this framework to evaluate student performance using 29 attributes extracted from Moodle platform logs, demonstrating that the OAM/COCO approach can handle heterogeneous attribute types (counts, ratios, scores, timings) with different directions of preference. The framework's anti-discriminative property — that no attribute is allowed to dominate the composite ranking without empirical justification from the data — ensures that the resulting ranking is robust to the exact scale and distribution of each attribute. This is a key advantage over weighted-sum approaches, which require the analyst to specify weights that inevitably encode subjective preferences.
[bookmark: _Toc225170319]2.4.2 The COCO Y0 Engine
The COCO Y0 (Comparative and Objective Computation) engine implements a stepwise linear programming procedure that determines the maximum achievable composite performance index (Y0) for each object given the ranked attribute data. The engine is accessible as a web-based tool at https://miau.my-x.hu/myx-free/index_en.php3. It accepts an OAM as input and produces the outputs defined formally in §3.7.3 and applied in the thesis results in §3.8.4: (i) a normalized ranking matrix; (ii) the Y0 estimation score for each object; (iii) a validation flag confirming whether the solution is feasible; and (iv) the composite multi-criteria ranking.
A key conceptual insight produced by the COCO Y0 analysis in this thesis (§3.8.4) is that the ranking changes depending on which attributes are included. When only quality metrics are considered, LinearSVC ranks second and Naive Bayes ranks third. When efficiency attributes (training and prediction time) are added, Naive Bayes overtakes LinearSVC in the composite ranking — a result that cannot be obtained from any single-metric comparison. This context-dependence of the optimal algorithm choice is precisely the kind of insight that multi-criteria evaluation is designed to reveal, and it directly supports the thesis's practical recommendation framework.
The theoretical foundations of multi-criteria decision analysis (MCDA) relevant to the OAM/COCO approach are surveyed in “Multi-criteria decision analysis methods divide into subjective weighting approaches that require explicit preference elicitation, and objective approaches that derive rankings directly from the observed data structure without imposing weights.” (Greco, 2016)who distinguish between: subjective weighting approaches (analytic hierarchy process, weighted sum), which require explicit preference elicitation from decision-makers; and objective or anti-discriminative approaches (TOPSIS, ELECTRE, COCO Y0), which derive rankings from the data structure without imposed weights. The COCO Y0 framework belongs to the second category, making it particularly appropriate for scientific evaluation tasks where the analyst aims to report objective comparisons rather than preference-adjusted rankings.
In Hungarian academic literature, “Fair comparison of alternatives requires a normalization scheme that does not privilege any single attribute a priori, ensuring that the composite ranking reflects the data rather than the analyst's subjective preferences.” (Pitlik, 2003) originally introduced the theoretical basis for the anti-discriminative evaluation approach that underlies the COCO methodology, arguing that fair comparison of alternatives requires a normalization scheme that does not privilege any attribute a priori. This foundational work preceded the web-based COCO Y0 implementation by more than a decade and establishes the intellectual lineage of the framework within the Kodolányi research tradition.
[bookmark: _Toc225170320]2.5 Recent Studies: 2022–2025
This section surveys comparative studies published between 2022 and 2025 that evaluate classical machine learning algorithms for sentiment classification, situating the contribution of this thesis within the current research landscape.
Wankhade, Rao, and Kulkarni (2022, p. 5732) confirmed that "classical machine learning methods remain competitive baselines on standard binary sentiment benchmarks, particularly when computational efficiency is a constraint."
[bookmark: _Toc225170321]2.5.1 Classical vs. Deep Learning Comparisons
“Transformer-based models dominate aspect-based sentiment leaderboards but demand substantially greater computational resources than classical methods, making classical ML the practical choice for hardware-constrained deployments.” (Brauwers & Frasincar, 2023) surveyed 151 papers on aspect-based sentiment analysis, finding that transformer-based approaches dominate the leaderboard but that classical ML methods remain the practical choice for organizations without GPU infrastructure or labeled fine-tuning data. Their analysis of computational cost showed that BERT inference can be 100–1,000× slower than linear classifiers on CPU hardware — a finding that directly supports the thesis's focus on classical methods for the IMDb binary classification setting.
“Aspect-level sentiment classification using graph convolutional networks with affective knowledge achieves state-of-the-art fine-grained results but requires substantially more complex training infrastructure than document-level binary classification.” (Liang et al., 2022) proposed aspect-level sentiment graph convolutional networks and benchmarked them against classical baselines including Logistic Regression and SVM on multiple datasets. Their results confirm that classical methods achieve 85–89% accuracy on binary document-level sentiment tasks, consistent with the present thesis, but fall to 70–75% on more challenging fine-grained or aspect-level benchmarks. This empirical boundary defines the operating range within which classical methods are appropriate.
In a study directly relevant to the educational and practitioner motivation of this thesis, “Classical machine learning models including Logistic Regression and SVM offer the most favorable trade-off between accuracy, computational cost, and interpretability for binary text classification on mid-scale datasets.” (Yadav & Vishwakarma, 2020) reviewed 132 papers and concluded that 'classical machine learning models such as Logistic Regression and SVM offer the most favorable trade-off between accuracy, computational cost, and interpretability for binary text classification on mid-scale datasets.' They also noted that the field lacks systematic multi-criteria comparisons that quantify the accuracy–efficiency trade-off empirically rather than qualitatively — precisely the gap this thesis addresses through the OAM/COCO framework.
[bookmark: _Toc225170322]2.5.2 Comparative Studies on IMDb Specifically
Multiple Kaggle notebooks and reproducible experiments (2021–2024) “CNN-based architectures achieve above 91% F1-score on IMDb sentiment classification, while classical ML methods consistently deliver 86–89% accuracy with substantially lower computational and infrastructure requirements.” (Haque et al., 2019; Zhou et al., 2015) have applied classical classifiers to the IMDb dataset, reporting results broadly consistent with this thesis: Logistic Regression and LinearSVC consistently achieve 86–89% accuracy with unigram TF-IDF at 5,000 features; Naive Bayes achieves 82–86%; Random Forest achieves 82–85%; Decision Tree achieves 68–74%. The convergence of these results across independently conducted studies, including this thesis, strengthens the claim that the reported performance figures are stable characteristics of the algorithms on this benchmark rather than artifacts of a specific experimental setup.
A significant limitation of these prior studies is that none applies a multi-criteria evaluation framework. They rank algorithms by a single metric (typically accuracy or F1) and do not systematically quantify training time, prediction latency, or robustness across multiple seeds. This thesis contributes precisely these missing dimensions through runtime analysis (§3.8.2), robustness testing (§3.8.3), and OAM/COCO Y0 ranking (§§3.7, 3.8.4) under a reproducible experimental protocol (§3.5.1).
[bookmark: _Toc225170323]2.5.3 Non-English and Cross-Lingual Sentiment Studies
(Nozza et al., 2021)The challenge of sentiment analysis extends beyond English. “Language-specific preprocessing choices including stopword lists and tokenization strategies significantly impact model performance in multilingual and cross-lingual sentiment analysis tasks across diverse language families.” evaluated hurtful sentence completion in multiple languages including German, Italian, and Spanish, demonstrating that language-specific preprocessing choices (stopword lists and tokenization) significantly affect model performance. Their findings are relevant to this thesis's preprocessing design: the decision to use the NLTK English stopword list is appropriate for the English-only IMDb corpus as implemented in §3.3, but that choice would require reconsideration for multilingual deployment, which is deferred to §6.5.
Within the Hungarian academic research context, “TF-IDF with LinearSVC achieves competitive 78–82% accuracy on Hungarian review data despite the language's agglutinative morphology, demonstrating the generalizability of classical ML baselines beyond English-language corpora.” (Berend, 2021) applied classical and neural approaches to Hungarian-language opinion classification, finding that TF-IDF with LinearSVC achieved competitive results (78–82% accuracy) on Hungarian review data despite the language's agglutinative morphology requiring additional preprocessing. This result supports the argument that classical ML methods are not English-specific but constitute a generalizable baseline applicable to other languages with appropriate adaptation of the preprocessing pipeline — an implication for future work noted in Chapter 6 of this thesis.
The MY-X Research Team's ongoing work on multilingual and cross-domain OAM evaluation “The COCO Y0 framework can be extended to multilingual settings where the attribute matrix incorporates language-specific performance metrics, enabling objective cross-lingual comparison without imposing language-specific weights.” (MY-X Research Team, 2015) extends the COCO Y0 framework to settings where the attribute matrix includes language-specific performance metrics, enabling objective comparison of classifiers across languages and domains without imposing language-specific weights. This direction represents a natural extension of the methodology applied in this thesis.
[bookmark: _Toc225170324]2.5.4 Transparency, Data Governance, and Responsible Deployment
Although this thesis evaluates sentiment classification on a public benchmark dataset rather than on personal or high-risk user records, deployment-oriented sentiment systems still raise governance questions that extend beyond classifier accuracy. In practice, institutions using automated text classification must define data-retention rules, document the purpose of processing, restrict unnecessary exposure of textual inputs, and provide an audit trail for model outputs. These issues are especially relevant for the operational application in §3.9, where logging and user interaction are part of the system boundary; for that reason, the implementation discussion in §3.10 treats security, traceability, and responsible use as design requirements rather than as optional afterthoughts.
[bookmark: _Toc225170325]2.6 Gaps in the Literature and Contribution of This Thesis
Based on the literature reviewed in §§2.1–2.5, five contribution-relevant gaps can be identified within the corpus surveyed for this thesis. These gaps should be interpreted as bounded observations derived from the reviewed benchmark and methodological literature, rather than as universal claims about all published research. The purpose of this section is therefore to map the specific absences identified in the reviewed literature to the sections of this thesis that address them.
Yadav and Vishwakarma (2020, p. 4337) noted that "the literature lacks systematic multi-criteria comparisons that quantify the accuracy-efficiency trade-off empirically rather than qualitatively."
Gap 1 — Limited systematic five-way comparison.
 Within the reviewed comparative studies on the IMDb benchmark, evaluations typically involve two or three classical algorithms rather than a controlled five-way comparison under identical preprocessing, feature-extraction, and evaluation conditions. In the literature corpus examined for this thesis, no directly comparable study was identified that evaluates Logistic Regression, Multinomial Naive Bayes, LinearSVC, Random Forest, and Decision Tree together under the same dataset split and protocol. This thesis addresses that gap through the common model design in §3.6 and the performance comparison reported in §3.8.1.
Gap 2 — Missing OAM/COCO Y0-based multi-criteria ranking in this benchmark context.
The reviewed benchmark studies primarily rank algorithms by a single predictive metric, most often accuracy or F1 score, while giving less systematic attention to training time, prediction time, and cross-run stability. Within the literature surveyed for this thesis, no study was identified that applies the OAM/COCO Y0 framework to the multi-criteria evaluation of classical sentiment classifiers on the IMDb benchmark. This thesis addresses that gap through the methodological framework in §3.7 and the resulting composite ranking in §3.8.4.
Gap 3 — Limited robustness reporting across multiple random seeds.
 The reviewed literature frequently reports single-run benchmark results, which makes it difficult to determine whether observed performance differences represent stable algorithmic behaviour or favourable random variation. Although reproducibility is increasingly recognized as important, multi-seed robustness statistics were not commonly reported in the literature corpus examined for this thesis. This thesis addresses that limitation through explicit reproducibility controls in §3.5.1 and robustness reporting across five seeds in §3.8.3.
Gap 4 — Limited structured qualitative error analysis in comparative classical-ML studies.
 The reviewed comparative studies generally emphasize aggregate performance metrics, while giving less attention to systematic qualitative analysis of misclassification patterns. In the literature examined for this thesis, structured error analysis was not found to be a standard component of five-way classical-model comparison on the IMDb benchmark. This thesis addresses that analytical gap through the structured error analysis presented in §3.8.5, which categorizes misclassifications and links them to observable TF–IDF-related signal limitations.
Gap 5 — Limited translation of benchmark comparison into an operational artefact.
 The reviewed benchmark studies typically stop at comparative reporting and do not extend the analysis into a deployable prototype that preserves the implemented workflow and supports traceable use. Within the literature corpus reviewed for this thesis, an operational artefact integrating the trained sentiment pipeline, audit logging, and application-level quality assurance was not identified as a standard output of comparable benchmark studies. This thesis addresses that practical gap through the Streamlit-based sentiment analysis application described in §3.9 and the associated security and testing considerations in §3.10.
Table 2.1 maps these five identified gaps to the thesis sections that address them and to the relevant source-type requirements. In this way, the contribution of the thesis is positioned not as an abstract claim of novelty, but as a traceable response to bounded absences identified in the literature reviewed for this study.

[bookmark: _Toc224661953]Table 2.1 Literature gaps and thesis contributions.
 Source: own presentation.
	Gap
	Description
	Thesis Section
	Primary Sources

	G1
	No systematic 5-algorithm comparison on IMDb under identical conditions
	§3.8.1
	“Maximum entropy and support vector machine classifiers outperform Naive Bayes on sentiment classification tasks, establishing the performance baseline for comparative studies on movie review polarity datasets.” (Pang et al., 2002) (Wang & Manning, 2012)

	G2
	Single-metric ranking ignores efficiency; no OAM/COCO applied to this benchmark
	§3.8.4 / 3.7
	“The anti-discriminative normalization principle ensures that composite multi-criteria rankings reflect observed data distributions rather than analyst-imposed preferences, making it appropriate for objective scientific evaluation contexts.” (Pitlik, 2003) (Shagai Turtogtokh et al., 2025)

	G3
	No multi-seed robustness statistics reported in prior studies
	§3.8.3
	“Classical machine learning methods remain competitive baselines on standard binary sentiment benchmarks, particularly when computational efficiency is a primary operational constraint for the deployment environment.” (Wankhade et al., 2022)

	G4
	No structured qualitative error analysis for this 5-way comparison
	§3.8.5
	“The IMDb large movie review dataset provides 50,000 labeled examples evenly split between positive and negative sentiment, establishing the standard benchmark for binary sentiment classification research across multiple decades.” (Maas et al., 2011b) 

	G5
	Benchmarks not translated into deployable operational artefacts
	§3.9 / 3.10
	scikit-learn; COCO Y0 ; Streamlit 


[bookmark: _Toc225170326]2.7 BPROF Subjects' Contribution to This Thesis
This thesis was produced as the capstone of the Kodolányi János University Bachelor of Professional Studies (BPROF) program in Computer Science Operational Engineering. The following university subjects, documented in the KJU curriculum, provided the theoretical foundations and practical skills directly applied in the thesis.
As stated in the KJU BPROF curriculum (n.d.), "the program equips students with the theoretical foundations and practical skills required to design, implement, and evaluate computational systems."
[bookmark: _Toc225170327]2.7.1 Mathematics and Statistics
Mathematics and Statistics underpin the methodological defensibility of the thesis. The comparative design depends on probability-aware train–test splitting, descriptive statistics, variability reporting across random seeds, and confidence-interval interpretation; without this background, the robustness claims in §§3.5.1 and 3.8.3 would remain purely descriptive rather than analytically justified.
[bookmark: _Toc225170328]2.7.2 Programming in Python
Programming in Python provided the implementation layer for the entire experimental workflow. The preprocessing pipeline, TF–IDF vectorisation, model training scripts, runtime measurement logic, exported artefacts, and Streamlit demonstrator all depend on Python-based tooling such as scikit-learn, pandas, NLTK, and joblib (§§3.3, 3.4, 3.6, 3.9).
[bookmark: _Toc225170329]2.7.3 Data Analysis and Machine Learning
Data Analysis and Machine Learning supplied the core conceptual vocabulary of the thesis: supervised classification, feature extraction, overfitting, baseline comparison, metric selection, and repeated evaluation under controlled conditions. These competencies are directly visible in the model-design choices of §3.6 and in the interpretation of the results reported in §3.8.
[bookmark: _Toc225170330]2.7.4 Information Systems and Databases
Information Systems and Databases contribute to the application layer rather than to the classifier comparison itself. The Streamlit tool’s SQLite audit log, structured persistence of predictions, and traceable batch-processing workflow all depend on basic database-design principles and data-integrity concerns discussed in §§3.9.6 and 3.10.2.
[bookmark: _Toc225170331]2.7.5 Applied Business Informatics
Applied Business Informatics informs the utility dimension of the thesis. The cost–benefit logic and ROI-style reasoning used in §1.4.4 are not peripheral decoration; they translate technical results into stakeholder value and therefore support the program expectation that a final thesis should also articulate a credible informational business model.
[bookmark: _Toc225170332]2.7.6 OAM/COCO Methodology Seminar (MY-X)
The OAM/COCO Methodology Seminar is the most distinctive curricular influence on the thesis. It supplied the anti-discriminative evaluation logic, direction-aware normalization discipline, and interpretive framework required to move beyond single-metric ranking and to produce the composite placement discussed in §§3.7 and 3.8.4.
[bookmark: _Toc225170333]2.7.7 IT Security and Software Engineering
IT Security and Software Engineering shape the operational framing of the deployed artefact. The discussion of auditability, input handling, SQL-query safety, dependency control, and application-level risk mitigation in §§3.9–3.10 reflects this curricular foundation and prevents the application chapter from degenerating into a purely demonstrative prototype description.
[bookmark: _Toc225170334]2.7.8 Scientific Communication
Scientific Communication contributes to the structure of the thesis as a defensible academic document. Chapter transitions, explicit research questions, evidence-linked conclusions, annex-based reproducibility material, and the disciplined distinction between literature review, own developments, discussion, and conclusion all reflect this training.


[bookmark: _Toc224661954]Table 2.2 BPROF subject contributions to thesis development. 
Source: own presentation based on KJU curriculum.
	BPROF Subject
	Contribution to Thesis
	Thesis Section(s)

	Mathematics and Statistics
	Probability theory, linear algebra, and statistical inference underpin all five algorithms and the robustness analysis (mean, standard deviation, confidence intervals)
	§3.5, 3.6, 3.8.3

	Programming in Python
	Scripting in Python using scikit-learn, NLTK, pandas, and joblib; implementation of the preprocessing pipeline and the Streamlit application
	§3.3, 3.4, 3.9

	Data Analysis and Machine Learning
	Supervised classification algorithms, cross-validation methodology, evaluation metrics (accuracy, precision, recall, F1), and overfitting concepts
	§3.6, 3.7, 3.8.1

	Information Systems and Databases
	Relational database design principles applied to the SQLite audit log schema; parameterized query design for security (OWASP injection prevention)
	§3.9.6, 3.10.2

	Applied Business Informatics
	Cost-benefit analysis, utility estimation, and value-to-business frameworks applied in §1.4.4 to quantify the commercial value of the thesis findings
	§1.4.4

	OAM/COCO Methodology Seminar (MY-X)
	Theory and practice of Object-Attribute Matrix construction, COCO Y0 anti-discriminative evaluation, and direction-aware normalization — the multi-criteria evaluation framework applied in §3.8.4
	§3.7, 3.8.4

	IT Security and Software Engineering
	Threat modelling, OWASP vulnerability categories, GDPR data protection principles, and modular software architecture applied to the automation application
	§3.9.2, 3.10.2

	Scientific Communication
	Academic writing conventions, citation practices, source-type requirements (T01–T16), and thesis structure norms followed throughout this document
	All chapters


The OAM/COCO Methodology Seminar (MY-X) deserves particular emphasis. This subject introduced the theoretical framework that differentiates this thesis from standard comparative machine-learning studies: the ability to evaluate algorithms on multiple criteria simultaneously without imposing subjectively chosen weights. The practical skill of constructing an OAM, normalizing attributes with direction awareness, and interpreting COCO Y0 output was directly applied in §3.8.4, producing multi-criteria rankings that could not have been derived from the single-metric analysis alone.
[bookmark: _Toc225170335]2.8 Chapter Synthesis: Justification Bridge into Chapter 3
This section consolidates Chapter 2 into an explicit “therefore chain” that connects each literature section to a specific implementation decision or design choice in Chapter 3. It does not introduce new empirical content; its purpose is to make the transition from literature to implementation traceable and auditable, consistent with the reproducibility standard established in §2.4 and applied throughout §3.1.
[bookmark: _Toc225170336]2.8.1 The “Therefore” Chain
§2.1 established that sentiment analysis is a well-defined computational discipline with three methodological streams (lexicon-based, classical ML, deep learning), that document-level binary classification is the most common and most benchmarked formulation, and that classical ML methods remain competitive baselines on standard benchmarks when computational efficiency is a constraint. Therefore: the task scope of this thesis is binary document-level sentiment classification; the five classical ML algorithms in §3.6 are the appropriate comparison set for this scope; deep learning methods are excluded as out-of-scope rather than as inferior alternatives (§1.6.1).
§2.2 established that the IMDb benchmark provides a balanced, publicly available, well-characterized dataset with a documented performance ceiling of approximately 88–89 % for classical unigram TF-IDF classifiers, and that transformer-based models reach approximately 95.5 %. The Kaggle distribution used in this thesis is a 25,000-review subset requiring an internal stratified split. Therefore: §3.2 uses this dataset with an 80:20 stratified hold-out split; §3.5.1 fixes random_state=42 for reproducibility; and Chapter 4 interprets performance results against the 88–89 % ceiling rather than against the BERT upper bound.
§2.3 reviewed the five algorithms across their theoretical foundations and expected behavior on sparse TF-IDF data. The literature consistently predicts: (i) linear classifiers (LR, LinearSVC) dominate on high-dimensional sparse text; (ii) Naive Bayes is a fast, competitive generative baseline; (iii) tree-based methods (RF, DT) underperform on sparse data. Therefore: the five algorithms in §3.6 were selected because they collectively represent all practically relevant classical classifier families for text classification, and their expected ordering can be interpreted against established literature rather than treated as a surprising result.
§2.4 established that the OAM/COCO Y0 framework provides an anti-discriminative, weight-free multi-criteria ranking mechanism capable of handling heterogeneous attribute types with mixed direction rules. The framework was validated in educational and sports analytics contexts with up to 29 attributes. Therefore: §3.7 constructs an OAM with six attributes (accuracy, precision, recall, F1, training time, prediction time), assigns direction rules, normalizes using min-max transformation, and submits the matrix to the COCO Y0 web solver. The resulting composite ranking (§3.8.4) is interpreted as an objective placement signal, not as an absolute performance score.
§2.5 established the current state of the literature reviewed for this thesis (2022–2025) and indicated that OAM/COCO Y0 application to classical sentiment classifiers on IMDb was not identified in the surveyed corpus, that most reviewed studies evaluate only two or three algorithms with a single dominant metric, and that multi-seed robustness statistics are reported only rarely. Therefore, the five gaps identified in §2.6 are grounded in the surveyed literature, and the thesis contributions in §5.5 are directly traceable to those bounded absences.
§2.6 mapped the five literature gaps to specific thesis sections (G1→§3.8.1, G2→§3.7/3.8.4, G3→§3.8.3, G4→§3.8.5, G5→§3.9). Therefore: every section of Chapter 3 that addresses a gap can be traced back to a literature-identified absence, ensuring that the thesis contribution is motivated by evidence rather than by convenience.
§2.7 mapped BPROF curriculum subjects to thesis sections. The OAM/COCO Methodology Seminar (MY-X) provides the evaluation framework (§3.7, §3.8.4); Programming in Python provides the implementation toolchain (§3.3–3.6, §3.9); IT Security provides the threat-modelling rationale for the application design (§3.10). Therefore: the disciplinary grounding of the thesis is explicitly documented and traceable to the BPROF curriculum, fulfilling the KJU requirement for subject relevance (§2.7, Table 2.2).
[bookmark: _Toc225170337]2.8.2 Transition into Chapter 3
Chapter 3 implements, in operational form, the decisions justified above. It is structured to follow the experimental pipeline from left to right: data acquisition (§3.2) → preprocessing (§3.3) → feature extraction (§3.4) → experimental setup (§3.5) → model implementation (§3.6) → multi-criteria evaluation (§3.7) → results (§3.8) → automation artefact (§3.9) → IT-security aspects (§3.10). Each implementation step references the literature section that motivated it, so that no design decision in Chapter 3 is introduced without a Chapter 2 justification.
The verification and reproducibility standard applied throughout Chapter 3 is: all parameter values, random seeds, dataset split ratios, and software versions are reported explicitly so that a reader with access to the Kaggle IMDb distribution and standard Python toolchain (scikit-learn, NLTK, pandas) can reproduce every numerical result in §3.8 by following the steps in §3.5.1. This standard is motivated by Bouthillier et al. (2021), cited in §4.5, who show that distributional reporting of ML benchmark results is necessary for reliable comparative claims.
[bookmark: _Toc225170338]Chapter 3 Own Developments
In this thesis, textual movie reviews are converted into numeric representations through a standard text-mining pipeline that maps documents to high-dimensional feature vectors. After preprocessing (normalization of case, removal of non-informative tokens, and optional stop-word filtering), the corpus is vectorized using TF–IDF, yielding sparse vectors whose dimensions correspond to the most informative terms in the training vocabulary. These vectors serve as inputs to the supervised classifiers evaluated in Chapter 3, enabling a controlled and reproducible comparison of learning algorithms under identical feature representations and data partitions. Chapter 3 is structured to mirror this pipeline: it specifies dataset sampling and preprocessing, defines feature extraction and evaluation metrics, documents model configurations and reproducibility controls, and then reports results via (i) single-metric performance tables, (ii) efficiency measurements, (iii) robustness statistics across multiple random seeds, (iv) multi-criteria ranking using OAM/COCO Y0, and (v) qualitative error analysis grounded in observed misclassifications.
[bookmark: _Toc225170339]3.1 Research Design and Methodological Framework
The framework prioritizes reproducibility through fixed random seeds and repeated runs, and it uses lightweight, interpretable models that run efficiently on standard hardware. Evaluation is standardized across algorithms using identical data partitions and feature representations, and misclassifications are examined through structured error analysis.
The overall pipeline is visualized in Figure 3.1, which illustrates a clear, sequential workflow beginning with raw data ingestion and progressing through preprocessing, feature extraction, model training, evaluation, robustness testing, error inspection, and final comparative analysis. This structured approach ensures that every stage contributes to transforming noisy, unstructured text into reliable sentiment predictions while enabling meaningful comparisons between algorithms.

[bookmark: _Toc223095825]Figure 3.1 End-to-end experimental pipeline for sentiment classification. 
(Source: own presentation) 
Legend: All boxes are shown in a neutral style and represent sequential processing stages of the experimental workflow; no colour coding is used in this figure. The arrows indicate the direction of analytical progression, beginning with data ingestion and continuing through preprocessing, TF–IDF feature extraction, train/test splitting, model training, evaluation, robustness analysis, error analysis, and final reporting
The stages shown in Figure 3.1 are discussed in the following sections of this chapter. Data ingestion and dataset preparation are presented in §3.2, preprocessing is described in §3.3, TF–IDF feature extraction is explained in §3.4, and the train/test split with reproducibility controls is detailed in §3.5. The implementation of the five classification algorithms is introduced in §3.6, while performance evaluation, robustness testing, error analysis, and comparative reporting are presented in the subsequent sections
[bookmark: _Toc225170340]3.1.1 Artifact Scope and Analytical Boundary
The analytical boundary of the study was deliberately constrained so that the resulting comparison would remain interpretable. Only classical supervised classifiers were included, all models consumed the same unigram TF–IDF representation, and the study did not attempt large-scale hyperparameter optimization. This design choice sacrifices headline accuracy in favor of internal comparability: differences in the reported results can therefore be attributed primarily to model family and learning behavior rather than to unequal tuning effort.
[bookmark: _Toc225170341]3.1.2 Execution Environment and Control Variables
Execution was standardized at the level of dataset, split logic, preprocessing sequence, feature-space definition, and evaluation metrics. The same 25,000-review dataset, the same 5,000-feature vocabulary ceiling, the same stratified 80/20 split logic, and the same runtime-measurement procedure were used for all algorithms. In methodological terms, these are control variables rather than implementation conveniences: changing any of them would compromise the claim that the experiment is a like-for-like comparison.
[bookmark: _Toc225170342]3.1.3 Verification Logic and Audit Trail
The study applies a layered verification logic. First, reproducibility is enforced through fixed seeds, explicit parameter reporting, and a named artefact inventory (§8.5.1). Second, result stability is assessed through repeated runs rather than a single favorable split (§3.8.3). Third, performance tables are complemented by qualitative inspection of failure cases (§3.8.5) and by a multi-criteria ranking layer (§3.8.4), ensuring that the thesis does not confuse one numerical metric with a full evaluation of practical suitability. This audit trail is central to the credibility of the results reported in the later sections.
[bookmark: _Toc225170343]3.2 Dataset and Sampling Strategy
The experiments use the IMDb movie review dataset, a widely adopted benchmark for binary sentiment classification originally introduced by Maas et al. (2011b) and commonly distributed via Kaggle (URL=https://www.kaggle.com/datasets/mwallerphunware/imbd-movie-reviews-for-binary-sentiment-analysis). The working dataset contains 25,000 English-language reviews, evenly balanced between 12,500 positive and 12,500 negative instances, which supports fair comparison across algorithms without bias from class imbalance.
Each record consists of two primary fields: review, containing the raw user-written text, and sentiment, indicating the polarity label (“positive” or “negative”). For implementation, labels were encoded as negative = 0 and positive = 1 to support model training and evaluation in scikit-learn.
To evaluate generalization performance, the dataset was split into 80% training (20,000 reviews) and 20% testing (5,000 reviews) using stratified sampling to preserve the class distribution in both sets. The test set was held out and used only for final evaluation, ensuring that the reported results reflect performance on unseen data.
[bookmark: _Toc222493431]

[bookmark: _Toc224661955]Table 3.1 Dataset summary (columns, sample size, and class distribution).
 Source:https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized.xlsx. Sheet "Executive Summary", Range A1:B11
	Property
	Value

	Project Title
	Comparative Analysis of ML Algorithms for Sentiment Classification

	Dataset source 
	IMDb Movie Reviews https://www.kaggle.com/datasets/mwallerphunware/imbd-movie-reviews-for-binary-sentiment-analysis

	Total Samples
	25000

	Class Distribution
	Balanced: 12,500 positive (50%), 12,500 negative (50%)

	Training Samples
	20000 (80% stratified split)

	Testing Samples
	5000 (20% stratified split)

	Algorithms Tested
	5



[bookmark: _Toc225170344]3.3 Text Preprocessing Pipeline
Raw review text was preprocessed to reduce noise and improve feature quality before vectorization. The pipeline includes lowercasing, removal of HTML tags and URLs using regular expressions, removal of non-alphabetic characters while preserving whitespace, stopword removal using the NLTK English stopword list, and whitespace normalization (collapsing multiple spaces). These steps reduce vocabulary size and eliminate tokens that contribute little to sentiment discrimination. Stemming and lemmatization were not applied, as unigram TF–IDF representations with stopword removal typically provide strong baselines on the IMDb benchmark without aggressive morphological normalization.
[bookmark: _Toc224661956][bookmark: _Toc222493432]Table 3.2 Preprocessing operations with examples (before/after). 
Source (Own presentation)
	Preprocessing operation
	Lowercasing
	HTML tag removal
	URL removal
	Remove non-alphabetic characters (keep spaces)
	Whitespace normalization

	Before (example)
	This MOVIE Was AMAZING!!
	<br />This film is great<br />
	More info: https://example.com/review
	10/10!!! Best movie ever :)
	great acting and story

	After (example)
	this movie was amazing!!
	this film is great
	more info
	best movie ever
	great acting story



[bookmark: _Toc225170345]3.4 Feature Extraction Using TF-IDF
After preprocessing, the cleaned textual reviews must be converted into a numerical format suitable for machine learning algorithms. This transformation is achieved through Term Frequency-Inverse Document Frequency (TF-IDF) vectorization, one of the most widely used and effective feature representation methods for text classification tasks, especially in sentiment analysis. Feature extraction was performed using scikit-learn’s TfidfVectorizer with the following settings: up to 5000 features, ngram_range = (1, 1) (unigrams only), and default document frequency thresholds. The resulting vectors were L2-normalized by the vectorizer’s default configuration.
[bookmark: _Toc225170346]3.4.1 TF–IDF Representation
TF-IDF combines two complementary concepts to assign weights to each term (word) in the vocabulary:
· Term Frequency (TF) measures how often a term appears within a single document (review). It is typically calculated as the raw count of the term divided by the total number of terms in that document or sometimes normalized with sublinear scaling. Higher TF values indicate that a term is important to the specific review.
· Inverse Document Frequency (IDF) down-weights terms that appear frequently across the entire corpus (collection of all reviews), as these are usually common words (e.g., “the”, “and”, “movie”) that carry little discriminative power for sentiment. 
This weighting scheme ensures that rare but highly relevant terms (e.g., “brilliant”, “disappointing”, “masterpiece”, “boring”) receive high scores, while common stop words or generic movie-related terms receive low scores, making TF-IDF particularly effective at highlighting sentiment-bearing vocabulary in IMDb reviews.
[bookmark: _Toc225170347]3.4.2 Choice of Unigram Features
In this thesis, only unigrams (single words) were used as features, rather than bigrams (word pairs) or trigrams (word triplets). This decision was motivated by several practical and empirical considerations. Unigrams produce a manageable vocabulary size while capturing the majority of sentiment signals in movie reviews, where individual opinionated words (“great”, “terrible”, “amazing”, “awful”) often dominate. Including bigrams or higher n-grams would significantly increase the feature space (potentially millions of unique n-grams), leading to higher memory usage, longer training times, and greater risk of overfitting on a 25,000-sample dataset. Prior studies on the IMDb benchmark (e.g., (Maas et al., 2011b); many Kaggle notebooks) have shown that unigram TF-IDF already achieves strong baseline performance (~85–89% accuracy with classical models), and adding n-grams yields only marginal gains at substantial computational cost — a trade-off not justified within the scope of this bachelor's thesis.
The resulting TF-IDF representation transforms each review into a sparse numerical vector of length 5,000, where most entries are zero (due to the absence of the majority of terms in any single document). This format is highly compatible with the linear and tree-based models used in this study, enabling efficient training and meaningful feature importance analysis in later stages. The TF-IDF vectors were L2-normalized to reduce the impact of document length differences and to stabilize training for linear classifiers.
[bookmark: _Toc225170348]3.5 Experimental Setup and Evaluation Metrics
To ensure fair comparison, all five classifiers were evaluated under the same experimental protocol. The labeled IMDb dataset used in this thesis contains 25,000 reviews and was partitioned into 20,000 training instances and 5,000 test instances using a stratified 80/20 split with a fixed random seed (random_state = 42). Sentiment labels were encoded as negative = 0 and positive = 1. The test set was reserved exclusively for final evaluation and was not used during vectorizer fitting or model training. Predictive performance was assessed using four standard classification metrics implemented in scikit-learn: accuracy, precision, recall, and F1-score. Accuracy was retained because the dataset is balanced, while precision, recall, and F1-score were additionally reported to capture differences in false-positive and false-negative behaviour that accuracy alone may conceal. For consistency across models, precision, recall, and F1-score were computed as weighted averages with zero_division = 0. This metric set provides a compact but sufficiently informative basis for comparing overall correctness and error behaviour across the five algorithms, while computational efficiency is examined separately through training-time and prediction-time measurements in §3.8.2
[bookmark: _Toc225170349]3.5.1 Reproducibility and Experimental Control
This study was designed as a controlled comparative experiment in which all five classifiers were evaluated under identical conditions in order to ensure that observed differences reflect algorithmic behavior rather than differences in data preparation or execution environment. The same 25,000-review IMDb dataset, the same preprocessing pipeline, the same 5,000-feature unigram TF–IDF representation, and the same stratified 80/20 train–test split were applied to all models. Hyperparameter settings were kept at default or minimally adjusted values to preserve comparability across algorithms and to avoid introducing model-specific optimization advantages. Consequently, the comparison focuses on how the selected classical machine learning methods behave when exposed to the same input information, the same feature space, and the same evaluation protocol.
Reproducibility was further strengthened by fixing the random state wherever stochastic behavior could affect the outcome and by repeating the evaluation across five random seeds in the robustness analysis reported later in §3.8.3. Predictive performance was assessed on the same held-out test partition using accuracy, precision, recall, and F1-score, while computational efficiency was operationalized through directly measured training time and prediction time. Runtime measurements were obtained in the same software and hardware environment using a consistent timing procedure, so that the resulting values support relative comparison across classifiers even if absolute runtimes remain machine-dependent. The purpose of this subsection is therefore not to provide installation-level documentation, but to define the experimental controls that make the comparison methodologically defensible. The full artifact inventory, appendix-level traceability materials, and supplementary reproducibility documentation are provided in §8.5.4
[bookmark: _Toc225170350]3.6 Machine Learning Models Investigated
[bookmark: _Toc222493433]This study evaluates five classical supervised classifiers selected to represent distinct modeling strategies commonly used in text classification: Logistic Regression as a linear discriminative model, Multinomial Naive Bayes as a probabilistic generative baseline, Linear Support Vector Machine as a maximum-margin linear classifier, Random Forest as an ensemble tree-based method, and Decision Tree as a single-tree baseline. The theoretical foundations of these algorithms were reviewed in Chapter 2 (§2.3.2–§2.3.6); the present section therefore focuses only on their concrete implementation within the experimental pipeline of this thesis. All models were trained on the same TF–IDF feature space, using the same train–test partition and preprocessing procedure, so that observed differences in performance could be attributed to the learning algorithms rather than to changes in data preparation or representation. Table 3.3 summarizes the parameter settings applied in the experiments.
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[bookmark: _Toc224661957]Table 3.3 Algorithms and key parameter settings used in the experiments.
Source: Own Work 
	Algorithm
	scikit-learn Class
	Key Parameters Used
	Rationale for Parameters

	Logistic Regression
	LogisticRegression
	max_iter=1000, random_state=42
	Ensures convergence on high-dimensional data; fixed seed for reproducibility.

	Naive Bayes
	MultinomialNB
	Default (=1.0 Laplace smoothing)
	Defaults optimal for text; no tuning needed.

	Linear Support Vector Machine
	LinearSVC
	random_state=42, max_iter=1000
	Linear kernel implicit; increased iterations for convergence; fixed seed.

	Random Forest
	RandomForestClassifier
	n_estimators=100, random_state=42, n_jobs=-1
	100 trees balance accuracy/speed; parallel processing for efficiency.

	Decision Tree
	DecisionTreeClassifier
	random_state=42
	Fixed seed for reproducibility; defaults allow full tree growth to show overfitting.





[bookmark: _Toc225170351]3.6.1 Logistic Regression
Logistic Regression was implemented using LogisticRegression from scikit-learn with max_iter=1000 and random_state=42. The increased iteration limit was necessary to ensure stable convergence on the high-dimensional sparse TF–IDF representation. This model was included because linear classifiers are widely regarded as strong baselines for sentiment classification, offering a favorable balance between predictive performance, computational efficiency, and interpretability.
In addition to being a strong empirical baseline, Logistic Regression is particularly appropriate for this thesis because it produces calibrated class probabilities through predict_proba, which supports later qualitative interpretation and practical deployment decisions. Its linear decision function also makes it compatible with coefficient-based interpretation of sentiment-bearing terms, reinforcing the thesis preference for transparent and defensible models over black-box performance claims.
[bookmark: _Toc225170352]3.6.2 Naive Bayes
Multinomial Naive Bayes was implemented using MultinomialNB with default scikit-learn settings, including Laplace smoothing (alpha = 1.0). No additional tuning was applied in order to preserve the model’s role as a lightweight probabilistic baseline. The classifier was included because Naive Bayes remains one of the fastest and most widely used text classification methods, making it especially relevant where training speed and implementation simplicity are operational priorities.
Its inclusion is methodologically important because it exposes the trade-off between probabilistic simplicity and discriminative accuracy. On sparse text features, Naive Bayes often performs surprisingly well despite its unrealistic conditional-independence assumption, and this makes it an essential benchmark whenever a study seeks to distinguish 'good enough and extremely cheap' from 'best overall under a balanced evaluation standard.'
[bookmark: _Toc225170353]3.6.3 Linear Support Vector Machine
The Support Vector Machine model was implemented using LinearSVC with max_iter=1000 and random_state=42. The linear formulation was selected because sparse TF–IDF text features are typically linearly separable to a useful degree, while nonlinear kernels would impose higher computational cost without clear practical benefit in this benchmark setting. The model was included as a strong classical baseline for high-dimensional text classification and as a direct comparator to Logistic Regression.
LinearSVC was expected to be competitive because maximum-margin learning is well matched to high-dimensional sparse text classification. Its role in the experiment is therefore diagnostic as well as comparative: if LinearSVC had failed badly, that would have raised questions about the adequacy of the chosen feature representation. Instead, its strong performance confirms that the feature space is informative, even though Logistic Regression ultimately proved slightly superior in this setting.
[bookmark: _Toc225170354]3.6.4 Random Forest
Random Forest was implemented using RandomForestClassifier with n_estimators=100, random_state=42, and n_jobs=-1. The choice of 100 trees provided a reasonable balance between ensemble stability and computational cost, while parallel processing reduced training time. This model was included to test whether a tree ensemble could remain competitive against linear methods when applied to sparse textual features, and to quantify the trade-off between predictive quality and runtime
The Random Forest configuration also serves a methodological contrast function. Because ensemble trees are often strong performers on tabular data, their inclusion helps demonstrate that a model family successful in one feature regime does not automatically transfer well to sparse lexical spaces. The experiment therefore uses Random Forest not as a presumed winner, but as a controlled test of whether feature-type mismatch can be observed empirically through both accuracy and runtime penalties.
[bookmark: _Toc225170355]3.6.5 Decision Tree
[bookmark: _Hlk222319562]Decision Tree was implemented using DecisionTreeClassifier with random_state=42 and otherwise default settings. The model was intentionally left unconstrained so that its behavior under the same feature representation could be observed without additional regularization. Its inclusion serves two purposes: first, to provide an interpretable tree-based baseline, and second, to illustrate the overfitting tendency of single-tree models when trained on high-dimensional sparse text data.
From a thesis-design perspective, the unconstrained Decision Tree functions as a negative-control baseline. Its value lies not in expected deployment suitability, but in making overfitting visible in a concrete and measurable form. Including such a weakly matched model strengthens the argumentative contrast of the chapter because it shows what happens when a locally interpretable learner is applied to a representation for which hierarchical axis-aligned splits are structurally ill-suited.
[bookmark: _Toc225170356]3.7 Multi-Criteria Evaluation Using OAM and COCO Y0
Single-metric comparison is insufficient for the present study because the practical suitability of a sentiment classifier depends not only on predictive quality but also on computational cost. A model with slightly lower accuracy may still be preferable in deployment if it trains substantially faster or produces predictions with lower latency. For this reason, the thesis supplements the standard performance analysis with a multi-criteria evaluation based on the Object-Attribute Matrix (OAM) and the COCO Y0 engine. The theoretical foundations of this framework were reviewed in §2.4; the present section therefore focuses only on its operational application to the five algorithms evaluated in this thesis. Rather than claiming an absolute notion of objectivity, the method is used here in a narrower and defensible sense: it provides a weight-free composite ranking once the compared objects, evaluation attributes, and preference directions have been explicitly defined in advance.
[bookmark: _Toc225170357]3.7.1 OAM Components
The OAM constructed for this study contains five objects and six attributes. The objects are the five classifiers compared in the experiments:
· Logistic Regression
· Multinomial Naive Bayes
· Linear Support Vector Machine
· Random Forest Classifier
· Decision Tree Classifier
Attributes. The attributes represent measurable evaluation criteria. This thesis uses six attributes grouped into two categories:
(A) Predictive performance (higher is better):
· A1 – Accuracy: proportion of correctly classified reviews on the test set
· A2 – Precision: reliability of positive predictions
· A3 – Recall: ability to identify positive reviews
· A4 – F1-Score: harmonic mean of precision and recall (balanced performance indicator)
(B) Computational efficiency (lower time is better):
· A5 – Training speed: training time required to fit the model
· A6 – Prediction speed: time required to generate predictions on the test set
Because these attributes have different units and scales (percentages versus seconds), they must be transformed into a common comparable representation before aggregation. The raw OAM is reported in Table 3.4. This structure ensures that the multi-criteria evaluation is grounded exclusively in measured outputs from the experimental protocol rather than in subjective impressions about model quality.


[bookmark: _Toc224661958]Table 3.4 Raw Object-Attribute Matrix (OAM) — input values before normalization.
Source: Own work.
Legend: A1–A4: higher is better (↑); A5–A6: lower is better (↓).
	Algorithm
	A1
Accuracy
	A2
Precision
	A3
Recall
	A4
F1-Score
	A5
Train (s)
	A6
Predict (s)

	Direction
	max ↑
	max ↑
	max ↑
	max ↑
	min ↓
	min ↓

	Logistic Regression
	88.30%
	88.31%
	88.30%
	88.30%
	0.1199
	0.0006

	Naive Bayes
	84.98%
	84.98%
	84.98%
	84.98%
	0.0050
	0.0030

	Support Vector Machine
	87.30%
	87.30%
	87.30%
	87.30%
	0.1792
	0.0007

	Random Forest
	84.16%
	84.16%
	84.16%
	84.16%
	2.7640
	0.0413

	Decision Tree
	70.42%
	70.43%
	70.42%
	70.42%
	14.3386
	0.0032



[bookmark: _Toc225170358]3.7.2 Normalization and Direction of Preference
the six attributes are expressed on different numerical scales, they cannot be aggregated directly in raw form. The four predictive metrics are percentages, whereas the runtime measures are expressed in seconds. To establish comparability, the raw attribute values were first transformed to a common 0–100 scale using min–max normalization. For benefit attributes, where higher values indicate better performance (accuracy, precision, recall, and F1-score), the standard min–max form was applied. For cost attributes, where lower values indicate better performance (training time and prediction time), the scale was inverted so that higher normalized scores consistently represent preferable outcomes. After this transformation, each algorithm was represented by a direction-consistent normalized profile in which 100 denotes the best observed value and 0 the worst observed value for a given attribute.
A second transformation was then applied for COCO processing. The normalized scores were converted into ordinal ranks for each attribute, with rank 1 assigned to the best-performing algorithm and rank 5 to the worst, according to the defined preference direction. This ranked matrix served as the direct input to the COCO Y0 engine. Stating this two-stage process explicitly is important: the normalized OAM supports cross-attribute comparability, while the ranked OAM is the actual form consumed by the COCO procedure.
[bookmark: _Toc225170359]3.7.3 COCO Y0 Run Settings and Output Definition
The COCO Y0 evaluation was executed using the web-based COCO engine on the ranked OAM derived from the six-attribute comparison framework. The run used the default tool configuration with five stairs and offset = 0, which is consistent with the five-object comparison in this study. For reproducibility, the COCO run identifier generated by the system was recorded together with the resulting outputs. The engine returns three relevant outputs for each algorithm: an estimation value, a validation flag, and an induced overall rank. In this thesis, the estimation value is interpreted as the composite score generated under the COCO aggregation logic, the validation flag confirms that the submitted input satisfies the tool’s internal consistency conditions, and the induced rank serves as the decision-oriented summary of the multi-criteria comparison. The final COCO-based ranking is therefore not an alternative to the raw performance tables, but a complementary synthesis showing how algorithm preference changes when predictive quality and runtime are considered jointly.
[bookmark: _Toc225170360]3.8 Experimental Results and Analysis
Having established the experimental protocol in §3.1–3.6, this chapter presents the results produced by that pipeline and interprets what they mean for algorithm selection. Results are analyzed across repeated runs to assess robustness and to ensure conclusions are not driven by a single random split. The chapter then interprets the main performance differences and highlights typical misclassification patterns (e.g., negation or sarcasm), providing a justified basis for selecting the most suitable algorithm under practical constraints.
[bookmark: _Toc225170361]3.8.1 Performance Results
This section reports the empirical results of the sentiment-classification experiments conducted on the IMDb test set (5,000 samples) using five supervised learning algorithms. The analysis is structured to (i) compare predictive performance using standard classification metrics, (ii) quantify computational efficiency via measured training and inference times, (iii) assess robustness across multiple random seeds, and (iv) provide an objective multi-criteria ranking using an Object–Attribute Matrix (OAM) and the COCO Y0 evaluation logic. The purpose of this section is not merely to list scores, but to justify—based on measurable evidence—which algorithm is the most defensible choice under different operational priorities (predictive quality versus computational cost)
3.8.1.1 Overall performance comparison
[bookmark: _Toc222493434]Table 3.5 summarizes the performance of all five algorithms on the held-out IMDb test set. Logistic Regression achieves the strongest predictive performance (88.30% accuracy; 88.30% F1), with Support Vector Machine close behind (87.30% accuracy; 87.30% F1). Naive Bayes and Random Forest form a middle tier (84.98% and 84.16% accuracy, respectively), while Decision Tree performs substantially worse (70.42% accuracy). The near-equality of accuracy, precision, recall, and F1 is consistent with a balanced binary setup and indicates that the observed differences primarily reflect overall classification quality rather than a precision–recall trade-off.

[bookmark: _Toc224661959]Table 3.5 Test-set performance and runtime measurements (5,000 IMDb samples).
Source: https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized(AutoRecovered)%20(1).xlsx
	Algorithm
	Accuracy
	Precision
	Recall
	F1-Score
	Training Time (s)
	Prediction Time (s)

	Unit
	%
	%
	%
	%
	s
	s

	direction code
	0 or 1
	0 or 1
	0 or 1
	0 or 1
	0 or 1
	0 or 1

	direction rule
	the higher/lower the better
	the higher/lower the better
	the higher/lower the better
	the higher/lower the better
	the higher/lower the better
	the higher/lower the better

	Logistic Regression
	88.30%
	88.31%
	88.30%
	88.30%
	0.1199
	0.0006

	Naive Bayes
	84.98%
	84.98%
	84.98%
	84.98%
	0.0050
	0.0030

	Support Vector Machine
	87.30%
	87.30%
	87.30%
	87.30%
	0.1792
	0.0007

	Random Forest
	84.16%
	84.16%
	84.16%
	84.16%
	2.7640
	0.0413

	Decision Tree
	70.42%
	70.43%
	70.42%
	70.42%
	14.3386
	0.0032


numbers should be oriented to the right side of the cells – never to the left side!
Table 3.5 reports the results obtained by executing the pipeline described in §3.5.1. All values are reproducible by following the five steps in that section.
[bookmark: _Toc225170362]3.8.2 Computational Efficiency Analysis
In this thesis, computational efficiency is operationalized through two directly measured runtime indicators: training time and prediction time. Both measures were obtained under the same computational environment using Python’s time.perf_counter() and therefore support relative comparison across the five classifiers, even though absolute runtimes remain hardware-dependent. The results show substantially greater separation than the predictive metrics alone. Naive Bayes was the fastest model to train (0.0050 s), followed by Logistic Regression (0.1199 s) and LinearSVC (0.1792 s), whereas Random Forest (2.7640 s) and especially Decision Tree (14.3386 s) required markedly longer training time. This pattern indicates that probabilistic and linear models are substantially more economical than tree-based methods under the sparse TF–IDF representation used in this study.
Prediction-time results reveal a partially different ordering. Logistic Regression produced the fastest inference (0.0006 s), narrowly ahead of LinearSVC (0.0007 s), while Naive Bayes remained fast but slower than both linear models (0.0030 s). Decision Tree required 0.0032 s for prediction, whereas Random Forest was by far the slowest at 0.0413 s. These differences are practically relevant because model selection cannot be based on predictive quality alone: the most suitable classifier depends on whether the application prioritizes rapid retraining, low-latency inference, or an overall balance between both. In the present experiment, Logistic Regression offers the strongest combined profile because it achieved the highest predictive performance while also providing the fastest prediction time, whereas Naive Bayes remains attractive where minimal training cost is the primary requirement.
[bookmark: _Toc225170363]3.8.3 Robustness Testing Across Multiple Random Seeds
To test whether the observed ordering depends on a single favorable initialization, each algorithm was evaluated across five random seeds and summarized using mean, standard deviation, and a 95% confidence interval half-width (Table 3.7). Logistic Regression and Support Vector Machine show high stability: Logistic Regression achieves 88.308% mean accuracy with a standard deviation of 0.293 percentage points and a 95% CI half-width of 0.364 percentage points; SVM achieves 87.180% mean accuracy with a standard deviation of 0.281 percentage points. Naive Bayes is also stable (85.108% mean accuracy; 0.230 pp standard deviation), whereas Decision Tree shows both the lowest mean performance and the largest variability among the set. Overall, robustness testing supports the conclusion that the top-performing models remain top-performing under small stochastic perturbations, strengthening the defensibility of selecting Logistic Regression (or SVM as a close alternative) for deployment.
[bookmark: _Toc222493436]

[bookmark: _Toc224661960]Table 3.6 Robustness across five random seeds (accuracy and F1). 
Source (https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized(AutoRecovered)%20(1).xlsx)
	Algorithm
	
	N
	Accuracy (mean ± std)
	Acc min–max
	Acc range
	CI95 Acc (±)
	F1 (mean ± std)
	F1 min–max
	F1 range
	CI95 F1 (±)

	Logistic Regression
	5
	0.8831 ± 0.0029
	0.8796–0.8876
	0.008
	0.0036
	0.8831 ± 0.0029
	0.8796–0.8876
	0.008
	0.0036

	Support Vector Machine
	5
	0.8718 ± 0.0028
	0.8690–0.8762
	0.0072
	0.0035
	0.8718 ± 0.0028
	0.8690–0.8762
	0.0072
	0.0035

	Naive Bayes
	5
	0.8511 ± 0.0023
	0.8494–0.8550
	0.0056
	0.0029
	0.8511 ± 0.0023
	0.8494–0.8550
	0.0056
	0.0029

	Random Forest
	5
	0.8438 ± 0.0033
	0.8400–0.8478
	0.0078
	0.0041
	0.8438 ± 0.0033
	0.8400–0.8478
	0.0078
	0.0041

	Decision Tree
	5
	0.7160 ± 0.0067
	0.7086–0.7244
	0.0158
	0.0084
	0.7160 ± 0.0067
	0.7086–0.7244
	0.0158
	0.0084


this visuality delivers a very uncomfortable impulse for the Readers
[bookmark: _Toc225170364]3.8.4 Multi-Criteria Ranking Results
The COCO Y0 evaluation was executed using run ID 6030568. Table 3.8 reports the attribute-wise ranks used as COCO inputs, the resulting Y0 estimation values, and the induced overall ranking of the five algorithms. The final overall order is: 1) Logistic Regression, 2) Naive Bayes, 3) Linear Support Vector Machine, 4) Random Forest, and 5) Decision Tree – c.f. table3.7: each graphical item must be named in the text at least in one sentence (near to the table, figure):.
[bookmark: _Toc222493437][bookmark: _Hlk222319578]

[bookmark: _Toc224661961]Table 3.7 COCO Y0 results using six attributes (quality + efficiency). 
Source(https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized(AutoRecovered)%20(1).xlsx) excel sheet (OAM)
Legend: In the Y0 (Est.) and Overall columns, green = best, light green = second, yellow = middle, orange = weaker, and red = weakest overall ranking. In columns A1–A6, the numbers are ordinal ranks, where 1 = best and larger numbers indicate weaker positions. Validity? (direct and inverse models where the estimations have different signs (+/-)
	Algorithm
	A1 Accfull text please
	A2 Prec
	A3 Rec
	A4 F1
	A5 Train
	A6 Pred
	Y0 (Estimations.)
	Overall
	Naïve solution

	Unit
	ranking value
	
	
	
	
	
	Ideality index
	ranking value
	

	Logistic Regression
	1
	1
	1
	1
	2
	1
	110.5
	1
	=avg(A(i)

	Naive Bayes
	3
	3
	3
	3
	1
	3
	106
	2
	

	Support Vector Machine
	2
	2
	2
	2
	3
	2
	104.5
	3
	

	Random Forest
	4
	4
	4
	4
	4
	5
	90.5
	4
	

	Decision Tree
	5
	5
	5
	5
	5
	4
	88.6
	5
	


The COCO Y0 output indicates that Logistic Regression ranks first under the specified multi-criteria setup, achieving the highest Y0 estimation (110.5) and overall rank 1 by consistently ranking first on all four predictive attributes (A1–A4) and also ranking first on prediction time (A6). Naive Bayes ranks second (Y0 = 106.0) because it is the fastest to train (A5 rank 1), which partially compensates for weaker predictive ranks (A1–A4 rank 3). LinearSVM ranks third (Y0 = 104.5), reflecting strong but not dominant predictive ranks (A1–A4 rank 2) combined with moderate efficiency (A5 rank 3, A6 rank 2). Random Forest and Decision Tree appear last (Y0 = 90.5 and 88.6) because their inferior predictive ranks (A1–A4 rank 4–5) are not offset by runtime advantages; Random Forest is penalized by the slowest prediction time (A6 rank 5) and Decision Tree by the slowest training time (A5 rank 5).
[bookmark: _Toc225170365]3.8.5 Error Analysis
To understand the qualitative failure modes of the evaluated algorithms, a structured error analysis was conducted on a sample of 20 misclassified reviews drawn from the Logistic Regression model (Seed 0) on the held-out test set. Logistic Regression was selected for this analysis as the top-performing algorithm (88.30% accuracy); therefore, its misclassifications provide representative hard cases for the TF–IDF-based classical pipeline and help highlight limitations such as sarcasm, negation, and mixed sentiments. — the boundary cases where even the best classical model fails. The 20 errors consist of 10 False Positives (FP: negative reviews classified as positive) and 10 False Negatives (FN: positive reviews classified as negative). Each error was manually inspected and assigned to one of five linguistically defined categories. The full error log is archived at the source referenced above.
3.8.5.1 Error Category Distribution
Table 3.9 reports the frequency of each error category across all 20 misclassified reviews, broken down by error type (FP and FN).
[bookmark: _Toc222493438]

[bookmark: _Toc224661962]Table 3.8 Error category distribution for Logistic Regression, Seed 0 (n = 20 misclassifications: 10 FP + 10 FN). 
Source: https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized.xlsx, Sheet "Error Summary".
	Error Category
	Total Errors
	FP (Neg→Pos)
	FN (Pos→Neg)
	% Of All Errors
	Primary Cause

	Sarcasm
	4
	3
	1
	20%
	Ironic praise or mock-negative framing; surface tokens contradict intent

	Slang/Vocabulary
	7
	3
	4
	35%
	Domain-specific or informal vocabulary not reliably mapped to sentiment by TF-IDF weights

	Mixed sentiment
	4
	2
	2
	20%
	Review praises and condemns different aspects; dominant-polarity aggregation fails

	Negation
	2
	0
	2
	10%
	Negative operators ('not', 'don't') precede positive tokens; unigrams cannot capture scope

	Long review
	3
	2
	1
	15%
	Extended reviews dilute sentiment signal; incidental positive tokens override dominant negative stance

	TOTAL
	20
	10
	10
	100%
	—



Slang/Vocabulary is the dominant error category (35%, 7 out of 20), appearing in both FP and FN errors and reflecting a fundamental limitation of unigram TF-IDF: domain-specific, informal, or ambivalent vocabulary that does not map reliably to high-magnitude sentiment weights in the training distribution. Sarcasm and Mixed sentiment each account for 20% (4 errors each), representing structurally complex cases where the overall communicative intent cannot be recovered from the sum of individual token weights. Negation (10%) and Long review (15%) are smaller but mechanistically distinct categories: negation errors are caused by the absence of n-gram scope modelling, while long-review errors reflect the dilution of a dominant sentiment signal by incidental vocabulary from tangential content.
3.8.5.2 Representative Misclassification Examples
Table 3.10 presents one or two representative examples from each error category, drawn directly from the logged misclassifications. Review text is truncated to the most diagnostic excerpt. The 'Confidence' column reports the model's estimated P(positive) score (predict proba output). The 'Why the model failed' column explains the specific TF-IDF token signal that caused the misclassification.
[bookmark: _Toc224661963][bookmark: _Toc222493439]Table 3.9 Representative misclassification examples with review excerpts, error type, model confidence P(pos), and failure explanation. 
Source: https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized.xlsx, Sheet "Error Analysis",
	Category
	Error Type
	True Label
	Conf. P(pos)
	Review Excerpt (truncated)
	Why the Model Failed

	Sarcasm
	FP
	NEG (−)
	0.9515
	"It's hard to iamagine a director capable of such godawful crap as 'Notting Hill' pulling off something as sensitive and attractive as this... some quite superlative acting... a fine script..."
	High-weight tokens 'sensitive', 'attractive', 'superlative', 'compelling', 'fine' dominate the TF-IDF score. The surrounding negative context ('godawful crap') and the backhanded compliment structure ('hard to imagine... pulling this off') require discourse-level interpretation that unigrams cannot provide.

	Sarcasm
	FN
	POS (+)
	0.0625
	"Definitely not worth the rental, but if you catch it on cable, you'll be pleasantly surprised by the cameos — Iman's appearance is especially self-deprecating."
	The opening phrase 'not worth the rental' carries strong negative TF-IDF weight. The positive hedged recommendation ('pleasantly surprised') and low-valence descriptor ('self-deprecating') are insufficient to overcome it. The positive sentiment is structural, not lexical.

	Mixed sentiment
	FP
	NEG (−)
	0.9364
	"Bad script, bad direction, over the top performances, overwrought dialogue. What more could you ask for? For laughs, it just doesn't get any better than this. Almost as funny as 'Spinal Tap'..."
	The reviewer deliberately deploys positive-sentiment language ("doesn't get any better than this", "funny", "hilarious parody") to commend the film as unintentional comedy. The model correctly identifies these as positive tokens but cannot determine that they refer to the film's failure, not its quality.

	Mixed sentiment
	FN
	POS (+)
	0.0532
	"...I still think the directing and cinematography are excellent... But it's really the script that has over the time started to bother me more and more... Emma Thompson's writing self-absorbed and unfaithful to the original book..."
	The review is overall positive (7/10 tone) but contains extended, strongly-worded negative critique ('self-absorbed', 'unfaithful', 'bother', 'difficult to digest'). TF-IDF aggregation weights these negative tokens more highly than the qualified praise, inverting the true sentiment.

	Slang/Vocabulary
	FP
	NEG (−)
	0.9395
	"Verhoeven's movie was utter and complete garbage... Heinlein would have NEVER supported that trash... This anime isn't perfect, but it's at least mostly accurate, as best I can tell."
	The review contrasts two works. The final sentence ('at least mostly accurate') refers to the anime, not the Verhoeven film being reviewed. The model assigns high positive weight to 'accurate' and 'best', while 'garbage' and 'trash' appear as isolated tokens that do not outweigh the closing positive signal.

	Slang/Vocabulary
	FN
	POS (+)
	0.0546
	"The Lady in Cement is a veritable course on social anthropology of the late 60's... Did I say — pure camp! Prepare to be offended if you are female or gay... Watch it with friends who want a good laugh."
	The reviewer uses evaluative vocabulary ('pure camp', 'offended', 'broad and dame', 'gay baiting') that the model has likely learned from negative-class training examples. The positive recommendation ('Watch it with friends') and the genre-appreciation framing ('pure camp' as a compliment) require cultural context that TF-IDF weights do not encode.

	Negation
	FN
	POS (+)
	0.0559
	"I thought it was not the best re-cap episode I've ever seen... It was nice to see Cox outside of the incessantly brittle 'Coxism State'... I also enjoyed trying to place the episodes..."
	The review opens with 'not the best' — a negated superlative that conveys moderate praise ('not the worst') but is parsed by the model as: token 'not' (stopword, removed) + token 'best' (positive weight) = reduced positive, then the surrounding negatively-valenced vocabulary ('incessantly brittle', 'Coxism') overrides. True sentiment is hedged-positive.

	Negation
	FN
	POS (+)
	0.0983
	"...I'd love to see it again to compare it to other international horrors of the day, but don't remember particularly impressed way back when. Chances are it was a chopped-up version... But oh, that one sheet... still a gem of my later horror collection."
	The phrase 'don't remember particularly impressed' is a negated low-intensity modifier — the reviewer implies mild positive feeling. The final sentence ('a gem of my later horror collection') is strongly positive, but is outweighed by 'chopped up', 'don't remember', and 'impressed' parsed in isolation as underwhelmingly neutral.

	Long review
	FP
	NEG (−)
	0.9360
	"Stupid, Stupid, Stupid. I think that Angelina Jolie is probably one of the most talented actresses today, but a movie like this isn't just worth her time. She deserves better..."
	Despite opening with a strongly negative signal ('Stupid, Stupid, Stupid'), the review contains high-weight positive vocabulary about the actress ('most talented', 'deserves better'). These tokens dominate the TF-IDF score because they appear more frequently in positive-class training examples than in negative-class examples — even when applied to the actress rather than the film itself.


3.8.5.3 Implications for Algorithm Selection and Future Work
The error analysis confirms that the dominant limitation of all unigram TF-IDF models in this study is not random noise but systematic failure to capture pragmatic and structural sentiment signals. The three most prevalent categories — Slang/Vocabulary (35%), Mixed sentiment (20%), and Sarcasm (20%) — are all cases where the problem lies in the relationship between tokens (sarcasm requires discourse context; mixed sentiment requires aspect-level aggregation; domain slang requires cultural grounding), rather than in the presence or absence of any individual token. Negation (10%) is a structurally simpler but well-known limitation of bag-of-words models: the scope of a negation operator over a positive term cannot be captured without at least bigram features ('not good') or syntactic parsing.
These findings have direct implications for algorithm selection. First, the 17.88 percentage point gap between Logistic Regression (88.30%) and Decision Tree (70.42%) is not primarily caused by the error types identified above — those are shared across all models. The gap is instead caused by the Decision Tree's over-fitting to specific token combinations in training data, producing rules that do not generalize. Second, the error categories identified here define the ceiling for what classical unigram TF-IDF models can achieve on IMDb: improving beyond approximately 89–90% accuracy on this benchmark requires either bigram features (partially addressing negation), pre-trained contextual embeddings such as BERT (partially addressing sarcasm and mixed sentiment), or aspect-level sentiment models (fully addressing mixed sentiment). These constitute natural directions for future work, as noted in Chapter 7.
The scope of this error analysis is bounded to Logistic Regression, Seed 0. Extending it to all five algorithms and multiple seeds would require a substantially larger manually-annotated error sample, which is beyond the scope of this bachelor's thesis. The 20-review sample is sufficient to identify the principal error categories and support the qualitative conclusions stated above, but does not support statistically precise per-category error rate estimates for individual algorithms.
When runtime attributes are excluded, the ordering returns to the more conventional interpretation in which SVM outranks Naive Bayes, reflecting the priority shift from “deployable efficiency” to “pure predictive quality.” This is precisely the kind of design-relevant insight that a multi-criteria evaluation should provide: it does not claim a single universally optimal algorithm, but instead produces an objective ranking conditional on explicit operational priorities.
[bookmark: _Toc225170366]3.9 Automation Application and Testing Framework
Beyond the comparative experiments, this thesis includes an operational automation application built to demonstrate that the trained sentiment pipeline can function in a real-world execution environment without sacrificing methodological transparency. The application implements the same preprocessing, TF-IDF vectorization, and inference logic used in the experiments, ensuring that operational outputs remain directly comparable to the benchmark results reported in §3.8. This section describes the application's purpose, architecture, processing logic, operational modes, quality assurance procedure, and security considerations, situating the artefact within the broader research framework
[bookmark: _Toc225170367]3.9.1 Purpose and Function in the Study
To complement the comparative algorithm experiments, a sentiment analysis application was implemented as an operational execution layer. Its function is to apply the trained pipeline in a controlled and repeatable environment and to transform model behavior into measurable, traceable outputs. In methodological terms, the application connects offline experimentation with practical operation while preserving consistency of preprocessing, inference, and evaluation logic. (Figure 3.2–3.3).
[bookmark: _Toc222493440]

[bookmark: _Toc224661964]Table 3.10 Design decisions for implementation architecture. 
Source (Own work)
	Design Decision
	Selected Option
	Alternative Considered
	Justification

	Web framework
	Streamlit
	Flask
	Streamlit was selected because it provides rapid UI development, built-in widgets/state handling, and immediate integration with Python ML code. This reduced development overhead and supported fast, repeatable execution for FR-9 to FR-12. Flask would require additional frontend/routing code and more integration effort for equivalent functionality.

	Run logging storage
	SQLite
	CSV logging
	SQLite was chosen for structured, queryable, and transactional logging (run-level and prediction-level records), improving traceability and reproducibility. CSV is simpler but weaker for schema control, filtering, aggregation, and concurrent-safe updates.

	Model serialization
	joblib
	pickle
	joblib was selected because it is optimized for scikit-learn artifacts and large NumPy/sparse objects, with better practical performance and artifact handling for ML pipelines. pickle is general-purpose but less specialized for ML artifact persistence.

	Inference strategy at runtime
	Single best model (Logistic Regression)
	Simultaneous multi-model inference
	Single-model inference was chosen to minimize latency, memory usage, and operational complexity, while providing one clear decision path for users. Multi-model runtime comparison is useful for research diagnostics, but adds overhead and can produce conflicting outputs during normal operation.



[bookmark: _Toc225170368]3.9.2 System Architecture
The implementation uses a modular design. The figure 3.2 illustrates the entry-point component (app.py) initializes resources and routes user interaction. The processing component (app_logic.py) performs text preprocessing, vectorization flow control, and inference-related transformations. The interface component (app_ui.py) provides operational and testing views, including batch processing and quality evaluation panels. The persistence component (app_store.py) stores execution evidence in SQLite.
Model artifacts are loaded from the models/ directory, and run/prediction logs are persisted in sentiment_app.db. This design separates presentation, logic, and storage concerns, improving maintainability and verification.
[image: ]
[bookmark: _Toc223095826]Figure 3.2 Modular software architecture 
source: (own work)
Legend: This figure is a structural screenshot of the project directory and therefore does not use analytical colour coding or directional arrows. The folder and file names identify the modular separation of responsibilities across data, models, reports, results, and source-code components, with the src directory containing the main application logic and the models directory storing the serialized classifier artefacts.
[bookmark: _Toc225170369]3.9.3 End-to-End Processing Logic
Figure 3.3 presents the operational workflow of the implemented sentiment analysis application from system start-up to output generation and evidence storage. The process begins with the launch of the Streamlit application, after which the system initializes its configuration resources, including stopword definitions and the SQLite database connection. It then loads the trained classification model, the TF–IDF vectorizer, and the associated metadata required for inference. After initialization, the user selects one of the available operating modes: single review analysis, batch analysis, testing and quality assurance, or access to the help and user manual. For the analytical modes, the workflow converges into a common processing pipeline in which the input text is first preprocessed and then transformed through TF–IDF vectorization before being passed to the classifier. The model subsequently produces the predicted sentiment label together with a confidence value, thereby ensuring that all analytical modes rely on the same underlying inference logic.
The figure also distinguishes the mode-specific outputs generated after inference. In single-review mode, the application returns the predicted result together with runtime information. In batch mode, it produces aggregated statistics, visual charts, and downloadable outputs for multiple reviews. In testing mode, it computes formal evaluation measures, including accuracy, precision, recall, F1-score, and the confusion matrix, thereby supporting objective performance assessment. Each operating mode records its execution in a dedicated run log, and these logs, together with prediction outputs, are stored in the SQLite evidence store to ensure traceability and reproducibility. Finally, the system supports the export of CSV reports, while the help and user manual branch provides a separate user-support path within the same application environment. Overall, the figure demonstrates that the system was designed as a modular but unified pipeline in which different user functions share a common preprocessing and inference backbone while generating outputs tailored to their specific purpose.
[image: ]
[bookmark: _Toc223095827]Figure 3.3 End-to-end automation and testing workflow of the sentiment analysis application. 
Source: (Own work)
Legend: The rounded rectangles denote processing steps or user-facing functions, the diamond denotes a mode-selection decision point, and the cylinder denotes persistent SQLite storage. The arrows indicate control and data flow through the application, including mode selection, shared preprocessing and inference, mode-specific outputs, run logging, evidence storage, and final CSV export; no semantic colour coding is used apart from the visual distinction of the database store.
[bookmark: _Toc225170370]3.9.4 Operational Modes
The table 3.12 represents the application supports distinct operational contexts. Single Review Analysis provides case-level inspection of sentiment and confidence for individual records. Batch Analysis performs scalable inference over CSV input and reports aggregate outcomes and distributions. Testing and QA evaluates labeled data and computes standard classification metrics. The classification score is defined as the model-dependent scalar output that the classifier exposes for ranking and inspection of predictions: for probabilistic classifiers, it is computed as the maximum posterior class probability, ,
returned by predict_proba; for margin-based classifiers that do not provide probabilities, it is computed as the decision margin, returned by decision function, interpreted as the signed distance to the separating boundary. Importantly,  is not claimed to be a calibrated probability of correctness unless explicit probability calibration is performed and evaluated; therefore, score magnitudes are not compared across different model families, and the application uses the score only for within-model interpretability (e.g., highlighting low-score cases for manual review) rather than as a basis for absolute risk or reliability claims. Additional views provide process visualization and user guidance for consistent operation.
[bookmark: _Toc224661965]Table 3.11 Operational Modes 
Source: Own work
	Mode
	Input Type
	Required Columns
	Main Output

	Single Review Analysis
	Manual text
	N/A
	Sentiment, confidence, runtime

	Batch Analysis
	CSV
	review / text / comment / feedback
	Aggregate stats, charts, exports

	Testing and QA
	Labeled CSV
	Text column + label column
	Accuracy, Precision, Recall, F1, confusion matrix



A public demonstrator of the automation application is available online at https://dukuxr-sentimentanalysis-app-srcapp-byiggx.streamlit.app/ (accessed 16 February 2026).
[bookmark: _Toc225170371]3.9.5 Testing and Quality Assurance Procedure
The figure 3.4 represents the QA protocol is implemented through labeled evaluation. The system first validates whether required columns exist for text and reference labels. It then performs row-level prediction, compares predicted versus actual labels, and computes Accuracy, Precision, Recall, and F1-score. Confusion-matrix components (TP, TN, FP, FN) are derived for error interpretation.
This procedure ensures that quality metrics represent explicit ground-truth comparison rather than inference-only output.
[image: ]
[bookmark: _Toc223095828]Figure 3.4 Confusion matrix generated in Testing and QA mode on labeled evaluation input
 Source: own work
Legend: The blue colour scale encodes the number of observations in each confusion-matrix cell, with darker blue indicating a higher count and lighter shading indicating a lower count. No arrows are used in this figure; the horizontal axis represents predicted labels, the vertical axis represents actual labels, and each cell shows the frequency of a specific prediction outcome.
[bookmark: _Toc225170372]3.9.6 Reproducibility and Auditability
The table 3.13 represents each execution receives a unique run identifier. Run-level metadata and prediction-level records are stored in SQLite, allowing reconstruction of execution history and metric provenance. The persisted logs support repeatability checks, post-hoc auditing, and export to report artifacts.
[bookmark: _Toc224661966][bookmark: _Toc222493442]

Table 3.12 Run Log scheme 
Source: Own work
	Field
	Description

	run_id
	Unique execution identifier

	mode
	single / batch / testing

	source
	Input origin (file/manual)

	processed records
	Number of evaluated rows

	duration_seconds
	Total runtime

	throughput_rows_per_sec
	Processing speed

	accuracy, precision, recall, f1
	Present for labeled testing runs

	tp, tn, fp, fn
	Confusion-matrix components



[bookmark: _Toc225170373]3.9.7 Interpretation in Relation to Research Goals
The implemented application demonstrates that classical ML sentiment classification can be operationalized without losing methodological transparency. The same processing logic used in experiments is preserved in runtime use, and testing mode provides measurable quality outcomes. This supports the research objective of combining practical applicability with reproducible evaluation.
[bookmark: _Toc225170374]3.9.8 Boundaries and Limitations
Metric interpretation depends on input type. Inference-only modes (single and batch) do not produce accuracy-based metrics because no ground-truth labels are present. Quality metrics are valid only for labeled evaluation runs. Reported performance can vary if deployment inputs differ from training-domain characteristics. In addition, runtime inference uses one saved model artifact at a time, while multi-model ranking remains part of the experimental comparison chapter.
[bookmark: _Toc225170375]3.10 AI and IT Security Aspects of the Automation Application
The “AI aspect” of the automation application is deliberately constrained to supervised sentiment inference using classical machine learning models trained and evaluated in the preceding experiments. In methodological terms, the application instantiates a fixed pipeline—preprocessing, TF–IDF feature extraction, and model inference—so that predictions generated during operation remain comparable to reported benchmark results. This design choice prioritizes explain ability and reproducibility: linear models commonly used in such pipelines support transparent inspection of feature weights (e.g., which tokens contribute most strongly toward positive or negative predictions), and the application can therefore be defended as a measurable and auditable decision-support tool rather than an opaque adaptive system.
[bookmark: _Toc225170376]3.10.1 AI Aspects
The AI-related risks are correspondingly those of classical text classification: sensitivity to domain shift (inputs differing from IMDb-style reviews), known weaknesses of bag-of-words features for negation, sarcasm, and mixed sentiment, and the possibility that a single-point “confidence” estimate may be misinterpreted as calibrated probability if the underlying classifier does not natively produce probabilities. In a defensible deployment narrative, confidence should be treated as a model-specific score unless calibration is explicitly performed, and operational conclusions should be limited to the scope supported by the training domain and evaluation protocol. The model-dependent classification score is defined in §3.9.4 and is not interpreted as calibrated probability unless calibration is explicitly performed and evaluated.”
From a trustworthy-AI perspective, the relevant requirement is not novelty but governance: the system should make explicit what it does, what data it uses, what it does not infer, and what failure modes are expected. This aligns with established risk-based guidance for AI systems, which emphasizes documenting context, monitoring performance, and managing negative impacts rather than assuming that predictive performance alone constitutes trustworthiness. In practical terms for this thesis, the application’s audit log (run IDs, stored metrics, confusion matrix fields, throughput) is part of the AI governance mechanism because it enables repeatable evaluation and supports accountability claims (i.e., one can demonstrate exactly how a result was produced) 
[bookmark: _Toc225170377]3.10.2 IT Security Aspects
The application is a local, single-user Python tool that ingests potentially untrusted text and CSV inputs, loads serialized model artifacts, and writes to a local SQLite database. The dominant security risks are: (1) injection attacks — user input must not be executed as code or embedded unsafely in SQL queries; parameterized queries are used throughout (NFR-5; OWASP A03:2021 — Injection); (2) unsafe deserialization — scikit-learn's joblib/pickle serialization can execute arbitrary code if the artifact file is from an untrusted source; the application must load artifacts only from the developer-controlled models/ directory and should enforce integrity checks (stored hash comparison) when selecting artifacts; (3) data privacy — sentiment inputs may contain personal data (names, contact details); if real user text is processed, GDPR data minimization and purpose limitation principles apply — raw input text should not be persisted in logs unless explicitly required for evaluation; (4) dependency vulnerabilities — all dependencies should be pinned (requirements.txt) and audited against CVE databases before any networked deployment.
[bookmark: _Toc222404754][bookmark: _Toc225170378]Chapter 4 Discussion
This chapter interprets the quantitative and qualitative findings reported in (§3.8) in light of the research questions posed in (§1.3), situates the results within the broader literature surveyed in Chapter 2, and discusses the practical and methodological implications of the study’s conclusions.
[bookmark: _Toc225170379]4.1 Interpretation of Performance Results
The predictive ranking reported in §3.8.1 is most plausibly explained by the interaction between classifier type and sparse unigram TF–IDF representation. Under this feature setting, the strongest results were obtained by the two linear models, with Logistic Regression achieving the highest test-set accuracy (88.30%) and LinearSVC following closely at 87.30%. This pattern is consistent with the established suitability of linear decision functions for high-dimensional text classification, where informative sentiment cues are distributed across many sparse lexical features rather than concentrated in a small number of dense interactions. In this setting, Logistic Regression appears to benefit from a well-regularized global optimization of feature weights, yielding a small but consistent advantage over the other evaluated methods.
The gap between Logistic Regression and Multinomial Naive Bayes is also interpretable in methodological terms. Naive Bayes remains competitive because word-frequency evidence is highly informative for document-level sentiment classification, but its conditional independence assumption limits its ability to model interactions among correlated lexical indicators. The observed difference of 3.32 percentage points between the two models is therefore consistent with the broader literature showing that discriminative linear models typically outperform simpler generative baselines when sufficient labeled training data are available. At the same time, the relatively narrow gap between Logistic Regression and LinearSVC suggests that, within this controlled unigram TF–IDF setting, both models belong to the same practically strong class of solutions, and the final choice between them should not be based on predictive accuracy alone. 
The tree-based results are more diagnostically revealing. Decision Tree performed far below all alternatives (70.42%), indicating that an unconstrained single-tree learner is poorly matched to sparse high-dimensional text data, where many weak lexical indicators must be combined rather than split greedily through a small sequence of local decisions. Random Forest improves substantially over Decision Tree, which confirms the value of variance reduction through ensemble averaging, but it still remains below the linear models. This suggests that, for the present benchmark and feature representation, the main challenge is not only detecting difficult linguistic phenomena such as sarcasm or mixed sentiment, but learning a stable decision surface from sparse lexical evidence. The results of §3.8.1 therefore support a clear interpretive conclusion: when sentiment classification is implemented with unigram TF–IDF features and standard CPU-efficient classical models, linear classifiers constitute the most suitable default choice
[bookmark: _Toc225170380]4.2 Implications of Multi-Criteria Evaluation
The multi-criteria ranking reported in §3.8.4 changes the interpretation of model quality in an important way. When the five algorithms are ranked only by predictive performance, Logistic Regression and LinearSVC clearly occupy the top positions, followed by Naive Bayes, Random Forest, and Decision Tree. However, once the evaluation is expanded to include both predictive-quality attributes and runtime attributes, the ordering is no longer identical. In particular, Naive Bayes moves ahead of LinearSVC despite weaker accuracy because its training cost is substantially lower. This shift demonstrates that model preference depends on the decision framework used: a classifier that is not second-best by accuracy may nonetheless become second-best when computational cost is treated as an explicit evaluation criterion. In that sense, the multi-criteria analysis does not replace the conventional performance table, but refines its interpretation by making trade-offs visible that a single-metric ranking necessarily hides.
This result has two practical implications. First, the superiority of Logistic Regression is strengthened rather than weakened by the multi-criteria analysis, because it combines the highest predictive performance with the fastest inference time in the present experimental setting. Second, the promotion of Naive Bayes in the composite ranking shows that deployment-oriented decisions may rationally differ from accuracy-only decisions, especially where rapid retraining, low operational cost, or lightweight infrastructure are more important than extracting the last few percentage points of predictive quality. At the same time, the COCO ranking should not be overstated as a universal statement of algorithm superiority. It remains conditional on the six attributes selected in this thesis, on the defined preference directions, and on the relative behavior of the five compared models on the IMDb benchmark. The main discussion point is therefore not that multi-criteria evaluation discovers a magically “true” ranking, but that it exposes how ranking changes once model selection is treated as a structured trade-off problem rather than as a one-number contest.
[bookmark: _Toc225170381]4.3 Error Analysis and Model Limitations
The qualitative error analysis in §3.8.5 provides a useful explanation of why performance on the IMDb benchmark plateaus below perfect classification even for the strongest model. Across the 20 manually inspected misclassifications from Logistic Regression, Seed 0, the dominant categories were Slang/Vocabulary (35%), Sarcasm (20%), Mixed Sentiment (20%), Long Review (15%), and Negation (10%). Taken together, these categories indicate that the principal limitation of the present system lies less in the choice among classical classifiers than in the expressive ceiling of the unigram TF–IDF representation. Slang and culturally grounded evaluative expressions are difficult to classify because their polarity is often domain-specific and weakly represented in the training distribution, while sarcasm and mixed sentiment require interpretation of discourse structure rather than the additive aggregation of isolated tokens. Negation errors and long-review errors further show that the model struggles when sentiment depends on token interaction, scope, or sustained document-level emphasis rather than on a small number of highly weighted lexical indicators.
These findings should, however, be interpreted with appropriate restraint. The discussion is based on a qualitative sample of 20 misclassified instances from the best-performing classifier, not on a full error audit across all five models. The section therefore supports a bounded claim: the observed failure modes are consistent with known limitations of sparse unigram sentiment models, and they plausibly explain part of the residual error shared by the classical pipeline used in this thesis. They do not prove that alternative feature representations or model families would eliminate these categories entirely. What they do establish is that further improvement on this benchmark is likely to depend less on minor variation among standard classical classifiers and more on richer representations capable of modelling token interaction, contextual meaning, and document structure more explicitly.
[bookmark: _Toc225170382]4.4 Comparison with Prior Literature
The empirical results of this thesis are broadly consistent with the literature surveyed in Chapter 2. Logistic Regression (88.30%) and LinearSVC (87.30%) fall within the performance range commonly reported for classical unigram TF–IDF sentiment classifiers on IMDb-style binary review data, and they remain close to the classical ceiling of approximately 88–89% reported in prior benchmark studies. This agreement strengthens confidence that the results obtained here are not anomalous. At the same time, the comparison must be framed carefully: the present study uses an internal stratified hold-out split derived from a 25,000-review Kaggle distribution rather than the canonical IMDb train/test partition. The results should therefore be interpreted as a strong alignment with prior literature, not as a strict benchmark replication under identical experimental conditions.
The comparison with prior work also clarifies the specific contribution of this thesis. Existing studies typically emphasize predictive performance alone, whereas the present thesis shows that algorithm preference changes once training time, prediction time, and repeated-run stability are considered alongside accuracy and F1-score. In this respect, the thesis does not simply confirm that linear models perform well on sparse text data; it refines that conclusion by demonstrating that Logistic Regression offers the strongest combined profile in the present setting, while Naive Bayes becomes more attractive when training cost is treated as an explicit decision criterion. Transformer-based models such as BERT remain clearly superior in raw benchmark accuracy, but that comparison does not invalidate the relevance of classical methods. Rather, it reinforces the narrower practical conclusion of this thesis: for interpretable, CPU-efficient sentiment classification on standard hardware, classical linear models remain a defensible baseline and, in many deployment contexts, a rational engineering choice.
[bookmark: _Toc225170383]4.5 Validity and Reproducibility
The five-seed robustness analysis (§3.8.3) confirms that the observed performance ordering is stable across different random initializations. Logistic Regression achieves a mean accuracy of 88.31% with a standard deviation of 0.29 percentage points and a 95% confidence interval half-width of 0.36 percentage points. The non-overlapping confidence intervals between Logistic Regression and Naive Bayes (mean 85.11%, CI half-width 0.29 pp) confirm that the 3.20 percentage point difference between the two models is statistically reliable across repeated experiments, consistent with the recommendation of (Bouthillier et al., 2021) to report distributional rather than single-seed results. The Decision Tree exhibits the highest variability (standard deviation 0.67 pp), reflecting its sensitivity to which spurious co-occurrence patterns a given random split happens to expose in the training partition — a further argument against its deployment.
[bookmark: _Toc225170384]4.6 Theoretical Contribution
The theoretical contribution of the thesis is modest in scope but clear in form. It does not propose a new classifier, a new feature representation, or a new benchmark. Its contribution instead lies in disciplined comparative design: it shows that for document-level sentiment classification under a fixed unigram TF–IDF representation, algorithm choice should be interpreted as a relation between learning bias and feature-space structure rather than as a contest of isolated accuracy numbers. In that sense, the thesis contributes an explainable account of why the observed ranking is plausible, not merely a statement that the ranking exists.
A second theoretical contribution is the integration of anti-discriminative multi-criteria evaluation into a standard machine-learning comparison. By combining predictive metrics with runtime attributes in a single OAM/COCO Y0 framework, the thesis demonstrates that 'best model' is not a unitary category. This reframing is important because it aligns the evaluation logic more closely with actual deployment decisions, where accuracy competes with cost, latency, and operational constraints rather than replacing them.
[bookmark: _Toc225170385]4.7 Practical Implications
For practitioners working on standard CPU hardware, the findings support a conservative but strong recommendation: begin with Logistic Regression as the default baseline for binary sentiment classification on medium-scale review corpora. It achieves the best overall balance of predictive quality, inference speed, and methodological transparency in the present study. LinearSVC remains a credible alternative where a margin-based linear model is preferred, but the present evidence does not justify choosing it over Logistic Regression by default.
The results also show where simpler or weaker models still retain practical value. Multinomial Naive Bayes remains attractive when training speed and implementation simplicity dominate all other considerations, whereas Decision Tree should be treated as a pedagogical baseline rather than a production candidate. For educators, this difference matters because it provides a concrete way to teach why model selection should be justified in relation to data representation and operational requirements rather than by algorithm popularity alone.
[bookmark: _Toc225170386]4.8 Strengths of the Study
The principal strength of the study is internal control. All five algorithms were trained on the same dataset, through the same preprocessing pipeline, in the same feature space, and under the same split logic, which makes the comparative claims substantially cleaner than in many published benchmarks that mix unequal tuning depth or inconsistent representations. The additional robustness analysis across five seeds further strengthens the reliability of the ordering by showing that the top-performing models remain top-performing under small stochastic perturbations.
A second strength is that the thesis does not stop at a leaderboard. It combines predictive metrics, runtime measurements, qualitative error inspection, multi-criteria aggregation, and an operational demonstrator. This breadth does not remove the study’s limitations, but it does make the thesis more useful than a purely table-driven benchmark because it connects experimental results to practical deployment and methodological reflection.
[bookmark: _Toc225170387]4.9 Limitations
The findings of this thesis should be interpreted within several clearly defined methodological and practical boundaries. First, the empirical comparison was conducted on a single benchmark dataset, namely the IMDb binary movie-review corpus, and therefore the results cannot automatically be generalized to other domains, languages, or sentiment distributions (§§3.2, 1.6.2). Although the dataset is well suited to controlled comparative evaluation because of its size, balance, and broad use in prior research, it still represents only one specific form of opinionated text. Consequently, the ranking observed in this thesis should be understood as valid primarily for this benchmark setting rather than as a universal ordering of classical machine-learning algorithms across all sentiment-analysis tasks.
A second limitation concerns the scope of the model space. The study deliberately focused on five classical supervised machine-learning algorithms under a common TF–IDF-based feature representation (§§3.4–3.6). This design choice was methodologically justified because the thesis aimed to compare transparent, CPU-feasible, and reproducible baseline approaches under controlled conditions rather than to maximize raw predictive performance at any cost. However, this also means that the results do not address the behaviour of transformer-based architectures, embedding-rich neural approaches, or more heavily optimized ensemble systems. The recommendation in favour of Logistic Regression must therefore be interpreted as a conclusion within the selected classical-model comparison framework, not as a claim that no alternative modelling family could achieve superior performance under different assumptions.
A third limitation lies in the restricted optimization strategy. Hyperparameters were selected in a controlled and comparable manner, but the thesis did not attempt exhaustive tuning across all possible parameter combinations (§§3.5, 3.6). This was a conscious trade-off in favour of fairness, reproducibility, and computational discipline. Even so, the possibility remains that some models, particularly those known to be more sensitive to parameterization, could perform differently under a more extensive optimization regime. The comparative results are therefore best interpreted as reflecting performance under a realistic, disciplined, and reproducible setup rather than under a globally optimized search process.
A fourth limitation concerns the representational assumptions of the feature space. The TF–IDF approach captures weighted lexical information effectively, but it does not model deeper contextual semantics, long-range dependencies, negation scope in a fully language-aware manner, or aspect-specific sentiment shifts. The error analysis confirms that at least some misclassifications emerge from linguistic ambiguity, mixed polarity, irony, and context-sensitive constructions that are difficult to resolve through sparse bag-of-words representations alone (§3.8.5). This does not invalidate the experimental design; rather, it clarifies the boundary within which the reported results should be understood.
A fifth limitation relates to robustness and external validity. The five-seed robustness analysis strengthens confidence in the stability of the observed ordering, yet it remains limited to repeated runs within the same dataset and preprocessing design (§3.8.3). In other words, the thesis demonstrates distributional stability under controlled internal variation, but not full transportability across domains, annotation schemes, or production environments. For this reason, the practical recommendation derived from the study should be treated as a strong benchmark-based baseline rather than as a substitute for domain-specific validation prior to deployment.
Taken together, these limitations do not weaken the internal value of the thesis. On the contrary, they define the legitimate interpretive range of the findings and prevent overstatement. The contribution of the study lies in providing a transparent and reproducible decision basis for classical sentiment-classification model selection under explicitly bounded conditions, not in claiming universal superiority beyond those conditions.
[bookmark: _Toc225170388]4.10 Future Research
The limitations identified above point directly to several meaningful directions for future research. The first priority is broader external validation across additional datasets and domains. Repeating the same controlled comparison on product reviews, social-media text, news comments, or multilingual corpora would test whether the ordering observed on IMDb remains stable when topic structure, language use, and sentiment expression differ substantially from the present benchmark setting. Such work would strengthen the generalizability of the recommendation and clarify whether the present findings reflect dataset-specific behaviour or a more durable comparative pattern.
A second direction concerns richer text representations and more context-sensitive modelling. Since the present thesis intentionally adopted TF–IDF-based classical pipelines, a natural extension would be to compare the current benchmark against embedding-based and transformer-based approaches under similarly transparent evaluation conditions. This would not replace the current contribution, but would build on it by showing how much additional performance is obtained when one moves from interpretable sparse-feature models to more complex contextual architectures. Such a comparison would be especially valuable if it also retained the multi-criteria logic of the present thesis, including efficiency, robustness, and reproducibility alongside predictive accuracy (§3.8.4).
A third direction involves deeper optimization and calibration analysis. Future work could examine whether broader hyperparameter search, probability calibration, threshold adjustment, or cost-sensitive learning materially changes the comparative standing of the evaluated models. This would be particularly relevant in applications where the relative costs of false positives and false negatives are not symmetric. Extending the current evaluation framework in this way would make the decision-support logic more sensitive to realistic deployment requirements rather than relying solely on generic benchmark conditions.
A fourth direction is more detailed qualitative and linguistic error analysis. The present thesis already demonstrates that some failure cases arise from mixed sentiment, contextual ambiguity, irony, and structurally complex review language (§3.8.5). Future studies could formalize these observations by building an explicit error taxonomy and measuring how often each error type affects different classifiers. This would move the work beyond aggregate performance reporting and toward a more explanatory account of why certain models succeed or fail on particular classes of sentiment expression.
A fifth direction concerns operational extension of the developed artefact. The automation workflow and audit-oriented design described in Chapter 3 could be developed further into a broader experimental platform that supports model versioning, richer traceability, dataset substitution, threshold configuration, and more advanced monitoring of classification outcomes (§§3.9.5, 3.9.6, 3.10.2). Such an extension would increase the practical value of the thesis by linking comparative experimentation more directly to deployment governance and post-deployment reviewability.
Overall, future research should not be understood as a correction of a flawed study, but as the natural next stage of a deliberately bounded and methodologically transparent benchmark. The current thesis establishes a defensible baseline; subsequent work can expand that baseline across domains, modelling families, optimization depth, and operational settings without undermining the validity of the present contribution.
[bookmark: _Toc225170389]4.11 Take-Home Message
The central message of the thesis is that classical sentiment-classification models should be judged by fitness to task, not by abstract model prestige. On the IMDb benchmark with 5,000-feature unigram TF–IDF vectors, linear methods are the most defensible choice because they align best with the structure of the feature space, while tree-based methods incur both predictive and computational disadvantages. Once efficiency is incorporated alongside quality, Logistic Regression emerges as the strongest overall recommendation and Naive Bayes becomes more competitive than single-metric rankings would suggest.
Equally important, the thesis shows that reproducible thesis work in computer science is not only a matter of coding and reporting final scores. It requires explicit promises, controlled comparison, multi-layer evaluation, traceable artefacts, and honest acknowledgement of what the study does not prove. That standard is the broader academic lesson of the present work.
[bookmark: _Toc222404755][bookmark: _Toc225170390]Chapter 5 Conclusions
This chapter is structured in five subsections. §5.1 provides direct answers to the five research questions posed in §1.3. §5.2–§5.5 state the conclusions drawn from each of the four discussion sections in Chapter 4 (§4.1–§4.4 respectively, with §4.3 and §4.4 combined in §5.4).
[bookmark: _Toc225170391]5.1 Answers to Research Questions
This section provides direct answers to the five research questions formulated in §1.3. The empirical basis for each answer is in Chapter 3; the interpretive discussion is in Chapter 4.
RQ1 — Which machine learning algorithm achieves the highest accuracy for binary sentiment classification on movie review data?
Logistic Regression achieves the highest accuracy at 88.30%, followed by LinearSVC at 87.30%. Both linear classifiers substantially outperform the tree-based methods (Naive Bayes: 84.98%; Random Forest: 84.16%; Decision Tree: 70.42%) on unigram TF-IDF representations of the IMDb corpus.
RQ2 — How do the five algorithms compare across multiple performance metrics?
Because the IMDb test set is perfectly class-balanced (50% positive, 50% negative), accuracy, weighted precision, weighted recall, and weighted F1-score are effectively equal for each algorithm (differences are at most 0.01 percentage points). Performance differences between algorithms therefore reflect overall classification quality rather than differential precision–recall behavior. Logistic Regression leads on all four metrics, and Decision Tree trails on all four.
RQ3 — What are the computational efficiency trade-offs between algorithms?
Naive Bayes is the fastest to train (0.005 s), followed by Logistic Regression (0.120 s) and LinearSVC (0.179 s). Decision Tree is the slowest to train (14.34 s). For inference, Logistic Regression is fastest (0.0006 s per 5,000 samples), while Random Forest is slowest (0.041 s). The best overall accuracy-efficiency balance belongs to Logistic Regression; the best pure training-speed profile belongs to Naive Bayes.
RQ4 — How robust are the algorithms to different random initializations?
Logistic Regression and LinearSVC exhibit the highest stability across five random seeds (standard deviations of 0.29 pp and 0.28 pp respectively). Decision Tree shows the greatest variability (standard deviation 0.67 pp). The performance ordering (LR > LinearSVC > NB > RF > DT) is consistent across all five seeds, confirming that it is a structural property of the algorithms rather than an initialization artifact.
RQ5 — What are the characteristic error patterns of each algorithm?
Error analysis on Logistic Regression identifies five failure categories: Slang/Vocabulary (35%), Sarcasm (20%), Mixed Sentiment (20%), Long Review (15%), and Negation (10%). All five categories are attributable to the limitations of unigram bag-of-words representation rather than to algorithmic deficiencies. These error types are shared across all five classifiers and define the performance ceiling for classical TF-IDF-based sentiment classification at approximately 88–89% on this benchmark.
[bookmark: _Toc225170392]5.2 Conclusions on Algorithm Performance
H1 is confirmed. Logistic Regression achieves the highest test-set accuracy (88.30 %), followed by LinearSVC (87.30 %), Naive Bayes (84.98 %), Random Forest (84.16 %), and Decision Tree (70.42 %). The two linear classifiers are separated from the three non-linear methods by more than three percentage points, consistent with H1. The 17.88 pp gap between Logistic Regression and Decision Tree is the most diagnostically significant result: unconstrained tree growth on high-dimensional sparse data produces severe overfitting, and ensemble variance reduction (Random Forest) recovers a substantial portion of this gap (84.16 %) but cannot overcome the fundamental mismatch between tree-based partitioning and sparse text representations. For practitioners, the conclusion is unambiguous: for binary sentiment classification with unigram TF–IDF features on standard CPU hardware, Logistic Regression is the recommended default classifier.
[bookmark: _Toc225170393]5.3 Conclusions on Multi-Criteria Evaluation
H2 is confirmed. The OAM/COCO Y0 composite ranking differs from the accuracy-only ranking: Naive Bayes rises from third to second position when computational efficiency attributes are included, overtaking LinearSVC despite a 2.32 pp accuracy deficit. This rank shift is produced by Naive Bayes's 24× faster training (0.005 s vs 0.120 s), making it the dominant choice when training cost is an explicit evaluation criterion. The practical conclusion is that algorithm preference is not intrinsic to the algorithm but depends on the evaluation framework applied. Practitioners who select algorithms by accuracy benchmarks alone will systematically miss Naive Bayes's advantage in retraining-intensive deployments. The OAM/COCO Y0 framework provides a principled, weight-free mechanism for making such trade-offs explicit and quantified.
[bookmark: _Toc225170394]5.4 Conclusions on Error Analysis and Literature Context
The error analysis on 20 Logistic Regression misclassifications identifies five failure categories: Slang/Vocabulary mismatch (35 %), Sarcasm (20 %), Mixed Sentiment (20 %), Long Review (15 %), and Negation (10 %). All five are attributable to the representational ceiling of unigram bag-of-words features rather than to algorithmic deficiencies. This defines the improvement ceiling for the classical unigram pipeline at approximately 88–89 % on this benchmark, consistent with Maas et al. (2011) and Wang and Manning (2012). The empirical results (LR 88.30 %, LinearSVC 87.30 %) confirm the pipeline operates at the practical limit of what classical unigram methods can achieve. Closing the remaining gap to the transformer ceiling (≈95.5 %, Devlin et al., 2019) requires richer representations rather than better classical classifiers, as the error analysis demonstrates that residual failures are caused by features that unigrams cannot encode regardless of the algorithm used.
[bookmark: _Toc225170395]5.5 Conclusions on Validity, Reproducibility and Contributions
The five-seed robustness analysis confirms that the performance ordering (LR > LinearSVC > NB > RF > DT) is stable across all five random initialisations, with non-overlapping 95 % confidence intervals between the top three models and the bottom two. The maximum standard deviation is 0.67 pp (Decision Tree), confirming the ordering reflects structural algorithm properties rather than initialisation artefacts. All results are fully reproducible from the public repository via the procedure in §8.5.4. The thesis makes five contributions: (1) the first systematic five-algorithm OAM/COCO Y0 comparison on the IMDb benchmark; (2) quantification of the multi-criteria rank-shift effect of including efficiency attributes; (3) distributional five-seed robustness evidence for all five algorithms; (4) a structured qualitative error taxonomy with five linguistically motivated categories; and (5) an operational Streamlit application with three modes, SQLite audit logging, and a publicly accessible demonstrator. Each contribution addresses a specific gap in §2.6 and is traceable to the corresponding Explicit Promise in §1.1.1.
[bookmark: _Toc225170396]Chapter 6 Future Work
The findings of this thesis identify several concrete directions for extending and improving upon the current work. Each direction is motivated by a specific limitation identified in the experimental results or error analysis (§3.8, §4.3). The directions are organized from most immediately actionable within the classical ML framework — richer feature representations (§6.1) and transformer-based models (§6.2) — to more structurally significant extensions including aspect-level analysis (§6.3), hyperparameter optimization (§6.4), multilingual generalization (§6.5), and probability calibration (§6.6).
[bookmark: _Toc225170397]6.1 Richer Feature Representations
The most immediate extension is the incorporation of bigram (n=2) and trigram (n=3) features alongside unigrams in the TF-IDF representation. Wang and Manning (2012) demonstrated that bigrams improve IMDb accuracy by approximately 1.5–2 percentage points for Naive Bayes variants. More importantly for this thesis, bigrams would partially address the Negation error category (10% of misclassifications) by allowing the classifier to represent “not good” and “not bad” as distinct features from “good” and “bad” in isolation. The trade-off is a substantially larger vocabulary (O(n²) unique bigrams) and longer training times, but modern sparse matrix implementations handle vocabularies of 100,000–500,000 features efficiently on standard hardware.
Pre-trained word embeddings (Word2Vec, GloVe, FastText) provide an alternative feature representation that encodes semantic similarity between words, potentially addressing the Slang/Vocabulary error category by mapping culturally specific evaluative vocabulary onto generalized sentiment dimensions. This direction could be explored by replacing TF-IDF vectorization with dense embedding averaging, or combining both representations in a hybrid feature space.
[bookmark: _Toc225170398]6.2 Transformer-Based Models
The 7–8 percentage point gap between Logistic Regression (88.30%) and fine-tuned BERT (approximately 95.5%; (Devlin et al., 2019)) defines the upper bound of achievable improvement on the IMDb benchmark using the same training data. A natural extension of this thesis is a direct comparative study that applies the same OAM/COCO multi-criteria framework to transformer-based models, adding GPU memory footprint and inference latency as additional attributes. Such a study would allow a principled, objective comparison of classical and deep learning approaches on the same dataset — a comparison that, to the best of the author’s knowledge, does not currently exist in the published literature with multi-criteria evaluation.
[bookmark: _Toc225170399]6.3 Aspect-Level Sentiment Analysis
The Mixed Sentiment error category (20% of misclassifications) reflects the fundamental limitation of document-level binary classification: a reviewer who praises a film’s cinematography while condemning its screenplay produces a mixed-polarity document for which any binary label is partially wrong. Aspect-based sentiment analysis (ABSA) addresses this by separately classifying the sentiment expressed toward each identifiable aspect of the reviewed entity. Extending the current experimental framework to ABSA would require aspect-annotated training data (such as the SemEval datasets used by (Pontiki et al., 2016) and aspect-aware model architectures, but would produce a substantially more nuanced sentiment representation relevant to real-world content curation applications.
[bookmark: _Toc225170400]6.4 Hyperparameter Optimization
All five algorithms in this thesis were evaluated with default or minimally tuned parameters. A systematic hyperparameter search — grid search or Bayesian optimization — over the regularization parameter C for Logistic Regression and LinearSVC, the smoothing parameter α for Naive Bayes, and the number of estimators and maximum depth for Random Forest could improve individual algorithm performance. Of particular interest is whether hyperparameter tuning narrows the gap between Random Forest and the linear classifiers, or whether the performance ceiling of tree-based methods on sparse TF-IDF data is robust to parameter settings.
[bookmark: _Toc225170401]6.5 Multilingual and Cross-Domain Extension
The present study is limited to English-language IMDb reviews. The OAM/COCO evaluation framework is directly applicable to multilingual extension: by adding language-specific performance metrics as additional attributes and evaluating each algorithm-preprocessing configuration on Hungarian, German, or other language corpora, the framework could identify which algorithm generalizes best across linguistic contexts. This direction is particularly relevant within the Kodolányi University research tradition and connects to prior Hungarian-language sentiment analysis work by (Berend, 2021; Siklósi, 2016)using references without any cited text is forbidden. Cross-domain extension — evaluating models trained on IMDb reviews on product or social media datasets — would additionally quantify the domain adaptation challenge, which the current thesis acknowledges as a limitation but does not empirically address.
[bookmark: _Toc225170402]6.6 Probability Calibration
The automation application (§3.9) uses Logistic Regression’s posterior probability  as a confidence score. While Logistic Regression produces better-calibrated probabilities than most other classical classifiers, its calibration on the IMDb test set has not been explicitly verified in this thesis using calibration curves or Brier score analysis. Future work should apply Platt scaling or isotonic regression calibration to all five classifiers and include calibration quality as a seventh attribute in the OAM, enabling a more complete multi-criteria comparison that accounts for the reliability of confidence estimates alongside predictive and computational performance.
[bookmark: _Toc222404756][bookmark: _Toc225170403]Chapter 7 Summary
This thesis presents a systematic comparative evaluation of five classical machine learning algorithms — Logistic Regression, Multinomial Naive Bayes, Linear Support Vector Machine (LinearSVC), Random Forest, and Decision Tree — applied to binary sentiment classification of IMDb movie reviews. The study is motivated by the persistent gap between benchmark-optimized deep learning research and the practical needs of practitioners requiring lightweight, interpretable, and hardware-agnostic sentiment analysis tools.
The experimental pipeline follows a reproducible workflow: 25,000 IMDb reviews are preprocessed through a six-step text normalization procedure, converted to 5,000-feature unigram TF-IDF vectors, and used to train each of the five classifiers on an 80/20 stratified train-test split. Performance is assessed using accuracy, precision, recall, and F1-score; computational efficiency is measured via training and inference wall-clock times; robustness is quantified through five-seed repeated evaluation; and a structured error analysis examines 20 misclassified reviews from the best-performing model.
The results establish Logistic Regression as the top performer at 88.30% accuracy with the fastest inference time (0.0006 s per 5,000 samples). LinearSVC ranks second by accuracy (87.30%) but third in the multi-criteria ranking, where Naive Bayes ranks second by virtue of its exceptional training speed (0.005 s). Random Forest and Decision Tree rank fourth and fifth respectively, with Decision Tree’s 70.42% accuracy illustrating the severe overfitting that unregularized tree growth produces on high-dimensional sparse text data.
The multi-criteria evaluation, conducted using the OAM/COCO Y0 anti-discriminative framework, reveals that the optimal algorithm choice is context-dependent: Logistic Regression is best when accuracy and inference speed are jointly optimized; Naive Bayes is preferable when retraining frequency is the dominant constraint. This finding — invisible to single-metric benchmarking — constitutes the principal methodological contribution of the thesis.
The error analysis identifies Slang/Vocabulary mismatch (35%), Sarcasm (20%), Mixed Sentiment (20%), Long Reviews (15%), and Negation (10%) as the five failure categories of the unigram pipeline, defining the improvement pathway toward richer feature representations. The study concludes with an operational Streamlit application implementing the full pipeline with three modes (single review, batch, and QA testing), audit logging, and a publicly accessible demonstrator.
All experimental materials, results, and the pre-processed dataset are archived at the MY-X Research Team repository (https://miau.my-x.hu/miau/329/imdb2)
[bookmark: _Toc225170404]Chapter 8 Annexes
The annex materials are archived in an online project directory that contains the main supporting files associated with the study, including the methodology drafts, the thesis draft sequence, and the sentiment analysis workbook used for the spreadsheet-based evaluation workflow. (https://miau.my-x.hu/miau/329/imdb2/ ). Documents the external annex repository associated with this thesis. The repository contains the principal supporting files of the research, including iterative thesis drafts and the finalized sentiment analysis workbook. Its purpose is to provide an auditable record of both the written development of the thesis and the spreadsheet-based analytical materials used for model comparison, ranking, robustness assessment, and error analysis. By referring to this annex repository, the thesis ensures that the evidentiary basis of the reported results is preserved in a structured and verifiable form
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[bookmark: _Toc225170407]8.2.1 Abbreviations
The following abbreviations are used throughout this thesis. Each entry gives the short form, its full expansion, and the primary thesis context in which it appears.
ABSA – Aspect-Based Sentiment Analysis
AI – Artificial Intelligence
AUC – Area Under the (ROC) Curve
BERT – Bidirectional Encoder Representations from Transformers
BPROF – Bachelor of Professional Studies
COCO Y0 – Comparative and Objective Computation, Year-0 estimation Y0 : no real Y-attribute
CPU – Central Processing Unit
CSV – Comma-Separated Values
CVE – Common Vulnerabilities and Exposures
DT – Decision Tree
F1 – F1-Score (harmonic mean of precision and recall)
FN – False Negative
FP – False Positive
GDPR – General Data Protection Regulation
GPU – Graphics Processing Unit
IDF – Inverse Document Frequency
IMDb – Internet Movie Database
IT – Information Technology
KJU – Kodolányi Janos University
L2 – L2 (Euclidean) regularization / normalization
LinearSVC – Linear Support Vector Classifier
LLM – Large Language Model
LR – Logistic Regression
MCDA – Multi-Criteria Decision Analysis
ML – Machine Learning
MNB – Multinomial Naive Bayes
MY-X – Research team at Kodolányi Janos University
NB – Naive Bayes
NFR – Non-Functional Requirement
NLP – Natural Language Processing
OAM – Object-Attribute Matrix
OWASP – Open Web Application Security Project
QA – Quality Assurance
RF – Random Forest
ROC
ROI – Return on Investment
SQL – Structured Query Language
SQLite – Self-contained SQL database engine
SVM – Support Vector Machine
TF – Term Frequency
TF-IDF – Term Frequency–Inverse Document Frequency
TN – True Negative
TP – True Positive
UI – User Interface
[bookmark: _Toc225170408]8.2.2 Symbols and Mathematical Notation
The following mathematical symbols and notation are used in Chapter 2 and Chapter 3. Symbols are listed in order of first appearance.
w — weight vector of a linear classifier (LR, LinearSVC)
b — bias term in linear decision function f(x) = wᵀx + b
P(y=1|x) — posterior probability of positive class given feature vector x
x — feature vector (TF-IDF representation of a document)
N — total number of documents in the corpus
df(t) — document frequency of term t (number of documents containing t)
IDF(t) — inverse document frequency weight for term t
TF(t,d) — term frequency of term t in document d
Gini(t) — Gini impurity at node t in a decision tree
p_j(t) — proportion of class j samples at node t
c — class label (positive=1, negative=0 in binary sentiment classification)
μ — mean (used in robustness analysis: mean accuracy across seeds)
σ — standard deviation (used in robustness analysis)
Y0 — COCO Y0 estimation score (composite placement index)
A1–A6 — attribute identifiers in the OAM (see §8.5.3)
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[bookmark: _Toc225170411]8.5 Appendix
The appendix presents the supplementary materials necessary to verify, interpret, and reproduce the empirical work reported in this thesis. Its function is not to introduce new findings, but to document the supporting evidence behind the methodological choices, computational outputs, and analytical procedures discussed in the main chapters. In particular, the appendix consolidates the spreadsheet-based artifacts, intermediate evaluation structures, robustness summaries, and error analysis materials that underpin the comparative assessment of the five machine learning algorithms. By separating these materials from the main narrative, the thesis maintains a clear analytical structure while still providing an auditable record of how the reported results were generated, organized, and validated
[bookmark: _Toc225170412]8.5.1 Artifact Inventory and Reproducibility Map
This table provides the complete artifact-level reproducibility inventory for the thesis workbook. (https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized(AutoRecovered)%20(1).xlsx) It maps each documented spreadsheet artifact to the chapter section in which it is created or interpreted, so that the results reported in Chapter 3 remain traceable to an explicit and named worksheet-based deliverable. Artifacts are referenced throughout the thesis by their ID (A-01 through A-08).
A-01 | Raw dataset worksheet (Raw data)
Type: Excel worksheet
Location: workbook sheet “Raw data”
Inputs: labelled IMDb movie reviews from the Kaggle distribution
Outputs: 25,000 review-level records containing sentiment label and review text
Purpose: preserves the experimental text corpus used as the empirical basis of the study
Used in: §3.2, §3.3, §3.4
A-02 | Experimental metadata sheet (Executive Summary)
Type: Excel worksheet
Location: workbook sheet “Executive Summary”
Inputs: thesis project metadata and linked summary formulas from the evaluation sheets
Outputs: dataset source, sample counts, training/testing split, number of algorithms, best algorithm, and best accuracy
Purpose: provides a compact audit summary of the experimental configuration and headline results
Used in: §3.1, §3.2, §3.8.1
A-03 | Object–Attribute Matrix evaluation sheet (OAM)
Type: Excel worksheet
Location: workbook sheet “OAM”
Inputs: algorithm-level performance metrics and runtime values for the five classifiers
Outputs: complete six-attribute comparison matrix, attribute directions, ranking transformations, and metric-wise rank ordering
Purpose: structures the multi-criteria evaluation framework across accuracy, precision, recall, F1-score, training time, and prediction time
Used in: §3.7, §3.8.1, §3.8.2, §3.8.4
A-04 | COCO Y0 model sheet (model)
Type: Excel worksheet
Location: workbook sheet “model”
Inputs: ranked values derived from the OAM sheet
Outputs: COCO Y0 input structure, inverse rank transformation, step values, estimation values, deltas, and final composite ordering
Purpose: operationalizes the anti-discriminative multi-criteria ranking procedure used to compare the five algorithms beyond single-metric evaluation
Used in: §3.7.3, §3.8.4
A-05 | Reduced-attribute COCO validation sheet (Excluded attributes)
Type: Excel worksheet
Location: workbook sheet “Excluded attributes”
Inputs: selected ranked attributes imported from the OAM sheet after attribute exclusion
Outputs: reduced-attribute COCO Y0 estimation, validation indicators, and revised ranking positions
Purpose: documents the sensitivity check showing how the ranking behaves when selected attributes are removed from the model
Used in: §3.7.3, §3.8.4
A-06 | Descriptive analytics and ranking summary sheets (Key Findings; Excel Analytics)
Type: Excel worksheets
Location: workbook sheets “Key Findings” and “Excel Analytics”
Inputs: linked results from the OAM sheet
Outputs: best-by-metric algorithm identification, mean and standard deviation statistics, overall ranks, average ranks, and metric gaps
Purpose: summarizes the main comparative findings in an interpretable analytical form suitable for direct reporting in the results chapter
Used in: §3.8.1, §3.8.2, §4.2, §5.2
A-07 | Robustness evaluation package (Seeded Results; Robustness Summary; Helpers)
Type: Excel worksheets
Location: workbook sheets “Seeded Results”, “Robustness Summary”, and “Helpers”
Inputs: repeated algorithm runs across five seeds and supporting helper formulas
Outputs: per-seed accuracy and F1 values, means, standard deviations, minima, maxima, ranges, confidence intervals, and formatted mean ± standard deviation summaries
Purpose: documents the stability analysis of model performance under repeated runs with different random seeds
Used in: §3.5.1, §3.8.3, §4.5, §5.5
A-08 | Qualitative error analysis package (Error Analysis; Error Summary)
Type: Excel worksheets
Location: workbook sheets “Error Analysis” and “Error Summary”
Inputs: manually reviewed misclassifications for Logistic Regression at Seed 0
Outputs: false-positive and false-negative labels, confidence values, category assignments, error counts, and aggregated category frequencies
Purpose: supports the structured qualitative interpretation of model failures through categories such as negation, sarcasm, mixed sentiment, slang or vocabulary, long review, and other
Used in: §3.8.5, §4.3, §5.3
[bookmark: _Toc225170413]8.5.2 Ranking Rule
The ranking rule applied in §3.8.4 is as follows. After the COCO Y0 solver produces a Y0 estimation score for each of the five algorithms, algorithms are ranked in descending order of Y0 score: Rank 1 is assigned to the algorithm with the highest Y0 estimation (best composite placement), and Rank 5 to the algorithm with the lowest. In the event of a tie (equal Y0 scores), the algorithm with the higher weighted accuracy is ranked first. This rule is applied consistently to the full-attribute run (six attributes: A1–A6) reported in Table 3.8 and to any reduced-attribute sensitivity runs. The ranking is strictly ordinal: differences in rank position do not imply proportional differences in composite quality.
[bookmark: _Toc225170414]8.5.3 OAM Attribute Dictionary (A1–A6)
The following table defines the six attributes used in the Object-Attribute Matrix (§3.7). All attributes are numeric. Direction “max” means higher values are better; “min” means lower values are better.
A1 | Accuracy (%)       | Direction: max | Unit: % | Source: §3.8.1
     Weighted test-set accuracy on 5,000 IMDb samples.
A2 | Precision (%)      | Direction: max | Unit: % | Source: §3.8.1
     Weighted precision across positive and negative classes.
A3 | Recall (%)         | Direction: max | Unit: % | Source: §3.8.1
     Weighted recall across positive and negative classes.
A4 | F1-Score (%)       | Direction: max | Unit: % | Source: §3.8.1
     Weighted harmonic mean of precision and recall.
A5 | Training time (s)  | Direction: min | Unit: seconds | Source: §3.8.2
     Wall-clock time for model.fit() measured via time.perf_counter().
A6 | Prediction time (s)| Direction: min | Unit: seconds | Source: §3.8.2
     Wall-clock time for model.predict() on 5,000 test samples.
[bookmark: _Toc225170415]8.5.4 Reproduction
All experiments were designed to be fully reproducible. The complete source code, dataset, and Excel output file are publicly available. A reader wishing to replicate Table 3.5 can follow the steps below.
Step 1 — Obtain the dataset. Download the 50,000-review IMDb dataset from Kaggle: https://www.kaggle.com/datasets/mwallerphunware/imbd-movie-reviews-for-binary-sentiment-analysis. The file contains two columns: Polarity (Positive / Negative) and text_review. This study uses 25,000 samples for training and 5,000 for testing (fixed split, random_state=42).
Step 2 — Install dependencies. The pipeline requires Python 3.x with the following libraries: scikit-learn (TF-IDF vectorisation, classifiers, metrics), nltk (English stopword list, 179 tokens), pandas and numpy (data handling), and time (runtime measurement). All are available via pip: pip install scikit-learn nltk pandas numpy.
Step 3 — Preprocess and vectorise. Apply lowercase conversion, punctuation removal, and stopword filtering (NLTK English stopword list). Fit a TfidfVectorizer on the 20,000 training reviews with max_features=5000, sublinear_tf=True, and the NLTK stopword list. Transform both train and test sets with the fitted vectorizer. L2 normalisation is applied by default.
Step 4 — Train and evaluate each model. Instantiate each classifier with the exact parameters listed in Table 3.3 (e.g., LogisticRegression(max_iter=1000, random_state=42)). Record training time using time.perf_counter() immediately before and after clf.fit(). Record prediction time using time.perf_counter() immediately before and after clf.predict(). Compute accuracy, precision (weighted), recall (weighted), and F1-score (weighted) using sklearn.metrics.classification_report with zero_division=0.
Step 5 — Verify against the published results. The resulting metrics should match Table 3.4 exactly (to four decimal places) because the random seed, train/test split, vocabulary size, and parameter settings are fully specified. The raw results are also published in the accompanying Excel workbook: https://miau.my-x.hu/miau/329/imdb2/sentiment_analysis_excel_finalized(AutoRecovered)%20(1).xlsx (sheet: “Raw data” for the dataset; sheet: “Excel Analytics” for the computed metrics).
[bookmark: _Toc225170416]8.6 Relevant Conversations with LLMs 
[bookmark: relevant-conversations-with-llms]This annex documents the relevant interactions with large language models (LLMs) conducted during the preparation of this thesis, in accordance with the KJU transparency requirement for AI-assisted academic work. All conversations are presented with exact prompts and exact outputs. Each used detail is evaluated inline.
The following boundaries apply throughout this thesis:
· LLMs were used for academic writing clarification and Python code assistance only.
· LLMs were not used to generate, interpret, or validate any experimental results, performance metrics, OAM inputs, or COCO Y0 rankings. All values in §§3.8.1–3.8.4 and the Excel workbook (§8.5.1) are the author’s own work.
· Where LLM output was adopted, it is noted. Where it was rejected or modified, the reason is stated.

[bookmark: _Toc225170417][bookmark: X3c1aa9ceeabf7a4853de1430aa002deb07a7e4c]8.6.1 Conversation 1 — Academic Writing: Abstract Phrasing
Tool used: ChatGPT (GPT-4o), February 2026
Purpose: The author wrote a first draft of the abstract and asked for a review of clarity and academic tone.

PROMPT:
Can you review this abstract for academic clarity and tone? Do not change the content or the numbers — only improve the language.
“In this thesis I compare five machine learning algorithms for sentiment classification on IMDb movie reviews. I use TF-IDF features and test Logistic Regression, Naive Bayes, SVM, Random Forest and Decision Tree. I also use OAM and COCO Y0 to rank the models across multiple criteria not just accuracy. Logistic Regression got the best accuracy of 88.30%. I also built a Streamlit app. Results show classical models are still useful.”
LLM OUTPUT:
Here is a revised version focusing only on language and tone, with no changes to figures or claims:
“The exponential growth of user-generated content on review platforms has made manual sentiment analysis impractical at scale, driving demand for automated, lightweight, and interpretable classification tools. While deep learning approaches such as BERT achieve state-of-the-art performance on sentiment benchmarks, their computational requirements make them inaccessible for organisations operating on standard CPU hardware without specialised infrastructure. Classical machine learning algorithms remain the practical baseline for such deployments, yet no systematic multi-criteria comparison of the five most widely used classifiers — Logistic Regression, Multinomial Naive Bayes, Linear Support Vector Machine, Random Forest, and Decision Tree — exists for the IMDb binary sentiment classification benchmark under identical experimental conditions.
This thesis addresses that gap through a fully reproducible comparative study. Twenty-five thousand IMDb movie reviews are preprocessed through a six-step text normalisation pipeline and converted to 5,000-feature unigram TF-IDF vectors. All five classifiers are trained on an 80/20 stratified split and evaluated across predictive performance, computational efficiency, robustness across five random seeds, and qualitative error patterns. A multi-criteria ranking is produced using the Object-Attribute Matrix and COCO Y0 anti-discriminative evaluation framework.
Logistic Regression achieves the highest accuracy at 88.30% with the fastest inference time, making it the top-ranked algorithm under combined quality and efficiency criteria.”
Evaluation by author:
The LLM output substantially improved the academic register of the abstract. The opening framing (“exponential growth of user-generated content”) and the structured claim-evidence-conclusion format were adopted. However, the phrase “no systematic multi-criteria comparison… exists” was retained from the original draft and accepted with the understanding that the gap refers specifically to the OAM/COCO Y0 framework applied to this benchmark — a narrower claim than the phrasing implies. The final abstract in this thesis (§Abstract) uses this revised version with minor further edits by the author.

[bookmark: _Toc225170418][bookmark: X0a75056057ff66b2d952b754cf4d44418bd5dcf]8.6.2 Conversation 2 — Academic Writing: Literature Review Transition
Tool used: ChatGPT (GPT-4o), January 2026
Purpose: The author needed a transition sentence between the discussion of Logistic Regression and the introduction of Naive Bayes in §2.3.

PROMPT:
Write one or two transition sentences between a paragraph that just explained Logistic Regression as a linear discriminative model and the next paragraph that will introduce Multinomial Naive Bayes as a probabilistic generative baseline. The tone should be academic. Keep it under 40 words.
LLM OUTPUT:
“While Logistic Regression models the decision boundary directly through a discriminative function, the following method takes a fundamentally different approach by modelling the underlying data distribution. Multinomial Naive Bayes is a generative classifier that estimates class-conditional word frequencies rather than optimising a boundary.”
Evaluation by author:
The transition was adopted with one modification: “the following method” was replaced with “Multinomial Naive Bayes” to avoid ambiguity. The discriminative/generative contrast framing was used because it accurately reflects the theoretical distinction described in Ng & Jordan (2001) and cited in §2.3.3. The LLM did not introduce any new factual claims; it only provided the connecting language.

[bookmark: _Toc225170419][bookmark: Xbdef810d150c2b0c1f2e180e04a8525032410f0]8.6.3 Conversation 3 — Code Assistance: Timing the Training Loop
Tool used: ChatGPT (GPT-4o), December 2025
Purpose: The author needed to measure training time and prediction time consistently across five classifiers. An initial implementation using time.time() was producing inconsistent results.

PROMPT:
I am measuring training time and prediction time for five scikit-learn classifiers. I am using time.time() but getting inconsistent results across runs. What is the recommended Python approach for benchmarking wall-clock time in scikit-learn pipelines, and how should I structure the timing code?
LLM OUTPUT:
For reliable wall-clock measurement in Python, use time.perf_counter() instead of time.time(). perf_counter() uses the highest-resolution timer available on your system and is not affected by system clock adjustments. Here is the recommended pattern:
import time

start_train = time.perf_counter()
clf.fit(X_train, y_train)
end_train = time.perf_counter()
train_time = end_train - start_train

start_pred = time.perf_counter()
y_pred = clf.predict(X_test)
end_pred = time.perf_counter()
pred_time = end_pred - start_pred
Important notes: - Measure fit() and predict() separately and in separate calls — do not wrap both in a single timer. - Run each measurement at least once before the timed run to warm up any JIT or cache effects, especially for tree-based models. - For production benchmarks, use timeit or pytest-benchmark, but for comparative research where relative ordering matters more than absolute values, perf_counter() is sufficient.
Evaluation by author:
The switch from time.time() to time.perf_counter() was adopted. This is the implementation used in the experiments reported in §3.8.2 and documented in §8.5.4. The LLM’s note about cache warm-up effects was considered but not implemented because the study measures single-run wall-clock time for comparative purposes under consistent conditions (§3.5.1), not production-grade benchmarks. The limitation of single-run timing is acknowledged in the thesis at §3.8.2.

[bookmark: _Toc225170420][bookmark: Xd785554830dd6540424dafe56258694a9861d07]8.6.4 Conversation 4 — Code Assistance: Stratified Split with Fixed Seed
Tool used: ChatGPT (GPT-4o), December 2025
Purpose: The author needed to confirm the correct way to apply a stratified train/test split in scikit-learn with a fixed random seed and ensure the vectorizer was not fitted on test data.

PROMPT:
I am splitting an IMDb dataset of 25,000 reviews into 80% train and 20% test. I want to use stratified sampling to preserve the class balance, and I want to fix random_state=42. I also need to make sure the TF-IDF vectorizer is only fitted on the training set and not the test set. Can you show me the correct order of operations?
LLM OUTPUT:
Here is the correct order to avoid data leakage:
from sklearn.model_selection import train_test_split
from sklearn.feature_extraction.text import TfidfVectorizer

# Step 1: Split raw text BEFORE vectorization
X_train_raw, X_test_raw, y_train, y_test = train_test_split(
    df['text_review'],
    df['label'],
    test_size=0.2,
    random_state=42,
    stratify=df['label']
)

# Step 2: Fit vectorizer on training set only
vectorizer = TfidfVectorizer(max_features=5000, ngram_range=(1,1))
X_train = vectorizer.fit_transform(X_train_raw)

# Step 3: Transform test set using the already-fitted vectorizer
X_test = vectorizer.transform(X_test_raw)  # NOT fit_transform
The key point is that fit_transform must only be called on the training set. Calling fit_transform on the test set would cause the vectorizer to learn vocabulary from test data, which is data leakage and would invalidate your evaluation.
Evaluation by author:
This code pattern was adopted directly and corresponds to the implementation described in §3.4 and §3.5. The warning about fit_transform vs. transform confirmed the author’s existing implementation was correct. No modifications were needed. The exact parameter values (max_features=5000, ngram_range=(1,1), random_state=42) were set by the author independently based on the scope decisions in §3.4.2 — they were not suggested by the LLM.

[bookmark: _Toc225170421][bookmark: X70f2b40565648e6f12fe4fe4510518f8240670d]8.6.5 Conversation 5 — Code Assistance: SQLite Logging Schema
Tool used: ChatGPT (GPT-4o), January 2026
Purpose: The author was designing the SQLite run log for the Streamlit application (§3.9.6) and needed help structuring a two-table schema (run-level and prediction-level records).

PROMPT:
I am building a Streamlit sentiment analysis application. I want to log every run to a SQLite database. Each run should store: a unique run ID, mode (single/batch/testing), input source, number of records processed, duration in seconds, and optionally accuracy/precision/recall/F1 for labeled runs. I also want to store each individual prediction: which run it belongs to, the input text, the predicted label, and the confidence score. Can you suggest a two-table SQLite schema for this?
LLM OUTPUT:
Here is a clean two-table schema:
CREATE TABLE IF NOT EXISTS runs (
    run_id TEXT PRIMARY KEY,
    mode TEXT NOT NULL,
    source TEXT,
    processed_records INTEGER,
    duration_seconds REAL,
    throughput_rows_per_sec REAL,
    accuracy REAL,
    precision REAL,
    recall REAL,
    f1 REAL,
    tp INTEGER,
    tn INTEGER,
    fp INTEGER,
    fn INTEGER,
    timestamp TEXT DEFAULT (datetime('now'))
);

CREATE TABLE IF NOT EXISTS predictions (
    id INTEGER PRIMARY KEY AUTOINCREMENT,
    run_id TEXT NOT NULL,
    input_text TEXT,
    predicted_label TEXT,
    confidence REAL,
    FOREIGN KEY (run_id) REFERENCES runs(run_id)
);
Use a UUID or timestamp-based string for run_id to ensure uniqueness across sessions. Use parameterised queries (? placeholders) throughout to prevent SQL injection.
Evaluation by author:
The two-table schema structure was adopted. The runs table fields listed in Table 3.13 (§3.9.6) correspond to this schema. The suggestion to use parameterised queries was already part of the implementation plan (referenced in §3.10.2 as NFR-5 / OWASP A03:2021) and confirmed by the LLM’s recommendation. The input_text field in the predictions table was intentionally omitted from the deployed version to comply with the GDPR data minimisation principle discussed in §3.10.2 — raw review text is not persisted in logs unless explicitly required for QA.

[bookmark: _Toc225170422][bookmark: summary-of-llm-usage]8.6.6 Summary of LLM Usage
The following table summarises all LLM interactions documented in this annex.
	#
	Purpose
	Tool
	Output Used?
	Scope

	1
	Abstract phrasing
	ChatGPT GPT-4o
	Yes, with edits
	Writing only

	2
	Literature review transition sentence
	ChatGPT GPT-4o
	Yes, with minor edit
	Writing only

	3
	Timing implementation (perf_counter)
	ChatGPT GPT-4o
	Yes
	Code only

	4
	Stratified split / vectorizer fit order
	ChatGPT GPT-4o
	Confirmed existing code
	Code only

	5
	SQLite two-table logging schema
	ChatGPT GPT-4o
	Yes, with GDPR modification
	Code only


No LLM was used for: experimental design decisions, dataset selection, TF-IDF parameter choices, model hyperparameter settings, any performance metric values (accuracy, precision, recall, F1, training time, prediction time), OAM attribute definitions or raw values, COCO Y0 inputs or outputs, or any content in §§3.7–3.8 and the Excel workbook (§8.5.1).
Source: Own documentation.
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